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    erlang_quic

Pure Erlang QUIC implementation (RFC 9000/9001).
Features
QUIC transport (RFC 9000 / 9001)
	TLS 1.3 handshake (RFC 8446)
	Stream multiplexing (bidirectional and unidirectional)
	Key update support (RFC 9001 Section 6)
	Connection migration with active path migration API (RFC 9000 Section 9)
	0-RTT early data support with session resumption (RFC 9001 Section 4.6)
	DATAGRAM frame support for unreliable data (RFC 9221)
	QUIC v2 support (RFC 9369)
	Server mode with listener and pooled listeners (SO_REUSEPORT)
	QUIC-LB load balancer support with routable CIDs (RFC 9312)
	Retry packet handling for address validation (RFC 9000 Section 8.1)
	Stateless reset support (RFC 9000 Section 10.3)
	Spin bit (RFC 9000 §17.4) and full NEW_TOKEN issuance/validation
	RESET_STREAM_AT extension
	Flow control (connection and stream level) with RTT-based auto-tune
	Congestion control (NewReno, CUBIC, BBR with ECN support)
	HyStart++ slow start (RFC 9406)
	Packet pacing (RFC 9002 Section 7.7)
	Loss detection and packet retransmission (RFC 9002)
	QLOG tracing support for debug visibility
	UDP packet batching (GSO/GRO)
	Client certificate verification
	TLS 1.3 external PSK authentication (RFC 8446 §4.2.11, both psk_dhe_ke
and psk_ke). See docs/PSK.md.
	Path-metrics snapshot (quic:get_path_stats/1) for routing layers

HTTP/3 (quic_h3)
	Full HTTP/3 client and server (RFC 9114) with QPACK header compression (RFC 9204)
	HTTP Datagrams (RFC 9297) with capsule framing
	Server Push (RFC 9114 Section 4.6)
	Extensible Priorities (RFC 9218): PRIORITY_UPDATE frames, urgency / incremental
	Extended CONNECT (RFC 9220) for WebTransport-style upgrades
	Extension stream hooks: stream_type_handler (peer-claimed uni/bidi)
and quic_h3:open_bidi_stream/1,2 (client-initiated, pre-claimed
with a signal-type varint)
	Per-connection owner override via connection_handler callback for
multi-tenant servers
	Per-stream handler registration to redirect body data to worker pids
	CLI tools: bin/quic_h3c (client), bin/quic_h3d (server)
	See docs/HTTP3.md for the full guide

Distributed Erlang over QUIC (quic_dist)
	EPMD-less node discovery (quic_discovery_static, quic_discovery_dns)
	Session-ticket cache for 0-RTT reconnection
	User-accessible streams API on top of dist connections
	Stream prioritization (control vs data) and connection-level backpressure
	priv/bin/quic_call.sh: erl_call-style one-shot RPC against a -proto_dist quic node
	Optional auth_callback for an app-level handshake between TLS and dist_util, plus register_with_epmd for stock-EPMD discoverability
	See docs/QUIC_DIST.md for setup

Requirements
	Erlang/OTP 26.0 or later
	rebar3

Installation
Add to your rebar.config dependencies:
{deps, [
    {quic, {git, "https://github.com/benoitc/erlang_quic.git", {branch, "main"}}}
]}.
Quick Start
Client
%% Connect to a QUIC server
{ok, ConnRef} = quic:connect(<<"example.com">>, 443, #{
    alpn => [<<"h3">>],
    verify => false
}, self()),

%% Wait for connection
receive
    {quic, ConnRef, {connected, Info}} ->
        io:format("Connected: ~p~n", [Info])
end,

%% Open a bidirectional stream
{ok, StreamId} = quic:open_stream(ConnRef),

%% Send data on the stream
ok = quic:send_data(ConnRef, StreamId, <<"Hello, QUIC!">>, true),

%% Receive data
receive
    {quic, ConnRef, {stream_data, StreamId, Data, _Fin}} ->
        io:format("Received: ~p~n", [Data])
end,

%% Close connection
quic:close(ConnRef, normal).
Server
%% Load certificate and key
{ok, CertDer} = file:read_file("server.crt"),
{ok, KeyDer} = file:read_file("server.key"),

%% Start a named server (recommended)
{ok, _Pid} = quic:start_server(my_server, 4433, #{
    cert => CertDer,
    key => KeyDer,
    alpn => [<<"h3">>]
}),

%% Get the port (useful if 0 was specified for ephemeral port)
{ok, Port} = quic:get_server_port(my_server),
io:format("Listening on port ~p~n", [Port]),

%% Incoming connections are handled automatically
%% The server spawns quic_connection processes for each client

%% Stop the server when done
quic:stop_server(my_server).
Alternatively, use the low-level listener API directly:
{ok, Listener} = quic_listener:start_link(4433, #{
    cert => CertDer,
    key => KeyDer,
    alpn => [<<"h3">>]
}),
Port = quic_listener:get_port(Listener).
HTTP/3
%% Server
{ok, _} = quic_h3:start_server(my_h3, 4433, #{
    cert => CertDer,
    key => KeyDer,
    handler => fun(Conn, StreamId, <<"GET">>, Path, _Headers) ->
        Body = <<"hello from ", Path/binary>>,
        quic_h3:send_response(Conn, StreamId, 200,
                              [{<<"content-type">>, <<"text/plain">>}]),
        quic_h3:send_data(Conn, StreamId, Body, true)
    end
}).

%% Client
{ok, H3} = quic_h3:connect("example.com", 4433, #{verify => false, sync => true}),
{ok, StreamId} = quic_h3:request(H3, [
    {<<":method">>, <<"GET">>},
    {<<":scheme">>, <<"https">>},
    {<<":path">>, <<"/hi">>},
    {<<":authority">>, <<"example.com">>}
]),
receive
    {quic_h3, H3, {response, StreamId, 200, _Headers}} -> ok
end,
receive
    {quic_h3, H3, {data, StreamId, Body, true}} ->
        io:format("got ~p~n", [Body])
end,
quic_h3:close(H3).
See docs/HTTP3.md for datagrams, push, priorities,
extended CONNECT, extension streams, and per-connection owners.
Messages
The owner process receives messages in the format {quic, ConnRef, Event}:
	Event	Description
	{connected, Info}	Connection established
	{stream_opened, StreamId}	New stream opened by peer
	{stream_data, StreamId, Data, Fin}	Data received on stream
	{stream_reset, StreamId, ErrorCode}	Stream reset by peer
	{closed, Reason}	Connection closed
	{transport_error, Code, Reason}	Transport error
	{session_ticket, Ticket}	Session ticket for 0-RTT resumption
	{datagram, Data}	Datagram received (RFC 9221)
	{stop_sending, StreamId, ErrorCode}	Stop sending requested by peer
	{send_ready, StreamId}	Stream ready for writing

API Reference
See docs/features.md for the complete API reference and feature list.
Quick Reference
Connection: quic:connect/4, quic:close/2, quic:peername/1, quic:migrate/1
Streams: quic:open_stream/1, quic:send_data/4, quic:reset_stream/3
Server: quic:start_server/3, quic:stop_server/1, quic:get_server_port/1
Datagrams: quic:send_datagram/2 (RFC 9221)
HTTP/3: quic_h3:connect/3, quic_h3:request/2,3, quic_h3:send_response/4,
quic_h3:send_data/3,4, quic_h3:start_server/3, quic_h3:open_bidi_stream/1,2,
quic_h3:send_datagram/3 (RFC 9114 / 9204 / 9297)
Load Balancer: quic_lb:new_config/1, quic_lb:generate_cid/1 (RFC 9312)
Building
rebar3 compile

Formatting
rebar3 fmt

Static analysis tools
rebar3 lint
rebar3 xref
rebar3 dialyzer

Testing
# Run unit tests
rebar3 eunit

# Run property-based tests
rebar3 proper

# Run all tests
rebar3 eunit && rebar3 proper

Interoperability
This implementation passes all 10 QUIC Interop Runner test cases. See docs/features.md for the full test matrix and interop/README.md for details on running interop tests.
Documentation
Topic guides under docs/:
	docs/GETTING_STARTED.md: first-connection walkthrough
	docs/CLIENT_GUIDE.md: client API reference
	docs/SERVER_GUIDE.md: server API reference
	docs/HTTP3.md: HTTP/3 and datagrams
	docs/QUIC_DIST.md: Erlang distribution over QUIC
	docs/QLOG_GUIDE.md: qlog tracing
	docs/PERFORMANCE.md: throughput characteristics, socket-backend rationale, roadmap
	docs/DESIGN.md: architecture, state machine, packet flow
	docs/DEVELOPER_GUIDE.md: contributing
	docs/features.md: feature matrix and API reference

Generate API documentation with:
rebar3 ex_doc

Sponsors
[image: Enki Multimedia]License
Apache License 2.0
Author
Benoit Chesneau


  

    Changelog

All notable changes to this project will be documented in this file.
[Unreleased]
[1.6.4] - 2026-06-05
Changed
	HTTP/3 no longer accumulates received DATA payloads in the stream record. Data still reaches owners and handlers through the existing delivery path, while Content-Length and unbounded-body limits are enforced from a byte counter. The #h3_stream.body field is retained for compatibility but is no longer populated.

[1.6.3] - 2026-06-03
Added
	quic:safe_close/1,2,3 closes a connection and ignores any error if it is already gone, for teardown paths that must not crash.

Fixed
	HTTP/3 connection errors now send a CONNECTION_CLOSE. handle_connection_error passed the error reason straight to quic:close/3, but several call sites supply a non-binary reason, which failed the function's binary guard and was swallowed by a surrounding catch, so the connection was left open. The reason is now coerced to a binary phrase.

Changed
	Replaced the deprecated bare catch expressions in the library and test suites with try ... catch, clearing the OTP 27+ compiler warnings. CI now runs the unit tests on OTP 26, 27, 28 and 29 (the matrix previously collapsed to one OTP version per OS).

[1.6.2] - 2026-06-03
Fixed
	Happy Eyeballs + HTTP/3: a client connecting to a hostname that resolves to more than one address (so the race path runs) could hang in quic_h3:connect/3 until connect_timeout. The QUIC connection completes its handshake while owned by the race coordinator, so the server's HTTP/3 control stream and SETTINGS were delivered to the transient owner and dropped before the H3 connection process existed. set_owner re-delivers {connected} but not that already-arrived stream data; the race coordinator and quic_h3:connect/3 now forward the buffered {quic, Conn, _} backlog to the new owner at each ownership handoff. Diagnosed and originally fixed by ycastorium (#160, #161).
	Server certificate validation recovers from an expired cross-signed root. When the served chain anchors at an expired cross-signed root (Let's Encrypt ISRG Root X2 cross-signed by the now-expired ISRG Root X1) and the trust store holds a still-valid root with the same public key, the client retries the alternative trust anchors instead of failing with cert_expired. A genuinely expired leaf or intermediate still fails.

[1.6.1] - 2026-06-02
Fixed
	Server-side 0-RTT acceptance now works end to end. The server echoes the empty early_data extension in EncryptedExtensions when it accepts 0-RTT, so a resuming client reports early_data_accepted/1 =:= true instead of always seeing the data rejected. Inbound 0-RTT frames are dispatched at the application level, so the early request and its control/QPACK streams are processed rather than dropped, and the resumed request completes normally.

[1.6.0] - 2026-06-02
Added
	0-RTT (early data) support. On resumption a client can send application data in its first flight, and HTTP/3 can issue an early request, before the handshake completes. quic:has_early_keys/1 reports whether 0-RTT keys are available, and quic:early_data_accepted/1 / quic_h3:early_data_accepted/1 report whether the server accepted the early data. (#148)
	quic_listener:get_sockname/1 and quic:get_server_sockname/1 return the listener's bound {IP, Port}, resolved live from the socket so it is correct when the listener was opened with inet6, {ip, _} or {ifaddr, _}. (#153)

Fixed
	Streams aborted with RESET_STREAM_AT are reclaimed from the connection's stream map once their reliable obligation is met (local reset: reliable bytes acked; incoming reset: reliable bytes delivered), instead of being retained for the life of the connection. Data beyond the reliable size is trimmed from the send queue and retransmit path, and dropped on receive. (#152)
	A lost-packet retransmission deferred by congestion control is re-queued and resent when the window reopens, instead of being dropped (it had already been removed from the sent queue, so it was never retried).
	STREAM data referencing a locally-initiated stream that was never opened is rejected with STREAM_STATE_ERROR instead of creating the stream. (#152)
	Erlang distribution over QUIC: the keep-alive PING is paced off net_ticktime instead of the QUIC idle timeout, so a healthy connection is no longer declared down by net_kernel under load. (#157)

[1.5.0] - 2026-05-30
Added
	IPv6 client connections: quic:connect/4 accepts a hostname, an IP-literal string (IPv4 or IPv6, optionally bracketed), or an inet:ip_address() tuple. Dual-stack hostnames use RFC 8305 Happy Eyeballs (IPv6-first racing) with happy_eyeballs, family, connection_attempt_delay and connect_timeout options. A hostname that fails to resolve returns {error, Reason} instead of dialing a default address. (#150)
	Listeners can bind to IPv6: pass inet6 or an IPv6 {ip, Addr} in extra_socket_opts; the address family is inferred from those options. (#149)

[1.4.5] - 2026-05-28
Fixed
	Server certificate chain validation accepts chains where the server sends an extra or cross-signed cert above the cert that actually anchors. The previous topmost-only anchor lookup rejected valid chains (notably cloudflare.com over Google Trust Services on Mozilla NSS, certifi and FreeBSD ca_root_nss) with unknown_ca. The client now walks the served chain for the highest cert whose issuer is in the trust store and validates the sub-path from there.
	Server certificate verification failures reach the QUIC owner as a synchronous {closed, {certificate_invalid, _}} event alongside the existing {error, {certificate_invalid, _}} notification, so HTTP/3 clients waiting on the close fail fast instead of stalling until their connect timeout fires.

[1.4.4] - 2026-05-28
Security
	The QUIC client now authenticates the server. It verifies the CertificateVerify signature, validates the certificate chain against the trust store (cacerts option, OS store by default), and checks the hostname. Previously verify was a no-op on the client, so any certificate was accepted and a man-in-the-middle on the network path could impersonate any server. verify now defaults to on for clients; set verify => false to accept any certificate (for example self-signed test servers). HTTP/3 uses the same client and is fixed too. (GHSA-2r8v-p65x-3663, CVE-2026-49457, CWE-295). Reported by benmmurphy.
	Hardening from a full security review: 3x anti-amplification limit with Initial retransmission, CRYPTO-buffer and listener connection caps, MAX_STREAMS and connection-ID limit enforcement, resumption PSK binder verification with single-use 0-RTT, TLS 1.3 handshake state guards, AEAD usage-limit key update, working address-validation Retry with constant-time token compares, and stricter HTTP/3 and QPACK decoding.

[1.4.3] - 2026-05-25
Fixed
	QPACK Encoded Field Section Prefix and dynamic table now follow RFC 9204, so the encoder interoperates with strict decoders such as nghttp3. The Base is signalled as S=0 (Base = Required Insert Count), the Required Insert Count is written as an 8-bit prefix integer, and the Insert With Literal Name opcode and dynamic-table field-section encoding are corrected. (#142)

[1.4.2] - 2026-05-23
Fixed
	HTTP/3 extended CONNECT (RFC 9220) regressed in 1.4.1: the response-HEADERS coalescing introduced in 1.4.1 buffered a CONNECT tunnel's 200 until the first DATA frame, but a tunnel server sends no DATA until the client does and the client waits for the 200, so the tunnel deadlocked (WebTransport and WebSocket-over-H3). CONNECT responses now flush the 200 immediately; plain H3 responses still coalesce headers with the first body chunk.

[1.4.1] - 2026-05-23
Changed
	Idle and keep-alive timers are now lazy: armed once at connection setup and re-armed only when they fire, from the last_activity timestamp, instead of being cancelled and rescheduled on every packet. (#140)
	HTTP/3 responses coalesce the HEADERS frame with the first DATA frame, so a response's headers and first body bytes go out in one 1-RTT packet instead of two. A large body still fragments as before. (#141)

[1.4.0] - 2026-05-22
Added
	TLS 1.3 external PSK (RFC 8446 §4.2.11). Client external_psk and server psks / psk_callback options, both psk_dhe_ke and psk_ke modes, constant-time server-side binder verification, cert and PSK coexistence on one listener, and client downgrade protection. quic_dist can authenticate node-to-node with a shared PSK and no certificates. See docs/PSK.md. (#133)
	TLS 1.3 HelloRetryRequest with multi-group key exchange. The groups option advertises x25519, secp256r1 and secp384r1; a server that prefers a group the client did not key-share triggers a HelloRetryRequest and the client retries transparently. (#135)
	Per-handshake signature negotiation via the signature_algs option, adding ECDSA secp384r1-SHA384, RSA-PSS-RSAE SHA384/512 and Ed25519 sign/verify. The connected event now reports negotiated_group and negotiated_scheme. (#135)
	Per-pair multi-stream routing for Erlang distribution over QUIC. Dist messages are hashed by {From, To} across 16 streams to send concurrently while preserving order within each sender/receiver pair. (#132)
	SECURITY.md with a private vulnerability reporting policy.

Changed
	HTTP/3 header field-character validation inlines the character class into the scanner clause guards, removing a per-byte predicate call from a request hot path. (#136)

Fixed
	The server now segments its TLS handshake flight so no datagram exceeds max_udp_payload_size. The 3-5 KB flight previously went out as one UDP datagram that clients enforcing their advertised limit (Chromium) dropped, stalling the handshake until idle timeout. (#134, #137)
	ex_doc generation no longer breaks on a @doc tag preceding a -callback. (#129)

[1.3.3] - 2026-05-03
Added
	quic:get_path_stats/1 returns a snapshot of the connection's path metrics (srtt / latest_rtt / min_rtt / rtt_var in microseconds, plus cwnd, bytes_in_flight, in_recovery, congested) for downstream routing layers. Backward-compatible; off the packet-processing path. (#127)
	quic_dist auth_callback option runs a custom {Mod,Fun} (or fun/3) on both sides between the QUIC handshake and the distutil handshake. `{error, }closes the connection without ever starting the dist controller. Newquic_dist_auth` behaviour. (#126)
	quic_dist register_with_epmd option (default false) registers the listening port via the configured epmd_module so external tooling (e.g. epmd -names) can resolve the node. (#126)

[1.3.2] - 2026-05-03
Added
	priv/bin/quic_call.sh, an erl_call-style one-shot RPC helper for quic_dist clusters. Boots a hidden probe node with -proto_dist quic, runs rpc:call/5 against the target, asks the target to disconnect so the hidden-node entry is reaped immediately, and halts. Reuses the cluster's sys.config (-C) for credentials and discovery; cert/key can also be passed via --cert/--key. (#123, #124)

[1.3.1] - 2026-04-30
Added
	socket_backend => adapter lets callers plug their own datagram transport (for example a MASQUE CONNECT-UDP session) under a QUIC client. The adapter map carries send_fun (and optional close_fun, socket_ref); batching, GSO and GRO are forced off, and connection migration is rejected on this path. (#121)

[1.3.0] - 2026-04-25
QUIC and HTTP/3 protocol-conformance hardening: closes the silent-drop
of CONNECTION_CLOSE at handshake-time violations, replaces the
unmaintained h3spec runner with an in-tree RFC 9114 / 9204 compliance
suite, and fixes two externally-reported stream-API bugs.
Added
	close_with_error/6 emits CONNECTION_CLOSE at the right encryption level (initial / handshake / app), with fallback to the lower available level. (#111)
	Server-side validation of peer transport parameters per RFC 9000 §18.2: server-only ids (original_dcid, preferred_address, retry_scid, stateless_reset_token) and numeric ranges (max_udp_payload_size ≥ 1200, ack_delay_exponent ≤ 20, max_ack_delay < 2^14). (#111)
	Frame-pipeline guards: zero-frame packet → PROTOCOL_VIOLATION; unknown frame type → FRAME_ENCODING_ERROR. (#111)
	HTTP/3 RFC 9114 + 9204 conformance: 30 in-tree unit tests covering control-stream rules, pseudo-headers, stream-type uniqueness, push-id bounds, CONNECT validation, QPACK static-index and capacity limits, RFC 9218 priority signal, RFC 9297 SETTINGS_H3_DATAGRAM. (#112)
	docs/h3_compliance.md: RFC 9114 / 9204 / 9218 / 9297 matrix mapping every MUST and SHOULD to its test. (#112)

Fixed
	Reject request streams carrying :status pseudo-header (RFC 9114 §4.3.1). (#112)
	quic_qpack:set_dynamic_capacity/2 clamps to max_allowed_capacity per RFC 9204 §4.3. (#112)
	quic:reset_stream/3 keeps the stream entry alive so subsequent quic:stop_sending/3 emits STOP_SENDING instead of returning {error, unknown_stream}. (#113, #115)
	quic:close/2 with an integer reason propagates that integer as the application error code; previously every input fell through to ?QUIC_APPLICATION_ERROR (0x0c). (#114, #116)
	NEW_TOKEN received by a server and HANDSHAKE_DONE at the wrong level now route through close_with_error/6 so the CLOSE frame reaches the peer when app keys are absent. (#111)

Removed
	quic_h3_h3spec_SUITE and docker/h3spec/. The corpus is ported into quic_h3_compliance_tests as deterministic state-machine tests. (#112)

[1.2.0] - 2026-04-21
Post-1.1.0 work split across three tracks: a client-side socket-backend
opt-in, a round of hot-path micro-optimisations on the send and
receive paths, and a migration fix for the default gen_udp client.
Added
	Opt-in socket_backend => socket for client connections. Routes
the client through quic_socket:open_for_send/2 so it picks up the
OTP socket NIF on Linux with GSO available per-message via cmsg,
instead of the gen_udp port driver. +18% download throughput on
arm64 Linux docker (10 MB bench); upload is neutral. (#88, #91)
	Client migration (quic:migrate/1) now works on the opt-in socket
backend. Rebind closes the old OTP socket, stops its dedicated
receiver process, opens a fresh one, and threads the new handle
through the connection state. (#90)
	quic_socket:start_client_receiver/2 / stop_client_receiver/1:
dedicated receiver process for the socket-backend client path
(the OTP socket NIF has no {active, N} mode). (#88)
	quic_socket:set_socket/2 swaps the underlying socket handle
inside a #socket_state{} while preserving batching configuration.
Used by the migration rebind path. (#93)
	Instrumentation counters ack_sent and retransmits on
quic_connection:get_stats/1 and the throughput bench output
(Phase 0a). (#77, #78)

Fixed
	quic:migrate/1 on the default gen_udp client no longer drops
post-migrate traffic. Rebinding previously left
#state.socket_state pointing at the just-closed old socket; every
send went through the dead handle and was silently dropped. Also
flushes any pending batch to the old socket before rebind so
pre-migrate packets reach the server under their original CID.
(#93)
	quic_dist: simultaneous-connect deadlock in the accept path.
Two nodes dialling each other within a tight window wedged both
net_kernel:connect_node/1 calls indefinitely. The old accept
path ran the dist worker through a nine-hop handoff
(register_pending / controller rendezvous in acceptor_loop) before
reaching dist_util:mark_pending, so net_kernel's tie-breaker
arbitration never ran in time. Collapsed to the TCP-dist shape:
accept_connection/5 runs set_supervisor + start_timer +
handshake_other_started inline. Docker 5-node regression now
passes 5/5. (#106)
	quic_dist: batch-yield path in input_handler_loop could lose
or reorder buffered dist bytes when the mailbox had backlog.
Yield now threads the buffer remnant through the normal return
channel instead of piggybacking on the self-message. (#104)
	quic_dist_user_stream_SUITE / accept_user_streams/2 doc:
refreshed to match the auto-assign / direct
{quic_dist_stream, _, {data, _, _}} delivery shape. (#105)
	docker/dist: 3+ node cluster mesh formation. Each node now dials
only higher-named peers and boots with -connect_all false, so
global does not re-introduce cross-dials behind the explicit
test topology. (#95, #106)
	h3: preserve WebTransport and unknown SETTINGS identifiers in the
peer settings map so extension-stream hooks can read them. (#96)
	quic_socket: client migrate path opens the new socket before
closing the old one, avoiding a window where the client has no
valid send handle. (#97)
	quic_socket: client_recv_loop exits cleanly on unexpected
socket errors instead of spinning. (#98)
	quic_socket: clear the pending batch buffer on flush error so
stale frames do not get retried on the next flush. (#99)
	quic:connect/4: reject the socket + {socket_backend, socket}
option combination with a clear error instead of silently
overriding one. (#100)
	Client connection: treat receiver-process exit as a fatal error
and close the connection, matching server behaviour. (#101)
	Server: build a per-connection sender even when
server_send_batching is false so the direct-send path uses the
same quic_socket shape as the batched path. (#102, #103)

Performance
	Fuse per-packet cwnd + pacing check into quic_cc:send_check/3
(one BIF call and one record match instead of the previous four).
(#79)
	Hoist per-chunk lookups (stream_urgency, max_stream_data_per_packet,
pre-computed stream-frame header prefix) out of the chunked send
loop. (#80, #85)
	ACK 1-RTT packets immediately on reorder (RFC 9002 §6.2) while
keeping the decimation window for in-order traffic. (#81)
	Fast-path single-stream-frame in contains_ack_eliciting_frames/1
on the bulk-upload hot path. (#82)
	Thread the updated socket_state back from do_socket_send via
the return value, dropping the process-dictionary roundtrip. (#83)
	Replace the crypto:exor/2 NIF call with inline Erlang XOR for
the 1-4 byte header-protection mask. (#84)
	Inline the ?QLOG_ENABLED check at packet/frame event call
sites so the event-map is never built when qlog is off. (#86)
	Coalesce the monotonic_time samples on the receive hot path
(one BIF call per received datagram instead of three). (#87)
	Flush the pending stream-data batch before emitting an ACK-only
packet so it does not break GSO uniformity on the opt-in socket
backend. +6.4% upload throughput on arm64 Linux docker. (#92)
	Re-enable GSO on the opt-in socket-backend client: drop the
socket-level UDP_SEGMENT setsockopt and rely on per-message cmsg
via flush_gso/1. (#91)

[1.1.0] - 2026-04-18
Server-side throughput work. Per-connection send batching over the
shared listener socket on Linux + socket backend coalesces outgoing
packets into sendmsg super-datagrams via UDP_SEGMENT (GSO); on macOS /
gen_udp it is functionally neutral. Several GSO correctness fixes
after CI surfaced a handshake stall. Extra observability so tests and
operators can see the batching win directly.
Added
	Per-connection send batching on the server. Each server connection
owns a quic_socket batch buffer that reuses the listener's UDP
socket. Gated by the new server_send_batching option on
start_server/3 (default true); set to false to fall back to
the previous direct gen_udp:send/4 path. (#66)
	quic_socket:info/1 — map with backend, gso_supported,
gso_size, gro_enabled, batching_enabled, max_batch_packets,
and the new batch_flushes / packets_coalesced counters.
	quic_socket:send_immediate/4 — public wrapper that bypasses the
per-connection batch for one-shot control-plane sends.
	quic_socket:new_sender/2 — build a per-connection sender that
inherits backend + GSO capability from the listener without owning
the socket.
	quic_connection:get_stats/1 now returns batch_flushes and
packets_coalesced so tests and benchmarks can assert batching
behaviour rather than just wiring.
	quic_server_batching_SUITE — behaviour-level regression: real
256 KB server-to-client downloads assert packets_coalesced > 1
when batching is on, and both counters stay at 0 when disabled.
	docker/gso-debug/ — Erlang 28 + tcpdump + strace container that
reproduces the GSO handshake stall against a bind-mounted tree.
(#74)
	bench/run_download_bench.erl and
quic_throughput_bench:run_download_sink/0,1 drive server-to-client
bulk transfers and report MB/s alongside batch_flushes /
packets_coalesced so the batching effect is visible next to
throughput.

Changed
	Stream send path is iovec-native. quic_frame:encode_iodata/1
returns [Header, Data] and threads iodata through header
protection and quic_aead without copying Data into a fresh
binary. AEAD specs relaxed to accept iodata.
	1-RTT ACKs delayed to every 2nd packet or max_ack_delay per
RFC 9002 §6.2. Halves receiver ACK traffic on the server and
sender event-processing on the client. Measured on macOS gen_udp:
10 MB upload 45 → 56 MB/s. (#69)
	quic_loss switched to a single queue:queue(#sent_packet{}) for
outstanding packets. Per-ACK work scales with the ACK window, not
the full outstanding queue. Measured on macOS gen_udp: 10 MB
upload 55 → 59 MB/s, 5 MB download 34 → 50 MB/s. (#72)
	flush_gso/1 passes the batch as an iov list directly to
socket:sendmsg/2 with the UDP_SEGMENT cmsg, saving up to
~76 KB of user-space copy per flush on a 64-packet batch. (#70)
	send_app_packet_internal/3 samples monotonic_time once per
packet and reuses it for loss tracking and last_activity. (#71)
	Per-packet overhead on the bulk-send path reduced: single
#state{} update, PTO timer reschedule skipped when within
tolerance, process_send_queue and pacing timeout short-circuit
on empty queue, stream data normalised to binary once at the
fragmentation boundary.
	state_to_map/1 replaces the coarse send_batching boolean with
three explicit fields: send_backend (direct | gen_udp |
socket), send_batching_enabled, send_gso_supported.

Fixed
	Server connection crashed with function_clause when the listener
was on socket_backend => socket because inet:sockname/1 rejects
{'$socket', Ref} handles. Branch on socket shape:
socket:sockname/1 for OTP socket handles, inet:sockname/1 for
gen_udp ports.
	UDP_SEGMENT setsockopt now uses sizeof(int) (32-bit native)
instead of u16, which Linux rejected with EINVAL; GSO capability
detection silently returned false and the GSO CT job was skipping.
The cmsg path already used u16 correctly. (#67)
	GSO skipped for single-packet batches: UDP_SEGMENT with a
sub-gso_size single-packet payload drops silently on
ubuntu-24.04. batch_count == 1 has no segmentation work; fall
through to flush_individual. (#73)
	Listener no longer sets UDP_SEGMENT at socket level. A socket-wide
UDP_SEGMENT forces segmentation on every outbound datagram,
including short handshake packets that can't be segmented. GSO is
now applied only via the per-message cmsg in flush_gso. (#73)
	GSO bypassed when a batch mixes packet sizes (padded 1200-byte
Initial + ~400-byte Handshake). UDP_SEGMENT requires every segment
except the last to be exactly gso_size, otherwise the client
sees undecodable datagrams and stalls at
awaiting_encrypted_extensions. flush/1 checks uniformity and
falls through to flush_individual when it fails. (#75)
	Listener self-send: send_packet/6 was calling quic_socket:send/4
and dropping the returned state, so version-negotiation / retry /
stateless-reset packets were buffered then lost on the socket
backend with batching_enabled=true. Switched to
send_immediate/4.
	send_queue_bytes accounting leaked on ACK-coalesce dequeues and
could eventually trip ?MAX_SEND_QUEUE_BYTES on long-lived
connections. Added send_queue_count as an explicit O(1)
emptiness predicate so zero-byte FIN-only sends enqueued under
pacing are no longer stranded.
	examples/echo_server.erl: handle_connection/2 expects a DCID
binary, not an info map; returns {ok, HandlerPid} so the listener
transfers ownership; peer address fetched via quic:peername/1.
(#65)
	examples/qlog_example.erl: added a connection_handler so the
server echoes client data; waits for the client connection to
terminate before returning so the qlog writer flushes. (#68)

[1.0.2] - 2026-04-16
Fixed
	h3: thread FIN through the peer uni stream-type dispatch so a
STREAM frame carrying type-varint + payload + FIN surfaces as one
{stream_type_data, uni, _, _, true} event to claimed-stream
owners (#64)

[1.0.1] - 2026-04-15
Fixed
	h3: consult stream_type_handler on fresh peer-initiated bidi
streams so extensions can claim them before default request
handling (#62)
	docs: rebar3 ex_doc now runs clean (#63)

[1.0.0] - 2026-04-15
First release with HTTP/3. Brings full client + server HTTP/3
(RFC 9114) with QPACK (RFC 9204), HTTP Datagrams (RFC 9297),
Server Push, Extensible Priorities, Extended CONNECT, and the
extension-stream hooks WebTransport needs. Also a critical
flow-control deadlock fix in the QUIC core, a BBR loopback
throughput fix, and the H3 server owner default change.
HTTP/3 (quic_h3, new module)
Added
	HTTP/3 client and server (RFC 9114) with QPACK header compression
(RFC 9204): request/response, body data, trailers, GOAWAY,
cancellation, CLI tools (bin/quic_h3c, bin/quic_h3d)
	Server Push (RFC 9114 §4.6): push/3, send_push_response/4,
send_push_data/4, set_max_push_id/2, cancel_push/2
	Extensible Priorities (RFC 9218): priority request option,
PRIORITY_UPDATE frames, urgency / incremental hints
	Extended CONNECT (RFC 9220) for WebTransport-style upgrades
	HTTP Datagrams (RFC 9297): send_datagram/3,
h3_datagrams_enabled/1, max_datagram_size/2, capsule framing
	Extension-stream hook: stream_type_handler option on
start_server/3 claims peer-initiated uni and bidi streams whose
first varint matches a caller-supplied filter; claimed bytes are
delivered as {stream_type_data, ...} owner messages instead of
being parsed as HTTP/3 requests. Owner also receives
stream_type_open, stream_type_closed, stream_type_reset,
stream_type_stop_sending events
	Client-initiated extension streams: quic_h3:open_bidi_stream/1,2
pre-claims a bidi stream with a signal-type varint (e.g.
WebTransport's 0x41) so inbound bytes route through the
claimed-bidi path
	Per-connection owner override via connection_handler callback on
start_server/3 for hosting many sessions per listener
	Per-stream handler registration: set_stream_handler/3,4,
unset_stream_handler/2 to redirect body data to a worker pid
	Query API: get_settings/1, get_peer_settings/1,
get_quic_conn/1
	Documentation: docs/HTTP3.md reference + benchmarks section
	E2E test infrastructure: quic_h3_e2e_SUITE, quic_h3_h3spec_SUITE,
quic_h3_owner_SUITE; dedicated CI job
	Performance benchmark: quic_h3_bench

Changed
	Server connection owner now defaults to the listener gen_server
(long-lived, trap_exit'ed) instead of the start_server caller
pid; durable owners for datagram / stream-type events should be
supplied via the per-connection connection_handler callback
	SETTINGS directionality validation tightened to RFC 9114

Fixed
	Server connections wedged with connect_timeout when the process
that called start_server/3 exited before a client arrived and
either h3_datagram_enabled or stream_type_handler was set
	Discard unknown unidirectional stream payload (RFC 9114 §6.2
unknown-stream-type rule) instead of erroring the connection
	Emit trailing empty DATA event when response carries FIN so owners
always see Fin = true exactly once
	Strict PRIORITY_UPDATE frame parsing per RFC 9218
	DoS hardening on header / capsule / frame parsing
	Header / trailer / :path / :status symmetry between client and
server validation
	GOAWAY drain enforcement: reject new requests after a GOAWAY is
sent or received
	Server push lifecycle correctness (PUSH_PROMISE pairing, duplicate
detection, MAX_PUSH_ID enforcement)
	Tighten RFC 9114 / 9204 compliance across multiple parsers
	sync option on connect/3 resolves an E2E race where the client
tried to send before SETTINGS exchange completed
	Improved frame error handling and header validation
	aioquic SETTINGS compatibility
	QPACK: encoder eviction guard prevents references to
unacknowledged dynamic-table entries; rejects Increment = 0

QUIC transport
Added
	Spin bit (RFC 9000 §17.4)
	Stateless reset support (RFC 9000 §10.3)
	Full NEW_TOKEN issuance and validation loop
	RESET_STREAM_AT transport parameter and frame plumbing
	quic:set_congestion_control/2 runtime CC switch API
	quic:get_peer_transport_params/1 introspection API

Changed
	BBR internal clock switched to microseconds; loopback transfers no
longer pin to the InitialRtt fallback

Fixed
	Stream-level MAX_STREAM_DATA window stopped sliding once
recv_max_data reached fc_max_receive_window (8 MB default).
Past the cap, the auto-tune re-sent the same value forever and the
sender stalled at 8 MB lifetime per stream. The window now slides
past recv_offset like the connection-level window already does
	BBR loopback throughput regression: ms-precision clock collapsed
delivery-rate intervals to 0/1 ms and clamped BDP to the 4-packet
minimum, holding throughput at ~0.03 Mbps. Microsecond-precision
internal clock restores expected behavior
	Send MAX_STREAMS as peer-initiated streams complete
(RFC 9000 §4.6); previously peers could exhaust the stream-id space

Distribution (quic_dist)
Added
	User-accessible streams API: quic_dist:open_stream/1,2, send/3,
close_stream/1, reset_stream/1,2, controlling_process/2,
list_streams/0,1, with acceptor pool and stream priorities
	Connection migration logging
	Distributed Erlang benchmarks + multi-node test scripts
	Per-iteration latency stats in throughput benchmark (min/p50/p99/max	timeout counts)



Changed
	Test runner logs each test's results as it returns rather than at
the end, so a stalled middle test no longer hides the others

Tests and infrastructure
	quic_e2e_*_SUITE and quic_h3_e2e_SUITE run against in-process
servers; Docker no longer required for these jobs

[0.11.0] - 2026-04-09
Added
	Full QUIC connection migration support (RFC 9000 Section 9)	Server-side address change detection (NAT rebinding vs active migration)
	Path validation with PATH_CHALLENGE/PATH_RESPONSE
	CID rotation for path unlinkability
	disable_active_migration transport parameter


	Application error code support for CONNECTION_CLOSE frames
	Client certificate support (verify server option)
	CUBIC congestion control (RFC 9438)
	BBR congestion control
	HyStart++ slow start (RFC 9406) for all CC algorithms
	UDP packet batching with GSO/GRO support
	Configurable UDP buffer sizing (recbuf/sndbuf options)
	QLOG tracing for debug visibility
	Pluggable congestion control behavior
	Stream deadlines for per-stream timeout control
	STOP_SENDING API (quic:stop_sending/3)
	max_udp_payload_size transport parameter
	Async send API and socket receive optimizations
	Throughput benchmarks (quic_throughput_bench, quic_batch_bench)
	QUIC-based Erlang distribution (quic_dist) for node communication over QUIC
	Distribution modules: quic_dist, quic_dist_controller, quic_dist_sup
	EPMD replacement module (quic_epmd) for QUIC-based node discovery
	Discovery backends: quic_discovery_static (static config), quic_discovery_dns (DNS SRV)
	Session ticket storage (quic_dist_tickets) for 0-RTT reconnection
	Stream prioritization for distribution: control stream (urgency 0), data streams (urgency 4-6)
	Backpressure mechanism for distribution congestion control
	Keep-alive PING frames for transport-level liveness (configurable via keep_alive_interval)
	quic:get_stats/1 API for connection packet counts (used for liveness detection)
	quic:send_ping/1 API for transport-level PING frames
	RTT-based flow control auto-tuning for improved throughput
	Packet pacing (RFC 9002 Section 7.7) to prevent bursts

Changed
	ConnRef is now connection PID (simpler API)
	Improved ACK processing performance (O(n^2) to O(n) with gb_sets)
	Timer batching for reduced overhead
	Zero-copy packet processing optimizations
	Distribution liveness detection now uses QUIC packet counts instead of application ticks
	Improved congestion control with quic-go-inspired settings (larger initial cwnd)
	Flow control windows auto-tune based on RTT measurements

Fixed
	Throughput regression in connection migration (wasteful binary allocation)
	CUBIC cwnd collapse issue
	BBR delivery rate interval causing cwnd collapse
	BBR initial pacing rate causing transfer hangs
	Pacing precision loss causing transfer stalls
	Various RFC compliance fixes for QUIC connection migration
	net_tick_timeout errors under heavy load by using QUIC-level activity as liveness proof
	Stream flow control recv_max_data using wrong limits
	Distribution controller backpressure data loss
	Congestion control protocol compliance issues
	Recovery exit when only non-ack-eliciting packets are ACKed
	Tick timeout issues in distribution controller
	Flow control blocking that caused deadlocks
	Message framing for large message transfers

Removed
	NAT traversal support from quic_dist (use standard QUIC connection migration instead)

[0.10.2] - 2026-02-21
Fixed
	Deprecated catch expressions replaced with try...catch...end
	Undefined dynamic() type replaced with term() in type specs
	CI workflow consolidated with separate unit-tests, e2e, and interop jobs

[0.10.1] - 2026-02-21
Fixed
	ACK range encoding crash for out-of-order packets: when packets arrived out
of order (e.g., 10, 5, 6), ACK ranges were not properly maintained in
descending order or merged, causing negative Gap values that crashed
quic_varint:encode/1 with badarg

[0.10.0] - 2026-02-21
Added
	RFC 9312 QUIC-LB Connection ID encoding support for load balancer routing
	New quic_lb module with three encoding algorithms:	Plaintext: server_id visible in CID (no encryption)
	Stream Cipher: AES-128-CTR encryption of server_id
	Block Cipher: 4-round Feistel network for <16 bytes, AES-CTR for 16 bytes,
truncated cipher for >16 bytes


	#lb_config{} record for LB configuration (algorithm, server_id, key, nonce_len)
	#cid_config{} record for CID generation configuration
	lb_config option in quic_listener to enable LB-aware CID generation
	Variable DCID length support in short header packet parsing
	LB-aware CID generation in quic_connection for NEW_CONNECTION_ID frames
	E2E test suite quic_lb_e2e_SUITE with 21 integration tests
	quic:server_spec/3 to get a child spec for embedding QUIC servers in custom
supervision trees
	Stream reassembly test suite quic_stream_reassembly_SUITE for ordered delivery
verification

Changed
	quic:set_owner/2 is now asynchronous (cast instead of call)

Fixed
	quic:get_server_port/1 now returns the actual OS-assigned port when server
was started with port 0 (ephemeral port), instead of returning 0
	quic:get_server_connections/1 now correctly returns connection PIDs; was
returning empty list due to get_listeners/1 returning supervisor pids
instead of actual listener processes
	Removed redundant link/1 call in listener (connection already linked via
gen_statem:start_link)
	Unhandled calls in connection state machine now return {error, {invalid_state, State}}
instead of silently timing out
	Server-side connection termination no longer closes shared listener socket:
previously when a server connection terminated, it would close the UDP socket
shared with the listener, breaking all subsequent connections
	Cancel delayed ACK timer in connection terminate to prevent timer messages
to dead processes
	Session ticket table now has TTL (7 days) and size limit (10,000 entries) to
prevent unbounded memory growth
	Listener now properly cleans up ETS tables on terminate (standalone mode only,
pool mode tables are managed by the pool manager)
	Draining state now uses calculated 3 * PTO timeout per RFC 9000 Section 10.2
instead of hardcoded 3 seconds
	Pre-connection pending data queue now has size limit (1000 entries) to prevent
memory exhaustion from slow handshakes
	Buffer contiguity calculation now has iteration limit to prevent stack overflow
with highly fragmented receive buffers
	Stream data is now properly reassembled before delivery: previously data was
delivered immediately as received, causing corruption when packets arrived out
of order during large file transfers. Data is still streamed incrementally as
contiguous chunks become available
	Server connections no longer modify listener's socket active state: server-side
connections were calling inet:setopts(Socket, [{active, once}]) on the shared
listener socket, overriding the listener's {active, N} configuration and
causing the socket to go passive after receiving packets

[0.9.0] - 2026-02-20
Added
	Multi-pool server support with ranch-style named server pools
	quic:start_server/3 to start named server with connection pooling
	quic:stop_server/1 to stop named server
	quic:get_server_info/1 to get server information (pid, port, opts, started_at)
	quic:get_server_port/1 to get server listening port
	quic:get_server_connections/1 to get server connection PIDs
	quic:which_servers/0 to list all running servers
	Application supervision structure (quic_app, quic_sup, quic_server_sup)
	ETS-based server registry (quic_server_registry) with process monitoring
	pool_size option for listener process pooling with SO_REUSEPORT
	FreeBSD CI testing workflow
	Expanded Linux CI matrix (Ubuntu 22.04/24.04, OTP 26-28)

Changed
	quic.app.src now includes {mod, {quic_app, []}} for OTP application behaviour
	Listener supervisor registers with server registry on init for restart recovery

[0.8.0] - 2026-02-20
Added
	Stream prioritization (RFC 9218): urgency-based scheduling with 8 priority
levels (0-7) and incremental delivery flag
	quic:set_stream_priority/4 and quic:get_stream_priority/2 API
	Bucket-based priority queue for O(1) stream scheduling
	Preferred address handling (RFC 9000 Section 9.6): server can advertise a
preferred address during handshake, client validates via PATH_CHALLENGE and
automatically migrates to validated preferred address
	preferred_ipv4 and preferred_ipv6 listener options for server configuration
	#preferred_address{} record for IPv4/IPv6 addresses, CID, and reset token
	quic_tls:encode_preferred_address/1 and quic_tls:decode_preferred_address/1
	Idle timeout enforcement (RFC 9000 Section 10.1): when idle_timeout option
is set, internal timer automatically closes connection after timeout with no
activity (set to 0 to disable)
	Persistent congestion detection (RFC 9002 Section 7.6): detects prolonged packet
loss spanning > PTO * 3 and resets cwnd to minimum window
	Frame coalescing: ACK frames are coalesced with small pending stream data
(< 500 bytes) for more efficient packet utilization

[0.7.1] - 2026-02-20
Fixed
	Packet number reconstruction per RFC 9000 Appendix A: truncated packet numbers
are now properly reconstructed using the largest received PN, fixing decryption
failures for large responses (>255 packets with 1-byte PN encoding)

[0.7.0] - 2026-02-20
Added
	Docker interop runner integration (client and server images)
	Session resumption interop test (resumption)
	0-RTT early data interop test (zerortt)
	Connection migration interop test (connectionmigration)
	quic:migrate/1 API for triggering active path migration
	All 10 QUIC Interop Runner test cases now pass:	handshake, transfer, retry, keyupdate, chacha20, multiconnect, v2,
resumption, zerortt, connectionmigration



Fixed
	Connection-level flow control: now properly tracks data_received and sends
MAX_DATA frames when 50% of connection window is consumed (RFC 9000 Section 4.1)
	Large downloads: interop client now writes to disk incrementally (streaming)
instead of accumulating in memory
	Server DCID initialization: server now correctly sets DCID from client's
Initial packet SCID field, fixing short header packet alignment
	Key update HP key preservation: header protection keys are no longer rotated
during key updates per RFC 9001 Section 6.6
	Fixed bit validation: skip padding bytes (0x00) and invalid short headers
(fixed bit not set) in coalesced packets
	Role-based key selection in 1-RTT packet decryption

[0.6.5] - 2026-02-19
Added
	quic_listener:start/2 for unlinked listener processes
	set_owner call handling in idle and handshaking states

Fixed
	IPv4/IPv6 address family matching when opening client sockets
	Race condition: transfer socket ownership before sending packet
	Handle header unprotection errors gracefully in packet decryption
	Removed verbose debug logging from listener

[0.6.4] - 2026-02-17
Fixed
	Server now selects correct signature algorithm based on key type (EC vs RSA)

[0.6.3] - 2026-02-17
Fixed
	Fixed transport params parsing in ClientHello - properly unwrap {ok, Map} result

[0.6.2] - 2026-02-17
Fixed
	Fixed key selection for all packet types based on role (server vs client)
	Server now uses correct keys for both sending and receiving packets
	Fixed Initial, Handshake, and 1-RTT packet encryption/decryption

[0.6.1] - 2026-02-17
Fixed
	Server-side packet decryption now uses correct keys (client keys for Initial/Handshake packets received from clients)

[0.6.0] - 2026-02-17
Added
	DATAGRAM frame support (RFC 9221) for unreliable data transmission
	quic:set_owner/2 to transfer connection ownership (like gen_tcp:controlling_process/2)
	quic:peercert/1 to retrieve peer certificate (DER-encoded)
	quic:send_datagram/2 to send QUIC datagrams
	Connection handler callback in quic_listener for custom connection handling
	ACK delay for datagram-only packets per RFC 9221 Section 5.2
	Proper ACK generation at packet level for all ack-eliciting frames

Fixed
	Datagrams are not retransmitted on loss (RFC 9221 compliance)
	ACKs now sent for all ack-eliciting frames, not just stream data

[0.5.1] - 2026-02-17
Fixed
	Pad payload for header protection sampling to prevent crashes during PTO timeout

[0.5.0] - 2026-02-17
Added
	Retry packet handling (RFC 9000 Section 8.1)
	Stateless reset support (RFC 9000 Section 10.3)
	Connection ID limit enforcement (RFC 9000 Section 5.1.1)
	ECN support for congestion control (RFC 9002 Section 7.1)
	RFC 9000/9001 test vectors
	Interoperability test suite with quic-go server
	E2E tests in CI pipeline

Fixed
	CI compatibility with OTP 28 (use rebar3 nightly)
	quic-go Docker build (pin to v0.48.2)

[0.4.0] - 2025-02-17
Changed
	Moved doc/ to docs/ to prevent ex_doc from overwriting documentation
	Consolidated hash_len/1 and cipher_to_hash/1 functions in quic_crypto module
	Refactored key derivation in quic_keys using cipher_params/1 helper
	Improved socket cleanup on initialization failure in quic_connection

Removed
	Removed send_headers/4 API (HTTP/3 functionality, not core QUIC transport)

Fixed
	Added bounds checking for header protection sample extraction in quic_aead
	Added CID length validation (max 20 bytes per RFC 9000) in quic_packet
	Added token length validation in quic_packet
	Added frame data length limits in quic_frame to prevent memory exhaustion
	Added ACK range limits in quic_ack to prevent DoS attacks
	Fixed weak random: use crypto:strong_rand_bytes/1 for ticket age_add
	Fixed dialyzer warning in quic_tls by adding error handling to decode_transport_params/1

[0.3.0] - 2025-02-16
Added
	Server mode with quic_listener module
	0-RTT early data support (RFC 9001 Section 4.6)
	Connection migration support (RFC 9000 Section 9)
	Key update support (RFC 9001 Section 6)

[0.2.0] - 2025-02-15
Added
	Stream multiplexing (bidirectional and unidirectional)
	Flow control (connection and stream level)
	Congestion control (NewReno)
	Loss detection and packet retransmission (RFC 9002)

[0.1.0] - 2025-02-14
Added
	Initial release
	TLS 1.3 handshake (RFC 8446)
	Basic QUIC transport (RFC 9000)
	AEAD packet protection (RFC 9001)



  

    Getting Started

This guide walks you through setting up and using erlang_quic in your application.
Requirements
	Erlang/OTP 26.0 or later
	rebar3

Installation
Add erlang_quic to your rebar.config dependencies:
{deps, [
    {quic, {git, "https://github.com/benoitc/erlang_quic.git", {tag, "1.3.0"}}}
]}.
Then fetch dependencies:
rebar3 get-deps
rebar3 compile

Your First QUIC Client
Create a simple client that connects to a QUIC server:
-module(hello_client).
-export([run/2]).

run(Host, Port) ->
    %% Start the quic application
    application:ensure_all_started(quic),

    %% Connect to server
    Opts = #{
        alpn => [<<"example">>],
        verify => verify_none
    },
    {ok, Conn} = quic:connect(Host, Port, Opts, self()),

    %% Wait for connection
    receive
        {quic, Conn, {connected, Info}} ->
            io:format("Connected to ~s:~p~n", [Host, Port]),
            io:format("ALPN: ~p~n", [maps:get(alpn, Info, undefined)])
    after 5000 ->
        error(connection_timeout)
    end,

    %% Open a stream and send data
    {ok, StreamId} = quic:open_stream(Conn),
    ok = quic:send_data(Conn, StreamId, <<"Hello, QUIC!">>, true),

    %% Wait for response
    receive
        {quic, Conn, {stream_data, StreamId, Response, _Fin}} ->
            io:format("Response: ~s~n", [Response])
    after 5000 ->
        io:format("No response received~n")
    end,

    %% Close connection
    quic:close(Conn),
    ok.
Your First QUIC Server
Create a server that echoes back received data:
-module(echo_server).
-export([start/1, stop/0]).

start(Port) ->
    %% Start the quic application
    application:ensure_all_started(quic),

    %% Generate self-signed certificate for testing
    {Cert, Key} = generate_test_cert(),

    %% Start the server
    Opts = #{
        cert => Cert,
        key => Key,
        alpn => [<<"example">>],
        connection_handler => fun handle_connection/3
    },
    quic:start_server(echo_server, Port, Opts).

stop() ->
    quic:stop_server(echo_server).

handle_connection(Conn, _Opts, _Owner) ->
    spawn(fun() -> connection_loop(Conn) end).

connection_loop(Conn) ->
    ok = quic:set_owner(Conn, self()),
    loop(Conn).

loop(Conn) ->
    receive
        {quic, Conn, {stream_data, StreamId, Data, _Fin}} ->
            %% Echo back the data
            quic:send_data(Conn, StreamId, Data, true),
            loop(Conn);
        {quic, Conn, {closed, _Reason}} ->
            ok;
        _ ->
            loop(Conn)
    end.

generate_test_cert() ->
    %% For testing only - use proper certificates in production
    {ok, CertDer} = file:read_file("cert.pem"),
    {ok, KeyDer} = file:read_file("key.pem"),
    {CertDer, KeyDer}.
Generating Test Certificates
For development, generate self-signed certificates:
openssl req -x509 -newkey rsa:2048 \
    -keyout key.pem -out cert.pem \
    -days 365 -nodes \
    -subj '/CN=localhost'

Running the Example
	Start the server:

1> c(echo_server).
{ok,echo_server}
2> echo_server:start(4433).
{ok,<0.123.0>}
	In another shell, run the client:

1> c(hello_client).
{ok,hello_client}
2> hello_client:run("localhost", 4433).
Connected to localhost:4433
ALPN: <<"example">>
Response: Hello, QUIC!
ok
Key Concepts
Connections
QUIC connections are multiplexed over UDP. Each connection:
	Has a unique Connection ID
	Is encrypted with TLS 1.3
	Can have multiple streams
	Supports connection migration

Streams
Streams are lightweight channels within a connection:
	Bidirectional: Both sides can send and receive
	Unidirectional: One side sends, other receives
	Streams have flow control
	Streams can be prioritized

Events
The owner process receives events as messages:
{quic, Conn, Event}
Common events:
	{connected, Info} - Connection established
	{stream_opened, StreamId} - Peer opened a stream
	{stream_data, StreamId, Data, Fin} - Data received
	{closed, Reason} - Connection closed

Flow Control
QUIC has built-in flow control at both connection and stream levels. The library handles this automatically, but you can configure limits:
Opts = #{
    max_data => 10485760,        %% 10MB connection limit
    max_stream_data => 1048576   %% 1MB per-stream limit
}.
Next Steps
	Developer Guide - Detailed API usage and patterns
	Features - Complete feature list and API reference
	Design - Architecture and protocol details
	QUIC Distribution - Using QUIC for Erlang distribution
	QLOG Guide - Debugging with QLOG tracing

Common Issues
Connection Timeout
If connections fail to establish:
	Check that the server is running and port is correct
	Verify UDP traffic is allowed (QUIC uses UDP, not TCP)
	Check certificate configuration

Certificate Errors
For development, use verify => verify_none. In production:
	Use CA-signed certificates
	Set verify => verify_peer
	Configure cacert_file with CA bundle

ALPN Mismatch
Both client and server must agree on ALPN:
%% Server
#{alpn => [<<"h3">>, <<"myproto">>]}

%% Client must use one of the server's protocols
#{alpn => [<<"myproto">>]}


  

    Developer Guide

This guide covers practical usage patterns for building applications with erlang_quic.
Installation
Add to your rebar.config:
{deps, [
    {quic, {git, "https://github.com/benoitc/erlang_quic.git", {tag, "1.3.0"}}}
]}.
Client Connections
Basic Client
-module(my_client).
-export([connect/2, send_request/3]).

connect(Host, Port) ->
    Opts = #{
        alpn => [<<"h3">>],
        verify => verify_none
    },
    {ok, Conn} = quic:connect(Host, Port, Opts, self()),
    receive
        {quic, Conn, {connected, _Info}} -> {ok, Conn};
        {quic, Conn, {closed, Reason}} -> {error, Reason}
    after 5000 ->
        quic:close(Conn),
        {error, timeout}
    end.

send_request(Conn, Data, Fin) ->
    {ok, StreamId} = quic:open_stream(Conn),
    ok = quic:send_data(Conn, StreamId, Data, Fin),
    {ok, StreamId}.
Client with Session Resumption (0-RTT)
-module(resumable_client).
-export([connect/3, connect_with_ticket/4]).

%% First connection - save the ticket
connect(Host, Port, Owner) ->
    {ok, Conn} = quic:connect(Host, Port, #{alpn => [<<"h3">>]}, Owner),
    receive
        {quic, Conn, {connected, _}} -> ok
    end,
    %% Wait for session ticket
    receive
        {quic, Conn, {session_ticket, Ticket}} ->
            {ok, Conn, Ticket}
    after 5000 ->
        {ok, Conn, undefined}
    end.

%% Subsequent connections - use saved ticket for 0-RTT
connect_with_ticket(Host, Port, Owner, Ticket) ->
    Opts = #{
        alpn => [<<"h3">>],
        session_ticket => Ticket
    },
    {ok, Conn} = quic:connect(Host, Port, Opts, Owner),
    %% Can send early data before handshake completes
    {ok, StreamId} = quic:open_stream(Conn),
    ok = quic:send_data(Conn, StreamId, <<"early request">>, true),
    {ok, Conn, StreamId}.
Client with Connection Migration
%% Trigger migration when network changes (e.g., WiFi to cellular)
handle_network_change(Conn) ->
    case quic:migrate(Conn) of
        ok ->
            %% Migration initiated, path validation in progress
            receive
                {quic, Conn, path_validated} -> ok;
                {quic, Conn, {path_validation_failed, Reason}} -> {error, Reason}
            after 10000 ->
                {error, migration_timeout}
            end;
        {error, Reason} ->
            {error, Reason}
    end.
Server Implementation
Basic Server
-module(my_server).
-behaviour(gen_server).
-export([start_link/2, init/1, handle_info/2]).

start_link(Port, CertKey) ->
    gen_server:start_link(?MODULE, {Port, CertKey}, []).

init({Port, {Cert, Key}}) ->
    Opts = #{
        cert => Cert,
        key => Key,
        alpn => [<<"h3">>]
    },
    {ok, _} = quic:start_server(my_quic_server, Port, Opts),
    {ok, #{}}.

handle_info({quic, Conn, {connected, Info}}, State) ->
    io:format("New connection from ~p~n", [maps:get(peer, Info)]),
    {noreply, State};

handle_info({quic, Conn, {stream_opened, StreamId}}, State) ->
    io:format("Stream ~p opened~n", [StreamId]),
    {noreply, State};

handle_info({quic, Conn, {stream_data, StreamId, Data, Fin}}, State) ->
    %% Process request
    Response = process_request(Data),
    %% Send response
    quic:send_data(Conn, StreamId, Response, true),
    {noreply, State};

handle_info({quic, Conn, {closed, Reason}}, State) ->
    io:format("Connection closed: ~p~n", [Reason]),
    {noreply, State}.
Server with Connection Handler
%% Custom handler for each connection
-module(connection_handler).
-export([start/3]).

start(Conn, Opts, Owner) ->
    spawn_link(fun() -> init(Conn, Opts, Owner) end).

init(Conn, _Opts, _Owner) ->
    %% Take ownership of the connection
    ok = quic:set_owner(Conn, self()),
    loop(Conn, #{}).

loop(Conn, State) ->
    receive
        {quic, Conn, {stream_data, StreamId, Data, true}} ->
            Response = handle_request(Data),
            quic:send_data(Conn, StreamId, Response, true),
            loop(Conn, State);
        {quic, Conn, {closed, _}} ->
            ok
    end.

%% Start server with custom handler
start_server(Port, Cert, Key) ->
    quic:start_server(my_server, Port, #{
        cert => Cert,
        key => Key,
        alpn => [<<"myproto">>],
        connection_handler => fun connection_handler:start/3
    }).
Server with Load Balancer (QUIC-LB)
%% Configure server for load balancer routing
start_lb_server(Port, Cert, Key, ServerId) ->
    LbConfig = #{
        algorithm => stream_cipher,
        server_id => ServerId,       % Unique ID for this server (binary)
        key => crypto:strong_rand_bytes(16),
        nonce_len => 8
    },
    quic:start_server(lb_server, Port, #{
        cert => Cert,
        key => Key,
        lb_config => LbConfig
    }).
Stream Management
Bidirectional Streams
%% Open stream and send request
{ok, StreamId} = quic:open_stream(Conn),
ok = quic:send_data(Conn, StreamId, <<"request">>, false),
ok = quic:send_data(Conn, StreamId, <<" data">>, true),  % FIN

%% Receive response
receive
    {quic, Conn, {stream_data, StreamId, Response, true}} ->
        {ok, Response}
end.
Unidirectional Streams
%% Send-only stream (client to server)
{ok, StreamId} = quic:open_unidirectional_stream(Conn),
ok = quic:send_data(Conn, StreamId, <<"push data">>, true).

%% Server receives on unidirectional stream
receive
    {quic, Conn, {stream_opened, StreamId}} when StreamId band 3 =:= 2 ->
        %% Client-initiated unidirectional stream
        ok
end.
Stream Prioritization
%% Set stream priority (urgency 0-7, lower = higher priority)
ok = quic:set_stream_priority(Conn, StreamId, 0, false),  % Highest priority

%% Incremental delivery for large responses
ok = quic:set_stream_priority(Conn, StreamId, 4, true),   % Incremental

%% Get current priority
{ok, {Urgency, Incremental}} = quic:get_stream_priority(Conn, StreamId).
Stream Reset
%% Abort sending on a stream
ok = quic:reset_stream(Conn, StreamId, ?QUIC_CANCEL).

%% Request peer to stop sending
ok = quic:stop_sending(Conn, StreamId, ?QUIC_CANCEL).
Datagrams (RFC 9221)
Datagrams provide unreliable, unordered message delivery:
%% Enable datagrams (both sides must enable)
Opts = #{
    alpn => [<<"h3">>],
    max_datagram_frame_size => 65535
},
{ok, Conn} = quic:connect(Host, Port, Opts, self()),

%% Check if peer supports datagrams
case quic:datagram_max_size(Conn) of
    0 -> {error, not_supported};
    MaxSize ->
        %% Send datagram (not retransmitted on loss)
        ok = quic:send_datagram(Conn, <<"game state update">>)
end.

%% Receive datagrams
receive
    {quic, Conn, {datagram, Data}} ->
        handle_datagram(Data)
end.
Event Handling
All Connection Events
handle_quic_event({quic, Conn, Event}) ->
    case Event of
        {connected, Info} ->
            %% Connection established
            #{peer := {IP, Port}, alpn := ALPN} = Info;

        {stream_opened, StreamId} ->
            %% Peer opened a new stream
            ok;

        {stream_data, StreamId, Data, Fin} ->
            %% Data received on stream
            %% Fin=true means end of stream
            ok;

        {stream_reset, StreamId, ErrorCode} ->
            %% Peer reset the stream
            ok;

        {stop_sending, StreamId, ErrorCode} ->
            %% Peer requested we stop sending
            ok;

        {send_ready, StreamId} ->
            %% Stream ready for writing (after flow control block)
            ok;

        {datagram, Data} ->
            %% Unreliable datagram received
            ok;

        {session_ticket, Ticket} ->
            %% Save for 0-RTT resumption
            ok;

        {closed, Reason} ->
            %% Connection closed
            ok;

        {transport_error, Code, Reason} ->
            %% Protocol error
            ok
    end.
Configuration Options
Connection Options
	Option	Type	Default	Description
	alpn	[binary()]	[]	ALPN protocols
	verify	verify_none | verify_peer	verify_none	Certificate verification
	idle_timeout	integer()	30000	Idle timeout (ms), 0 to disable
	max_data	integer()	10485760	Connection flow control (bytes)
	max_stream_data	integer()	1048576	Stream flow control (bytes)
	max_datagram_frame_size	integer()	0	Max datagram size (0 = disabled)
	session_ticket	binary()	-	Ticket for 0-RTT resumption
	congestion_control	newreno | cubic | bbr	newreno	CC algorithm
	disable_active_migration	boolean()	false	Disable migration

Server Options
	Option	Type	Default	Description
	cert	binary()	-	DER-encoded certificate
	key	term()	-	Private key
	pool_size	integer()	1	Listener pool size
	connection_handler	fun/3	-	Custom connection handler
	lb_config	map()	-	QUIC-LB configuration
	preferred_ipv4	{ip(), port()}	-	Preferred IPv4 address
	preferred_ipv6	{ip(), port()}	-	Preferred IPv6 address

Performance Options
	Option	Type	Default	Description
	recbuf	integer()	7340032	UDP receive buffer (bytes)
	sndbuf	integer()	7340032	UDP send buffer (bytes)
	keep_alive_interval	integer() | auto | disabled	disabled	PING interval
	pmtu_enabled	boolean()	true	Enable PMTU discovery
	pmtu_max_mtu	integer()	1500	Maximum MTU to probe

Error Handling
Connection Errors
case quic:connect(Host, Port, Opts, self()) of
    {ok, Conn} ->
        receive
            {quic, Conn, {connected, _}} -> {ok, Conn};
            {quic, Conn, {transport_error, Code, Reason}} ->
                {error, {transport, Code, Reason}};
            {quic, Conn, {closed, Reason}} ->
                {error, Reason}
        end;
    {error, Reason} ->
        {error, Reason}
end.
Graceful Shutdown
%% Close with application error code
quic:close(Conn, app_error, <<"shutting down">>).

%% Normal close
quic:close(Conn).
Debugging
QLOG Tracing
Enable QLOG for debugging:
Opts = #{
    alpn => [<<"h3">>],
    qlog_dir => "/tmp/qlogs"
},
{ok, Conn} = quic:connect(Host, Port, Opts, self()).
%% View logs with qvis: https://qvis.quictools.info/
Connection Statistics
{ok, Stats} = quic:get_stats(Conn).
%% Returns: #{packets_sent, packets_recv, bytes_sent, bytes_recv, ...}
Logger Configuration
%% Enable debug logging for QUIC modules
logger:set_module_level(quic_connection, debug).
logger:set_module_level(quic_crypto, debug).
Best Practices
	Always handle connection close events - Connections can close at any time
	Use stream priorities - Set urgency 0-2 for control, 4-6 for data
	Enable 0-RTT for latency-sensitive apps - Save and reuse session tickets
	Configure flow control - Increase max_data for high-throughput apps
	Use datagrams for real-time data - Game state, voice, video
	Set idle timeout appropriately - Balance resource cleanup vs reconnection cost
	Enable PMTU discovery - Optimal packet sizes improve throughput



  

    QUIC Server Guide

This guide covers setting up and configuring QUIC servers in Erlang applications.
Quick Start
%% Start the QUIC application
application:ensure_all_started(quic).

%% Start a server with TLS certificates
{ok, _Pid} = quic:start_server(my_server, 4433, #{
    cert => CertDer,
    key => PrivateKey,
    alpn => [<<"h3">>, <<"myproto">>]
}).

%% Get the listening port (useful when using port 0)
{ok, Port} = quic:get_server_port(my_server).

%% Get the full bound address (resolves inet6 / {ip, _} / {ifaddr, _})
{ok, {IP, Port}} = quic:get_server_sockname(my_server).
Server Configuration Options
Required Options
	Option	Type	Description
	cert	binary	DER-encoded certificate
	key	term	Private key (RSA or EC)

TLS Options
	Option	Type	Default	Description
	alpn	[binary()]	[<<"h3">>]	ALPN protocols to advertise
	cert_chain	[binary()]	[]	Additional certificate chain
	groups	[atom()]	[x25519]	Accepted key-exchange groups in preference order (x25519, secp256r1, secp384r1). A client whose key_share matches none of these but whose supported_groups does triggers a HelloRetryRequest.
	signature_algs	[atom()]	historical list	Accepted/advertised signature schemes. The CertificateVerify scheme is the server's first choice the client also offered (rsa_pkcs1_* is never used for CertificateVerify).
	psks / psk_callback	map / fun	-	TLS 1.3 external PSK; see PSK.md.

The signature scheme is derived from the server's key type by
default; signature_algs only needs setting to restrict or reorder
the advertised set. A server pinned to groups => [secp256r1]
exercises the HelloRetryRequest path for x25519-only clients that
also advertise secp256r1.
Connection Options
	Option	Type	Default	Description
	idle_timeout	integer	30000	Idle timeout in ms (0 = disabled)
	max_data	integer	10485760	Connection-level flow control limit
	max_stream_data	integer	1048576	Per-stream flow control limit
	max_streams_bidi	integer	100	Max bidirectional streams
	max_streams_uni	integer	100	Max unidirectional streams
	max_datagram_frame_size	integer	0	Datagram support (0 = disabled, RFC 9221)

Socket Options
	Option	Type	Default	Description
	extra_socket_opts	list()	[]	Extra options for the listener socket

Pass inet6 (or an IPv6 {ip, Addr}) in extra_socket_opts to listen on
IPv6. The address family is inferred from these options; the default is IPv4.
%% Listen on the IPv6 wildcard
quic:start_server(my_server, 4433, Opts#{extra_socket_opts => [inet6]}).

%% Bind to a specific IPv6 address
quic:start_server(my_server, 4433,
    Opts#{extra_socket_opts => [{ip, {16#2001, 16#db8, 0, 0, 0, 0, 0, 1}}]}).
Use quic:get_server_sockname/1 to read the resolved {IP, Port} the listener
actually bound to, which is the reliable way to learn the address when it depends
on inet6, {ip, _} or {ifaddr, _}.
Server Pool Options
	Option	Type	Default	Description
	pool_size	integer	1	Number of listener processes
	connection_handler	function	-	Callback for new connections

Advanced Options
	Option	Type	Default	Description
	keep_alive_interval	integer/atom	auto	PING interval (disabled, auto, or ms)
	pmtu_enabled	boolean	true	Enable Path MTU Discovery
	pmtu_max_mtu	integer	1500	Maximum MTU to probe
	preferred_ipv4	tuple	-	Preferred IPv4 address for migration
	preferred_ipv6	tuple	-	Preferred IPv6 address for migration
	lb_config	map	-	QUIC-LB configuration (RFC 9312)
	server_send_batching	boolean	true	Per-connection send batching over the shared listener socket. On Linux + socket_backend => socket with UDP_SEGMENT, coalesces outgoing packets into GSO super-datagrams; no-op on macOS / gen_udp. Set to false to fall back to direct gen_udp:send/4.

Observability
Server connections expose batching counters via quic_connection:get_stats/1:
	batch_flushes — number of times the per-connection batch was flushed
	packets_coalesced — packets that left the socket in a multi-packet flush

On socket_backend => socket + Linux with UDP_SEGMENT support,
packets_coalesced / batch_flushes is the effective coalesce ratio
(GSO super-datagrams). quic_socket:info/1 exposes the same counters
plus backend, gso_supported, gso_size, gro_enabled, and
max_batch_packets.
Loading Certificates
From PEM Files
load_cert_and_key(CertFile, KeyFile) ->
    {ok, CertPem} = file:read_file(CertFile),
    {ok, KeyPem} = file:read_file(KeyFile),

    %% Decode certificate
    [{'Certificate', CertDer, _}] = public_key:pem_decode(CertPem),

    %% Decode private key
    KeyDer = case public_key:pem_decode(KeyPem) of
        [{'RSAPrivateKey', Der, not_encrypted}] ->
            public_key:der_decode('RSAPrivateKey', Der);
        [{'ECPrivateKey', Der, not_encrypted}] ->
            public_key:der_decode('ECPrivateKey', Der);
        [{'PrivateKeyInfo', Der, not_encrypted}] ->
            public_key:der_decode('PrivateKeyInfo', Der)
    end,

    {CertDer, KeyDer}.
Generating Test Certificates
# Generate self-signed certificate for testing
openssl req -x509 -newkey rsa:2048 \
    -keyout key.pem -out cert.pem \
    -days 365 -nodes \
    -subj '/CN=localhost'

Connection Handling
Using connection_handler Callback
%% Define a connection handler
handle_connection(ConnPid, Info) ->
    %% Info contains: peer_address, alpn_protocol, etc.
    io:format("New connection from ~p~n", [maps:get(peer_address, Info)]),

    %% Spawn a process to handle this connection
    spawn(fun() -> connection_loop(ConnPid) end).

%% Start server with handler
quic:start_server(my_server, 4433, #{
    cert => Cert,
    key => Key,
    connection_handler => fun handle_connection/2
}).
Manual Connection Handling
%% Get all active connections
{ok, Connections} = quic:get_server_connections(my_server).

%% Each connection is a pid that can be used with quic API
[ConnPid | _] = Connections,
{ok, StreamId} = quic:open_stream(ConnPid),
ok = quic:send_data(ConnPid, StreamId, <<"Hello">>, true).
Message Handling
The connection owner process receives these messages:
receive
    %% Connection established
    {quic, ConnRef, {connected, Info}} ->
        handle_connected(ConnRef, Info);

    %% New stream opened by peer
    {quic, ConnRef, {stream_opened, StreamId}} ->
        handle_stream_opened(ConnRef, StreamId);

    %% Data received on stream
    {quic, ConnRef, {stream_data, StreamId, Data, Fin}} ->
        handle_data(ConnRef, StreamId, Data, Fin);

    %% Stream reset by peer
    {quic, ConnRef, {stream_reset, StreamId, ErrorCode}} ->
        handle_reset(ConnRef, StreamId, ErrorCode);

    %% Datagram received (RFC 9221)
    {quic, ConnRef, {datagram, Data}} ->
        handle_datagram(ConnRef, Data);

    %% Connection closed
    {quic, ConnRef, {closed, Reason}} ->
        handle_closed(ConnRef, Reason)
end.
Server Pool for High Concurrency
%% Start a server pool with multiple listener processes
{ok, _} = quic:start_server(high_perf_server, 4433, #{
    cert => Cert,
    key => Key,
    pool_size => erlang:system_info(schedulers),  % One per scheduler
    alpn => [<<"h3">>]
}).
Load Balancer Integration (RFC 9312)
%% Configure QUIC-LB for load balancer routing
LBConfig = #{
    server_id => <<1, 2, 3, 4>>,        % Unique server identifier
    algorithm => stream_cipher,          % plaintext | stream_cipher | block_cipher
    key => crypto:strong_rand_bytes(16), % Encryption key (not for plaintext)
    config_rotation => 0                 % Config rotation bits (0-7)
},

{ok, _} = quic:start_server(lb_server, 4433, #{
    cert => Cert,
    key => Key,
    lb_config => LBConfig
}).
Connection Migration (RFC 9000 Section 9)
The server automatically handles connection migration when clients change
their network addresses (e.g., WiFi to cellular, NAT rebinding).
Key concept: The server address stays the same.
Migration means the client's address changed, not the server's. The server
receives packets from a new source address but continues listening on the
same port:
BEFORE: Client {192.168.1.10:54321} ───> Server {203.0.113.50:4433}

AFTER:  Client {10.0.0.5:62000} ───────> Server {203.0.113.50:4433}
               ▲                                (same server!)
               └── Client's address changed (NAT rebind or network switch)
How It Works
When the server receives a packet from an address different from the current
remote_addr, it:
	Detects the change type:
	NAT rebinding: Same IP, different port (common with NAT timeouts)
	Active migration: Different IP address (network change)


	Validates the new path by sending PATH_CHALLENGE:


Server state machine:

  idle ──────────────────────────────────────────────────────┐
    │                                                        │
    │ packet from new address                                │
    ▼                                                        │
  validating_peer ───────────────────────────────────────────┤
    │                                                        │
    │ PATH_RESPONSE received          │ timeout (3*PTO)     │
    │ (matching challenge)            │ retry up to 3x      │
    ▼                                 ▼                      │
  complete_migration()            stay on current path ──────┘
    │
    │ - Reset congestion control
    │ - Reset loss detection
    │ - Reset PMTU to 1200
    │ - Switch to fresh CID
    ▼
  idle (new path active)
	Completes migration if PATH_RESPONSE matches:	Updates remote_addr to the new address
	Resets congestion control (new path may have different RTT/bandwidth)
	Resets PMTU discovery (new path may have different MTU)
	Switches to a fresh Connection ID (prevents path linkability)



Preferred Address
Servers can advertise a preferred address for clients to migrate to:
%% Server advertises preferred address in transport params
{ok, _} = quic:start_server(my_server, 4433, #{
    cert => Cert,
    key => Key,
    %% Client will validate and migrate to this address
    preferred_ipv4 => {{203, 0, 113, 10}, 4433},
    preferred_ipv6 => {{16#2001, 16#db8, 0, 0, 0, 0, 0, 1}, 4433}
}).

%% Client automatically validates and migrates to preferred address
%% after receiving server's transport parameters
Disabling Migration
To disable active migration (e.g., for load balancer compatibility):
%% Advertise disable_active_migration in transport params
{ok, _} = quic:start_server(my_server, 4433, #{
    cert => Cert,
    key => Key,
    disable_active_migration => true
}).

%% Clients will receive {error, migration_disabled} if they call migrate/1
%% Server will still handle NAT rebinding (port-only changes)
State Tracking
The server tracks migration state in the connection record:
	Field	Description
	migration_state	idle or validating_peer
	pending_peer_validation	Path being validated
	path_validation_timer	Timer reference (3 * PTO timeout)
	peer_disable_migration	Peer's transport param setting
	current_path	Active path with dcid, bytes_sent/received

Best Practices
1. Certificate Management
	Use proper CA-signed certificates in production
	Implement certificate rotation before expiry
	Store private keys securely (consider HSM for production)

2. Resource Limits
%% Set appropriate limits to prevent resource exhaustion
#{
    max_streams_bidi => 100,       % Limit concurrent streams
    max_streams_uni => 100,
    max_data => 10 * 1024 * 1024,  % 10 MB connection limit
    max_stream_data => 1024 * 1024, % 1 MB per stream
    idle_timeout => 30000           % Close idle connections
}
3. Connection Supervision
%% Embed server in your supervision tree
init([]) ->
    ServerSpec = quic:server_spec(my_server, 4433, #{
        cert => get_cert(),
        key => get_key(),
        alpn => [<<"myproto">>]
    }),

    {ok, {{one_for_one, 10, 60}, [ServerSpec]}}.
4. Graceful Shutdown
%% Stop server gracefully (allows draining)
ok = quic:stop_server(my_server).

%% Close individual connections
ok = quic:close(ConnRef, normal).
5. Monitoring
%% Get server information
{ok, Info} = quic:get_server_info(my_server).
%% Info = #{pid => Pid, port => Port, opts => Opts}

%% List all active servers
Servers = quic:which_servers().

%% Get connection statistics
{ok, Stats} = quic:get_stats(ConnRef).
%% Stats = #{packets_sent => N, packets_received => N, ...}
6. Enable QLOG for Debugging
%% Enable QLOG tracing for debugging
#{
    qlog => #{
        enabled => true,
        dir => "/var/log/quic/qlog",
        events => all  % or specific: [packet_sent, packet_received]
    }
}
Example: Echo Server
-module(echo_server).
-export([start/1, stop/0]).

start(Port) ->
    {ok, CertPem} = file:read_file("cert.pem"),
    {ok, KeyPem} = file:read_file("key.pem"),
    [{'Certificate', Cert, _}] = public_key:pem_decode(CertPem),
    [{'RSAPrivateKey', KeyDer, _}] = public_key:pem_decode(KeyPem),
    Key = public_key:der_decode('RSAPrivateKey', KeyDer),

    quic:start_server(echo, Port, #{
        cert => Cert,
        key => Key,
        alpn => [<<"echo">>],
        connection_handler => fun handle_connection/2
    }).

stop() ->
    quic:stop_server(echo).

handle_connection(ConnPid, _Info) ->
    spawn(fun() -> echo_loop(ConnPid) end).

echo_loop(ConnPid) ->
    receive
        {quic, _, {stream_data, StreamId, Data, Fin}} ->
            %% Echo data back
            quic:send_data(ConnPid, StreamId, Data, Fin),
            echo_loop(ConnPid);
        {quic, _, {closed, _}} ->
            ok
    end.
Troubleshooting
Server Won't Start
	Check certificate/key format (must be DER-encoded or properly decoded)
	Verify port is available: netstat -an | grep <port>

	Check for proper permissions on low ports (<1024)

Connections Dropping
	Check idle_timeout setting
	Enable keep-alive: keep_alive_interval => 15000
	Review flow control limits

Performance Issues
	Increase pool_size for high connection counts
	Tune max_streams_* limits
	Consider enabling BBR congestion control (if available)
	Use QLOG to identify bottlenecks
	Check UDP buffer sizes (see Performance Tuning below)

Performance Tuning
UDP Buffer Sizing
QUIC performance depends heavily on UDP socket buffer sizes. By default, erlang_quic requests 7MB buffers (matching quic-go, quiche, lsquic). Undersized buffers can reduce throughput by 40%+.
Check actual buffer sizes:
%% After starting a server
{ok, Socket} = gen_udp:open(0, [{recbuf, 7340032}, {sndbuf, 7340032}]),
{ok, Opts} = inet:getopts(Socket, [recbuf, sndbuf]),
io:format("Actual buffers: ~p~n", [Opts]).
Linux: Increase system limits
# Check current limits
sysctl net.core.rmem_max
sysctl net.core.wmem_max

# Increase to 7MB (requires root)
sudo sysctl -w net.core.rmem_max=7340032
sudo sysctl -w net.core.wmem_max=7340032

# Make persistent in /etc/sysctl.conf
echo "net.core.rmem_max=7340032" | sudo tee -a /etc/sysctl.conf
echo "net.core.wmem_max=7340032" | sudo tee -a /etc/sysctl.conf

macOS: System limits
macOS typically caps UDP buffers at 2-4MB. While lower than Linux, this is still much better than the ~128KB defaults.
Custom buffer sizes:
%% Server with custom buffers
quic:start_server(my_server, 4433, #{
    cert => Cert,
    key => Key,
    recbuf => 4194304,  % 4MB
    sndbuf => 4194304
}).

%% Client with custom buffers
quic:connect("example.com", 4433, #{
    recbuf => 4194304,
    sndbuf => 4194304
}).
Benchmark buffer impact:
%% Compare different buffer sizes
quic_throughput_bench:compare_buffer_sizes().


  

    QUIC Client Guide

This guide covers connecting to QUIC servers and using client features.
Quick Start
%% Start the QUIC application
application:ensure_all_started(quic).

%% Connect to a server
{ok, Conn} = quic:connect("example.com", 443, #{
    alpn => [<<"h3">>],
    verify => false  % For testing only!
}, self()).

%% Wait for connection
receive
    {quic, Conn, {connected, Info}} ->
        io:format("Connected! ALPN: ~p~n", [maps:get(alpn_protocol, Info)])
end.

%% Open a stream and send data
{ok, StreamId} = quic:open_stream(Conn),
ok = quic:send_data(Conn, StreamId, <<"Hello, QUIC!">>, true).

%% Receive response
receive
    {quic, Conn, {stream_data, StreamId, Data, _Fin}} ->
        io:format("Received: ~p~n", [Data])
end.

%% Close connection
quic:close(Conn, normal).
Connection Options
TLS Options
	Option	Type	Default	Description
	alpn	[binary()]	[<<"h3">>]	ALPN protocols to offer
	verify	boolean	false	Verify server certificate
	server_name	binary	Host	Server Name Indication
	cert	binary	-	Client certificate (for mTLS)
	key	term	-	Client private key (for mTLS)
	groups	[atom()]	[x25519]	Key-exchange groups in preference order (x25519, secp256r1, secp384r1). The head gets a key_share; the rest are HelloRetryRequest-eligible.
	signature_algs	[atom()]	historical list	Advertised signature schemes (ecdsa_secp256r1_sha256, ecdsa_secp384r1_sha384, rsa_pss_rsae_sha256|384|512, ed25519, rsa_pkcs1_sha256).
	external_psk	tuple	-	TLS 1.3 external PSK; see PSK.md.

The connected event's Info map reports negotiated_group and
negotiated_scheme for the chosen group and the server's
CertificateVerify scheme.
Mixed-group fleet example: a client that prefers x25519 but can
also speak NIST curves offers all three; a server pinned to
secp256r1 triggers a HelloRetryRequest and the client retries
transparently.
{ok, Conn} = quic:connect(Host, Port, #{
    verify => false,
    groups => [x25519, secp256r1, secp384r1]
}, self()).
Connection Options
	Option	Type	Default	Description
	idle_timeout	integer	30000	Idle timeout in ms
	max_data	integer	10485760	Connection-level receive limit
	max_stream_data	integer	1048576	Per-stream receive limit
	max_streams_bidi	integer	100	Max bidirectional streams
	max_streams_uni	integer	100	Max unidirectional streams

Datagram Options (RFC 9221)
	Option	Type	Default	Description
	max_datagram_frame_size	integer	0	Max datagram size (0 = disabled)

Socket Options
	Option	Type	Default	Description
	socket	gen_udp:socket()	-	Pre-opened UDP socket
	extra_socket_opts	list()	[]	Options for socket creation

Address Resolution Options
	Option	Type	Default	Description
	happy_eyeballs	boolean	true	Race IPv6/IPv4 for dual-stack hostnames (RFC 8305)
	family	inet | inet6 | any	any	Restrict resolution to one address family
	connection_attempt_delay	integer	250	Happy Eyeballs stagger between attempts (ms)
	connect_timeout	integer	5000	Overall Happy Eyeballs deadline (ms)

Advanced Options
	Option	Type	Default	Description
	keep_alive_interval	integer/atom	auto	PING interval
	pmtu_enabled	boolean	true	Enable Path MTU Discovery

Features
Stream Management
%% Open bidirectional stream
{ok, BidiStreamId} = quic:open_stream(Conn).

%% Open unidirectional stream (send-only)
{ok, UniStreamId} = quic:open_unidirectional_stream(Conn).

%% Send data (Fin=true closes the send side)
ok = quic:send_data(Conn, StreamId, <<"data">>, false),
ok = quic:send_data(Conn, StreamId, <<"more">>, true).  % Final

%% Send with timeout
case quic:send_data(Conn, StreamId, Data, true, 5000) of
    ok -> sent;
    {error, timeout} -> handle_timeout()
end.

%% Reset a stream with error code
ok = quic:reset_stream(Conn, StreamId, 0).

%% Request peer to stop sending
ok = quic:stop_sending(Conn, StreamId, 0).
Stream Prioritization (RFC 9218)
%% Set stream priority
%% Urgency: 0-7 (0 = most urgent, default 3)
%% Incremental: true if data can be processed incrementally
ok = quic:set_stream_priority(Conn, StreamId, 0, false).

%% Get current priority
{ok, {Urgency, Incremental}} = quic:get_stream_priority(Conn, StreamId).
Stream Deadlines
%% Set a 5-second deadline on a stream
ok = quic:set_stream_deadline(Conn, StreamId, 5000).

%% Set deadline with custom action
ok = quic:set_stream_deadline(Conn, StreamId, 5000, #{
    action => notify,  % notify | reset | both
    error_code => 16#FF
}).

%% Check remaining time
{ok, {RemainingMs, Action}} = quic:get_stream_deadline(Conn, StreamId).

%% Cancel deadline
ok = quic:cancel_stream_deadline(Conn, StreamId).

%% Handle deadline expiration
receive
    {quic, Conn, {stream_deadline, StreamId}} ->
        handle_deadline_expired(StreamId)
end.
Unreliable Datagrams (RFC 9221)
%% Enable datagrams (both client and server must enable)
{ok, Conn} = quic:connect(Host, Port, #{
    max_datagram_frame_size => 65535  % Accept any size
}, self()).

%% Check if datagrams are supported
MaxSize = quic:datagram_max_size(Conn),
case MaxSize of
    0 -> io:format("Datagrams not supported~n");
    _ -> io:format("Max datagram size: ~p~n", [MaxSize])
end.

%% Send a datagram (unreliable, not retransmitted)
case quic:send_datagram(Conn, <<"game_state">>) of
    ok -> sent;
    {error, datagrams_not_supported} -> not_supported;
    {error, datagram_too_large} -> too_big;
    {error, congestion_limited} -> dropped  % Normal for datagrams
end.

%% Receive datagrams
receive
    {quic, Conn, {datagram, Data}} ->
        handle_datagram(Data)
end.
Connection Migration (RFC 9000 Section 9)
Connection migration allows a QUIC connection to survive network changes
(e.g., WiFi to cellular, NAT rebinding) without reconnecting.
%% Trigger migration to a new local address
ok = quic:migrate(Conn).

%% With custom timeout (default: 5000ms)
ok = quic:migrate(Conn, #{timeout => 10000}).

%% Migration can fail if peer disabled it
case quic:migrate(Conn) of
    ok ->
        io:format("Migration initiated~n");
    {error, migration_disabled} ->
        io:format("Peer disabled active migration~n")
end.
Key concept: The server address stays the same.
Migration changes the client's local address, not the server's. The connection
continues to the same server, just from a different local IP/port:
BEFORE: Client {192.168.1.10:54321} ───> Server {203.0.113.50:4433}

AFTER:  Client {10.0.0.5:62000} ───────> Server {203.0.113.50:4433}
               ▲                                (same server!)
               └── Only the client's address changed
What happens during migration:
	Pick fresh DCID - Client selects an unused Connection ID from the pool
the server provided earlier (via NEW_CONNECTION_ID frames). This prevents
an observer from linking the old and new paths together.

	Rebind local socket - Client closes old socket, opens new one on a
different local port (simulating a network change like WiFi to cellular).

	Send PATH_CHALLENGE - Client sends a PATH_CHALLENGE frame to the
same server address but from its new local address.

	Receive PATH_RESPONSE - Server echoes the challenge data back,
proving it can reach the client's new address.

	Reset path state - Congestion control, RTT estimation, and PMTU
discovery are reset (the new path may have different characteristics).


Why use a fresh Connection ID?
RFC 9000 Section 9.5 requires using a new CID to prevent path linkability:
Old path: Client:54321 -> Server:4433, DCID=<<10,20,30,...>>
New path: Client:62000 -> Server:4433, DCID=<<11,21,31,...>>
An observer cannot easily correlate these as the same connection.
Server-side detection:
The server automatically detects when a client sends from a new address:
	NAT rebinding: Same IP, different port (e.g., NAT timeout)
	Active migration: Different IP address (e.g., network change)

In both cases, the server validates the new path before accepting it:
Client (new addr)                    Server
       |                               |
       |------- Data packet ---------->|  (from new address)
       |                               |  detect_peer_address_change()
       |<------ PATH_CHALLENGE --------|  initiate_peer_path_validation()
       |------- PATH_RESPONSE -------->|
       |                               |  complete_migration()
       |<======= Connection OK =======>|  (new path active)
Disabling migration:
To prevent migration (e.g., for server-side load balancing):
%% Server advertises disable_active_migration in transport params
%% Client will receive {error, migration_disabled} if it tries to migrate
Socket Binding
%% Bind to a specific local IP using extra_socket_opts
{ok, Conn} = quic:connect(Host, Port, #{
    extra_socket_opts => [{ip, {192,168,1,10}}]
}, self()).

%% Use a pre-opened socket for full control
{ok, Sock} = gen_udp:open(0, [binary, inet, {ip, {192,168,1,10}}]),
{ok, Conn} = quic:connect(Host, Port, #{
    socket => Sock
}, self()).

%% Note: When using socket option, the connection does not own the socket.
%% You must close it yourself after the connection terminates.
IPv6 and Happy Eyeballs (RFC 8305)
Host may be a hostname, an IP-literal string (IPv4 or IPv6, optionally
bracketed), or an inet:ip_address() tuple.
quic:connect("example.com", 443, #{}, self()).   % hostname (Happy Eyeballs)
quic:connect("[2606:4700::1111]", 443, #{}, self()).  % IPv6 literal
quic:connect({2606,17008,16#1000,0,0,0,0,1}, 443, #{}, self()).  % address tuple
When a hostname resolves to both IPv4 and IPv6 addresses, the addresses
are raced IPv6-first and the first to complete its handshake is used. In
that case connect/4 blocks until the first attempt connects (or all
fail / time out), then returns {ok, Conn}; the owner still receives the
{connected, Info} message. A single resolved address, an IP
literal/tuple, or a pre-opened socket keeps the immediate, asynchronous
return.
%% Force IPv6, or disable racing for the legacy IPv4-first resolver.
quic:connect("example.com", 443, #{family => inet6}, self()).
quic:connect("example.com", 443, #{happy_eyeballs => false}, self()).
With happy_eyeballs => false, a hostname resolves IPv4-first (then IPv6)
unless family => inet6 is set. A hostname that fails to resolve returns
{error, Reason} rather than connecting to a default address.
0-RTT Session Resumption
%% First connection - receive session ticket
receive
    {quic, Conn, {session_ticket, Ticket}} ->
        %% Store ticket for later use
        store_ticket(Host, Ticket)
end.

%% Later connection - use stored ticket
StoredTicket = get_ticket(Host),
{ok, Conn2} = quic:connect(Host, Port, #{
    session_ticket => StoredTicket,
    early_data => <<"request">>  % Sent with 0-RTT
}, self()).
Connection Information
%% Get peer address
{ok, {IP, Port}} = quic:peername(Conn).

%% Get local address
{ok, {LocalIP, LocalPort}} = quic:sockname(Conn).

%% Get peer certificate
{ok, CertDer} = quic:peercert(Conn).

%% Get current MTU
{ok, MTU} = quic:get_mtu(Conn).

%% Get connection statistics
{ok, Stats} = quic:get_stats(Conn).
%% Stats = #{
%%     packets_sent => 150,
%%     packets_received => 148,
%%     data_sent => 50000,
%%     data_received => 45000
%% }
Backpressure and Congestion
%% Check send queue status for backpressure
{ok, Info} = quic:get_send_queue_info(Conn).
%% Info = #{
%%     bytes => 5000,        % Bytes queued
%%     cwnd => 14720,        % Congestion window
%%     in_flight => 10000,   % Unacked bytes
%%     in_recovery => false, % In loss recovery?
%%     congested => false    % Should apply backpressure?
%% }

case maps:get(congested, Info) of
    true -> pause_sending();
    false -> continue_sending()
end.
Message Reference
Messages sent to the owner process:
	Message	Description
	{quic, Conn, {connected, Info}}	Connection established
	{quic, Conn, {stream_opened, StreamId}}	Peer opened a stream
	{quic, Conn, {stream_data, StreamId, Data, Fin}}	Data received
	{quic, Conn, {stream_reset, StreamId, Code}}	Stream reset by peer
	{quic, Conn, {stop_sending, StreamId, Code}}	Stop sending requested
	{quic, Conn, {datagram, Data}}	Datagram received
	{quic, Conn, {session_ticket, Ticket}}	Session ticket for 0-RTT
	{quic, Conn, {stream_deadline, StreamId}}	Stream deadline expired
	{quic, Conn, {send_ready, StreamId}}	Stream ready to write
	{quic, Conn, {closed, Reason}}	Connection closed
	{quic, Conn, {transport_error, Code, Reason}}	Transport error

Error Handling
%% Connection errors
case quic:connect(Host, Port, Opts, self()) of
    {ok, Conn} ->
        wait_for_connection(Conn);
    {error, Reason} ->
        handle_connect_error(Reason)
end.

%% Stream errors
case quic:send_data(Conn, StreamId, Data, true) of
    ok -> ok;
    {error, not_found} -> connection_gone();
    {error, stream_closed} -> stream_gone();
    {error, flow_control} -> apply_backpressure()
end.

%% Handle connection close
receive
    {quic, Conn, {closed, normal}} ->
        ok;
    {quic, Conn, {closed, idle_timeout}} ->
        reconnect();
    {quic, Conn, {transport_error, Code, Reason}} ->
        log_error(Code, Reason)
end.
Best Practices
1. Certificate Verification
%% Production: always verify certificates
#{
    verify => true,
    cacertfile => "/etc/ssl/certs/ca-certificates.crt"
}

%% Development only: disable verification
#{verify => false}
2. Connection Pooling
%% For multiple requests to same server, reuse connections
%% Open multiple streams on single connection
{ok, Conn} = quic:connect(Host, Port, Opts, self()),

%% Concurrent requests on same connection
{ok, Stream1} = quic:open_stream(Conn),
{ok, Stream2} = quic:open_stream(Conn),
{ok, Stream3} = quic:open_stream(Conn).
3. Graceful Shutdown
%% Close streams before closing connection
lists:foreach(fun(StreamId) ->
    quic:send_data(Conn, StreamId, <<>>, true)
end, OpenStreams),

%% Wait for acknowledgment, then close
timer:sleep(100),
quic:close(Conn, normal).
4. Timeout Handling
%% Set appropriate timeouts
connect_with_timeout(Host, Port) ->
    {ok, Conn} = quic:connect(Host, Port, #{
        idle_timeout => 30000
    }, self()),

    receive
        {quic, Conn, {connected, _}} ->
            {ok, Conn}
    after 10000 ->
        quic:close(Conn, timeout),
        {error, connection_timeout}
    end.
5. Enable QLOG for Debugging
%% Enable QLOG to debug connection issues
quic:connect(Host, Port, #{
    qlog => #{
        enabled => true,
        dir => "/tmp/qlog"
    }
}, self()).

%% View with: qvis or Wireshark
Example: HTTP/3-style Client
-module(h3_client).
-export([request/3]).

request(Host, Port, Path) ->
    %% Connect
    {ok, Conn} = quic:connect(Host, Port, #{
        alpn => [<<"h3">>],
        verify => false
    }, self()),

    receive
        {quic, Conn, {connected, _}} -> ok
    after 5000 ->
        quic:close(Conn, timeout),
        exit(connection_timeout)
    end,

    %% Open request stream
    {ok, StreamId} = quic:open_stream(Conn),

    %% Send request (simplified, not real H3)
    Request = <<"GET ", Path/binary, " HTTP/3\r\n\r\n">>,
    ok = quic:send_data(Conn, StreamId, Request, true),

    %% Receive response
    Response = receive_response(Conn, StreamId, <<>>),

    quic:close(Conn, normal),
    Response.

receive_response(Conn, StreamId, Acc) ->
    receive
        {quic, Conn, {stream_data, StreamId, Data, false}} ->
            receive_response(Conn, StreamId, <<Acc/binary, Data/binary>>);
        {quic, Conn, {stream_data, StreamId, Data, true}} ->
            <<Acc/binary, Data/binary>>;
        {quic, Conn, {closed, _}} ->
            Acc
    after 10000 ->
        Acc
    end.
Troubleshooting
Connection Fails
	Check server is reachable: nc -u <host> <port>
	Verify ALPN matches server's protocols
	Check certificate issues with verify => false first
	Enable QLOG to see handshake details

Slow Performance
	Check for packet loss with QLOG
	Verify MTU discovery is working: quic:get_mtu(Conn)
	Monitor congestion: quic:get_send_queue_info(Conn)
	Consider datagram API for latency-sensitive data

Connection Drops
	Check idle_timeout settings on both ends
	Enable keep-alive: keep_alive_interval => 15000
	Monitor for transport errors in messages



  

    erlang_quic Features

Core Protocol (RFC 9000)
Connection Management
	[x] Connection establishment with TLS 1.3 handshake
	[x] Connection close (immediate and draining states)
	[x] Idle timeout enforcement (configurable via idle_timeout option)
	[x] Lazy idle and keep-alive timers: armed once and re-armed only when they
fire, using the last_activity timestamp, so steady-state traffic does not
cancel and reschedule a timer on every packet
	[x] Version negotiation
	[x] Retry packets for address validation
	[x] IPv6 client connections: hostname, IP-literal (bracketed or bare), or inet:ip_address() tuple host
	[x] Happy Eyeballs v2 (RFC 8305): dual-stack hostnames race IPv6-first, with happy_eyeballs, family, connection_attempt_delay and connect_timeout options on quic:connect/4
	[x] Latency spin bit (RFC 9000 §17.4) with spin_bit => true | false

	[x] NEW_TOKEN frame dispatch (server rejects peer-received tokens per §8.1.3); client caches received tokens keyed by {Host, Port} and reuses them in the Initial of the next connect to the same endpoint
	[x] Stateless reset (RFC 9000 §10.3): listener emits resets for orphan packets; per-connection NEW_CONNECTION_ID tokens share the listener's HMAC secret so they match orphan-path tokens
	[x] Server-side address validation (RFC 9000 §8.1): opt in with address_validation => always on quic:start_server/3. Listener emits a Retry packet with an HMAC-signed retry token when a client Initial arrives without one; subsequent Initials carrying a valid token skip retry and spawn a connection that echoes retry_source_connection_id. Server issues a NEW_TOKEN after handshake so the next reconnect skips retry entirely

Streams
	[x] Bidirectional streams (client and server initiated)
	[x] Unidirectional streams
	[x] Stream prioritization (RFC 9218) with 8 urgency levels
	[x] Incremental delivery flag support
	[x] RESET_STREAM_AT extension (draft-ietf-quic-reliable-stream-reset-07)

Flow Control
	[x] Connection-level flow control (MAX_DATA)
	[x] Stream-level flow control (MAX_STREAM_DATA)
	[x] MAX_STREAMS limits (bidirectional and unidirectional)

Packet Handling
	[x] Initial, Handshake, and 1-RTT packet types
	[x] Short header (1-RTT) packets
	[x] Packet number encoding (1-4 bytes)
	[x] Packet number reconstruction per RFC 9000 Appendix A
	[x] Coalesced packets
	[x] Frame coalescing (ACK + small stream data in single packet)
	[x] HTTP/3 response HEADERS coalesced with the first DATA frame so the
response headers and first body bytes ride in one 1-RTT packet (a large
body still fragments; only the standalone HEADERS packet is removed)

Connection Migration (RFC 9000 Section 9)
	[x] PATH_CHALLENGE / PATH_RESPONSE validation
	[x] Active connection migration (quic:migrate/1, quic:migrate/2)
	[x] Preferred address handling (RFC 9000 Section 9.6)
	[x] Server-side address change detection (NAT rebinding and active migration)
	[x] Congestion control reset on path change (RFC 9002 Section 9.4)
	[x] CID rotation on migration for path unlinkability (RFC 9000 Section 9.5)
	[x] disable_active_migration transport parameter support
	[x] Path validation timeout with retry (3 * PTO, up to 3 attempts)

Connection ID Management
	[x] Multiple connection IDs
	[x] NEW_CONNECTION_ID frames
	[x] RETIRE_CONNECTION_ID frames
	[x] Active connection ID limit

Loss Detection & Congestion Control (RFC 9002)
Loss Detection
	[x] Packet loss detection
	[x] Probe timeout (PTO)
	[x] RTT measurement (smoothed RTT, RTT variance)

Congestion Control
	[x] Pluggable congestion control behavior
	[x] NewReno (default, RFC 9002)
	[x] CUBIC (RFC 9438)
	[x] BBR (Bottleneck Bandwidth and RTT)
	[x] HyStart++ slow start (RFC 9406) for all algorithms
	[x] Slow start with improved exit detection
	[x] Congestion avoidance
	[x] Recovery on packet loss
	[x] Persistent congestion detection (resets cwnd after PTO * 3)
	[x] ECN support (ECN-CE triggers congestion response)
	[x] Packet pacing (RFC 9002 Section 7.7) to prevent bursts
	[x] RTT-based flow control auto-tuning

Path MTU Discovery (RFC 8899 - DPLPMTUD)
	[x] Binary search probing for optimal MTU
	[x] Integration with peer's max_udp_payload_size transport parameter
	[x] Black hole detection and recovery
	[x] Automatic MTU reset on connection migration
	[x] Periodic re-probing for MTU increases
	[x] Congestion control integration (updates cwnd-related parameters)

TLS 1.3 Integration (RFC 9001)
Handshake
	[x] Full TLS 1.3 handshake
	[x] ALPN negotiation
	[x] Transport parameters exchange
	[x] Certificate verification
	[x] HelloRetryRequest (RFC 8446 §4.1.4)

Key-exchange groups
	[x] x25519 (default)
	[x] secp256r1, secp384r1 (opt-in via groups)
	[x] Multi-group key_share + supported_groups negotiation
	[ ] secp521r1, x448 (constants only; see Roadmap)

Signature algorithms
	[x] ECDSA secp256r1-SHA256, secp384r1-SHA384
	[x] RSA-PSS-RSAE SHA256/384/512
	[x] Ed25519
	[x] Per-handshake signature_algorithms negotiation (signature_algs)
	[ ] Ed448, ECDSA secp521r1-SHA512 (constants only; see Roadmap)

Encryption
	[x] AES-128-GCM cipher suite
	[x] AES-256-GCM cipher suite
	[x] ChaCha20-Poly1305 cipher suite
	[x] Header protection
	[x] Key derivation (HKDF)

Key Management
	[x] Initial secrets derivation
	[x] Handshake secrets
	[x] Application secrets
	[x] Key updates (RFC 9001 Section 6)

Session Resumption
	[x] Session tickets (NewSessionTicket)
	[x] PSK-based resumption
	[x] 0-RTT early data

External PSK (RFC 8446 §4.2.11)
	[x] psk_dhe_ke mode (forward-secret)
	[x] psk_ke mode (no DHE)
	[x] Server-side binder verification (constant-time)
	[x] Identity lookup via callback and/or static map
	[x] Cert + PSK coexistence on the same listener
	[x] Client downgrade protection

See docs/PSK.md. Pending follow-ups tracked in the
Roadmap below.
QUIC Version 2 (RFC 9369)
	[x] Version 2 (0x6b3343cf) support
	[x] Updated initial salt
	[x] Updated retry integrity tag key

QUIC-LB Load Balancer Support (RFC 9312)
	[x] Server ID encoding in Connection IDs for LB routing
	[x] Config rotation bits for LB coordination
	[x] Variable CID length support (1-20 bytes)
	[x] Three encoding algorithms:	Plaintext: Server ID visible in CID (no encryption)
	Stream Cipher: AES-128-CTR encryption
	Block Cipher: Feistel network for variable lengths


	[x] LB-aware CID generation in listener and connection

Reliable Stream Reset (draft-ietf-quic-reliable-stream-reset-07)
RESET_STREAM_AT allows resetting a stream while ensuring data up to a specified
offset is reliably delivered. Required for WebTransport where stream headers
must be received even if the stream is immediately reset.
Features
	[x] Frame type 0x24 (RESET_STREAM_AT) encode/decode
	[x] Transport parameter negotiation (0x17f7586d2cb571)
	[x] Reliable delivery guarantee up to ReliableSize
	[x] Retransmission filtering (data beyond ReliableSize not retransmitted)
	[x] Validation: ReliableSize cannot exceed FinalSize
	[x] Validation: ReliableSize cannot be increased after initial reset
	[x] Validation: ErrorCode cannot change after initial reset

Usage
%% Enable in connection options (both client and server)
Opts = #{reset_stream_at => true, alpn => [<<"webtransport">>]},
{ok, Conn} = quic:connect(Host, Port, Opts, self()),

%% Send stream header (e.g., WebTransport session ID)
{ok, StreamId} = quic:open_stream(Conn),
ok = quic:send_data(Conn, StreamId, Header, false),

%% Reset stream but ensure header is delivered
ok = quic:reset_stream_at(Conn, StreamId, ErrorCode, byte_size(Header)).
API
Connection
	quic:connect/3,4 - Connect to server
	quic:close/1,2,3 - Close connection (with optional app error code)
	quic:peername/1 - Get peer address
	quic:sockname/1 - Get local address
	quic:peercert/1 - Get peer certificate
	quic:migrate/1,2 - Trigger connection migration (with optional timeout)
	quic:has_early_keys/1 - Whether 0-RTT (early data) keys are available
	quic:early_data_accepted/1 - Whether the server accepted 0-RTT early data

Datagrams (RFC 9221)
	quic:send_datagram/2 - Send unreliable datagram
	quic:datagram_max_size/1 - Get max datagram size (0 if unsupported)
	quic:datagram_stats/1 - Delivered / dropped / sent counters (backpressure)

HTTP Datagrams (RFC 9297)
	quic_h3:send_datagram/3 - Send an HTTP datagram bound to a request stream
	quic_h3:h3_datagrams_enabled/1 - Whether both sides negotiated support
	quic_h3:max_datagram_size/2 - Max payload per datagram for a given stream
	Owner event: {quic_h3, Conn, {datagram, StreamId, Payload}}
	Set h3_datagram_enabled => true on connect/3 / start_server/3 to enable.
CONNECT-UDP (RFC 9298) builds on this in a separate library.

HTTP/3 Extension Streams
	quic_h3:open_bidi_stream/1,2 - Open a client-initiated bidi stream;
with a non-negative SignalType varint the stream is pre-claimed and
inbound bytes route as {stream_type_data, bidi, ...} owner messages
instead of HTTP/3 request frames (e.g. WebTransport's 0x41)
	stream_type_handler option on start_server/3 claims peer-initiated
uni / bidi streams whose first varint matches a caller-supplied filter
	Owner events: {stream_type_open, Direction, StreamId, VarintType},
{stream_type_data, Direction, StreamId, Data, Fin},
{stream_type_closed, Direction, StreamId},
{stream_type_reset, Direction, StreamId, ErrorCode},
{stream_type_stop_sending, Direction, StreamId, ErrorCode}
	Per-connection owner override via connection_handler callback on
start_server/3 for hosting many sessions on one listener

Streams
	quic:open_stream/1 - Open bidirectional stream
	quic:open_unidirectional_stream/1 - Open unidirectional stream
	quic:send/3,4 - Send data on stream
	quic:close_stream/2,3 - Close stream
	quic:reset_stream/3 - Reset stream with error code
	quic:reset_stream_at/4 - Reset stream with reliable delivery up to specified size
	quic:set_stream_priority/4 - Set stream priority (urgency, incremental)
	quic:get_stream_priority/2 - Get stream priority

Server / Multi-Pool Server Management
	quic:start_server/3 - Start named server pool
	quic:stop_server/1 - Stop named server
	quic:get_server_info/1 - Get server information
	quic:get_server_port/1 - Get server listening port
	quic:get_server_sockname/1 - Get server bound address ({IP, Port})
	quic:get_server_connections/1 - Get server connection PIDs
	quic:which_servers/0 - List all running servers

Load Balancer (RFC 9312)
	quic_lb:new_config/1 - Create LB configuration from options map
	quic_lb:new_cid_config/1 - Create CID generation configuration
	quic_lb:generate_cid/1 - Generate CID with encoded server_id
	quic_lb:decode_server_id/2 - Extract server_id from CID
	quic_lb:is_lb_routable/1 - Check if CID has valid LB routing bits
	quic_lb:get_config_rotation/1 - Get config rotation bits from CID
	quic_lb:expected_cid_len/1 - Calculate expected CID length from config

Options
	idle_timeout - Connection idle timeout in milliseconds (0 to disable)
	max_data - Connection-level flow control limit
	max_stream_data - Stream-level flow control limit
	max_datagram_frame_size - Max datagram size to accept (0 = disabled, default: 0)
	datagram_recv_queue_len - Bounded receive queue for inbound datagrams (default: infinity; drops oldest on overflow, tracked via datagram_stats/1)
	reset_stream_at - Enable RESET_STREAM_AT extension (default: false)
	alpn - ALPN protocols list
	verify - Server certificate verification on the client (default: true; verifies the CertificateVerify signature, the chain, and the hostname). Set false to accept any certificate, e.g. a self-signed test server.
	cacerts - Trust anchors for client chain validation, as a list of DER-encoded certificates (default: the operating system trust store)
	preferred_ipv4 - Server preferred IPv4 address
	preferred_ipv6 - Server preferred IPv6 address
	pool_size - Number of listener processes for server pools (default: 1)
	connection_handler - Callback for handling new connections
	lb_config - QUIC-LB configuration map for load balancer routing
	keep_alive_interval - Keep-alive PING interval (disabled, auto, or milliseconds)
	pmtu_enabled - Enable Path MTU Discovery (default: true)
	pmtu_max_mtu - Maximum MTU to probe (default: 1500)
	recbuf - UDP receive buffer size in bytes (default: 7MB)
	sndbuf - UDP send buffer size in bytes (default: 7MB)
	server_send_batching - Per-connection send batching on the server (default: true). On Linux + socket_backend => socket with UDP_SEGMENT, outgoing packets are coalesced into GSO super-datagrams via sendmsg cmsg; neutral on macOS / gen_udp. Set to false to fall back to direct gen_udp:send/4

PMTU Discovery
	quic:get_mtu/1 - Get current effective MTU for a connection

Erlang Distribution (quic_dist)
QUIC-based Erlang distribution protocol implementation.
Features
	[x] Full distribution protocol over QUIC transport
	[x] TLS 1.3 encryption built-in (no separate SSL setup)
	[x] 0-RTT session resumption for fast reconnection
	[x] Multiple streams: control (urgency 0) + data (urgency 4-6)
	[x] Stream prioritization for tick/control messages
	[x] QUIC-level liveness detection (packet counts, not blocked by flow control)
	[x] Keep-alive PING frames for transport liveness
	[x] Backpressure mechanism for congestion control
	[x] Session ticket storage for 0-RTT

Modules
	quic_dist - Distribution protocol callbacks
	quic_dist_controller - Per-connection state machine
	quic_dist_sup - Distribution supervisor
	quic_dist_tickets - Session ticket storage
	quic_epmd - EPMD replacement module
	quic_dist_auth - Optional auth-handshake behaviour

Discovery Backends
	quic_discovery_static - Static node configuration
	quic_discovery_dns - DNS SRV-based discovery
	Custom backends via quic_discovery behaviour

Distribution API
	quic:get_stats/1 - Get packet counts for liveness detection
	quic:send_ping/1 - Send transport-level PING frame

Extension Hooks
	auth_callback (default undefined): {Mod, Fun} or fun/3 invoked
on both sides after the QUIC handshake but before the distutil
handshake. Returning `{error, }closes the connection without ever starting the dist controller. Seequic_dist_authand the Configuration Reference indocs/QUIC_DIST.md`.
	register_with_epmd (default false): when true, the listener
registers its port via the configured epmd_module so external
tooling (e.g. epmd -names) can resolve the node.

Roadmap
Tracked future work. Items here are not committed deliverables; they
mark known gaps that may land in a later release.
TLS 1.3 external PSK follow-ups
	[ ] 0-RTT on external PSK. The server currently ignores early_data
on PSK handshakes; full EndOfEarlyData state-machine support is
deferred.
	[ ] NewSessionTicket on PSK-authenticated handshakes. Suppressed
in v1 to avoid binding-identity ambiguity; revisit when a concrete
use case appears.
	[ ] RFC 9258 PSK Importer. The current API consumes the secret as
raw IKM; an importer layer would derive an epsk -> psk mapping
bound to a target protocol/KDF.

TLS 1.3 negotiation follow-ups
	[ ] secp521r1 / x448 key-exchange groups (constants defined; key
generation and key_share wiring deferred).
	[ ] Ed448 / ECDSA secp521r1-SHA512 signature schemes (constants
defined; sign/verify branches deferred).
	[ ] PSK + HelloRetryRequest in one handshake. Currently the client
aborts if HRR follows a PSK ClientHello (binder recompute over the
synthetic transcript is not implemented).

Interop Runner Compliance
All 10 QUIC Interop Runner test cases pass:
	Test Case	Status
	handshake	Pass
	transfer	Pass
	retry	Pass
	keyupdate	Pass
	chacha20	Pass
	multiconnect	Pass
	v2	Pass
	resumption	Pass
	zerortt	Pass
	connectionmigration	Pass



  

    erlang_quic Design Document

This document describes the architecture and design of the erlang_quic implementation.
Architecture Overview
The implementation is organized into the following module groups:
Public API Layer
	Module	Responsibility
	quic	Main public API for client connections
	quic_listener	Server-side listener for accepting connections
	quic_listener_sup	Supervisor for pooled listeners with SO_REUSEPORT

Connection Layer
	Module	Responsibility
	quic_connection	Connection state machine (gen_statem)
	quic_stream	Stream state management

Protocol Layer
	Module	Responsibility
	quic_packet	Packet encoding/decoding
	quic_frame	Frame encoding/decoding
	quic_varint	Variable-length integer encoding (RFC 9000 Section 16)

Cryptography Layer
	Module	Responsibility
	quic_crypto	Key derivation and transcript hashing
	quic_tls	TLS 1.3 message building and parsing
	quic_keys	Traffic key derivation
	quic_aead	AEAD encryption/decryption and header protection
	quic_hkdf	HKDF-based key expansion

Flow Control Layer
	Module	Responsibility
	quic_flow	Connection and stream flow control
	quic_cc	Congestion control (NewReno)
	quic_loss	Loss detection and recovery
	quic_ack	ACK frame processing and generation

Session Layer
	Module	Responsibility
	quic_ticket	Session ticket storage and PSK derivation

Connection Lifecycle
                    ┌─────────┐
                    │  idle   │
                    └────┬────┘
                         │ send ClientHello
                         ▼
                  ┌──────────────┐
                  │ handshaking  │
                  └──────┬───────┘
                         │ receive server Finished
                         │ send client Finished
                         ▼
                  ┌──────────────┐
                  │  connected   │◄────────┐
                  └──────┬───────┘         │
                         │                 │ key update
                         │                 │ migration
                         └─────────────────┘
                         │ close/error
                         ▼
                  ┌──────────────┐
                  │   draining   │
                  └──────┬───────┘
                         │ drain timeout
                         ▼
                    ┌─────────┐
                    │ closed  │
                    └─────────┘
State Descriptions
	idle: Initial state, preparing to connect
	handshaking: TLS 1.3 handshake in progress
	connected: Connection established, data transfer active
	draining: Connection closing, processing remaining packets
	closed: Connection terminated

Packet Processing
Encryption Levels
QUIC uses four encryption levels, each with its own keys:
	Level	Usage
	Initial	ClientHello, ServerHello (derived from DCID)
	Handshake	EncryptedExtensions through Finished
	0-RTT	Early data (optional, from session resumption)
	1-RTT	Application data after handshake

Packet Types
Long Header Packets:
	Initial (type 0x00)
	0-RTT (type 0x01)
	Handshake (type 0x02)
	Retry (type 0x03)

Short Header Packets:
	1-RTT (application data)

Frame Processing
Frames are processed in order within a packet. Key frame types:
	Frame Type	Description
	PADDING (0x00)	Padding for packet size
	PING (0x01)	Keep-alive
	ACK (0x02-0x03)	Acknowledgment
	CRYPTO (0x06)	TLS handshake data
	STREAM (0x08-0x0f)	Stream data
	MAX_DATA (0x10)	Connection flow control
	MAX_STREAM_DATA (0x11)	Stream flow control
	NEW_CONNECTION_ID (0x18)	Issue new CID
	RETIRE_CONNECTION_ID (0x19)	Retire old CID
	PATH_CHALLENGE (0x1a)	Path validation
	PATH_RESPONSE (0x1b)	Path validation response
	CONNECTION_CLOSE (0x1c-0x1d)	Close connection
	DATAGRAM (0x30-0x31)	Unreliable datagram (RFC 9221)

TLS Integration
Handshake Flow (Client)
Client                                  Server
  │                                       │
  │───── Initial[ClientHello] ──────────►│
  │                                       │
  │◄──── Initial[ServerHello] ───────────│
  │◄──── Handshake[EncryptedExtensions] ─│
  │◄──── Handshake[Certificate] ─────────│
  │◄──── Handshake[CertificateVerify] ───│
  │◄──── Handshake[Finished] ────────────│
  │                                       │
  │───── Handshake[Finished] ───────────►│
  │                                       │
  │◄════ 1-RTT[Application Data] ════════│
Key Derivation
Keys are derived using HKDF with the following hierarchy:
                    PSK (or 0)
                        │
                        ▼
                 ┌─────────────┐
                 │ Early Secret│
                 └──────┬──────┘
                        │
          ┌─────────────┼─────────────┐
          ▼             │             ▼
    client_early    binder_key    res_secret
    traffic_secret                    │
                                      │
                        ▼             │
              ┌───────────────┐       │
    (EC)DHE──►│Handshake Secret│      │
              └───────┬───────┘       │
                      │               │
        ┌─────────────┼─────────────┐ │
        ▼             │             ▼ │
   client_hs      server_hs    derived│
   traffic        traffic         │   │
   secret         secret          │   │
                                  ▼   │
                        ┌─────────────┐
                        │Master Secret│
                        └──────┬──────┘
                               │
              ┌────────────────┼────────────────┐
              ▼                │                ▼
        client_app         server_app      resumption
        traffic            traffic         master
        secret             secret          secret
Stream Management
Stream IDs
Stream IDs encode initiator and directionality:
	Bits 1-0	Stream Type
	0x00	Client-initiated, bidirectional
	0x01	Server-initiated, bidirectional
	0x02	Client-initiated, unidirectional
	0x03	Server-initiated, unidirectional

Stream States
Sending side:
	Ready → Send → Data Sent → Data Recvd (terminal)
	Ready → Reset Sent → Reset Recvd (terminal)

Receiving side:
	Recv → Size Known → Data Recvd → Data Read (terminal)
	Recv → Reset Recvd → Reset Read (terminal)

Flow Control
Connection-Level
	MAX_DATA frame advertises connection-level receive window
	Sender tracks data_sent against peer's max_data
	Receiver sends MAX_DATA updates when buffer space is freed

Stream-Level
	MAX_STREAM_DATA frame advertises per-stream receive window
	Similar tracking at stream granularity
	BLOCKED and STREAM_BLOCKED frames signal flow control limits

Congestion Control
The implementation supports pluggable congestion control algorithms:
Algorithms
	Algorithm	Module	Description
	NewReno	quic_cc	RFC 9002 default, simple and robust
	CUBIC	quic_cc_cubic	RFC 9438, better high-bandwidth utilization
	BBR	quic_cc_bbr	Bottleneck Bandwidth and RTT-based

All algorithms support HyStart++ (RFC 9406) for improved slow start exit.
States
	Slow Start: Exponential growth until ssthresh (with HyStart++ exit)
	Congestion Avoidance: Linear growth (NewReno), cubic function (CUBIC), or pacing-based (BBR)
	Recovery: After packet loss detection

Key Variables
	Variable	Description
	cwnd	Congestion window (bytes)
	ssthresh	Slow start threshold
	bytes_in_flight	Unacknowledged bytes
	pacing_rate	Send rate limit (BBR)

NewReno (Default)
On ACK:
if bytes_acked > 0:
    if cwnd < ssthresh:
        cwnd += bytes_acked  # Slow start
    else:
        cwnd += (bytes_acked * max_datagram_size) / cwnd  # Congestion avoidance
On Loss:
ssthresh = max(cwnd / 2, 2 * max_datagram_size)
cwnd = ssthresh
CUBIC (RFC 9438)
Uses a cubic function for window growth that is more aggressive in high-bandwidth networks:
W(t) = C * (t - K)^3 + W_max
Where K = cbrt(W_max * beta / C) and C = 0.4, beta = 0.7.
BBR
BBR probes for maximum bandwidth and minimum RTT:
	Startup: Doubles sending rate each RTT until bandwidth plateaus
	Drain: Reduces inflight to match BDP
	ProbeBW: Cycles through pacing gain phases
	ProbeRTT: Periodically reduces cwnd to measure min RTT

Packet Pacing
All algorithms use packet pacing (RFC 9002 Section 7.7) to prevent bursts:
	Packets are spaced based on pacing rate
	Prevents buffer bloat at bottleneck links
	Improves throughput on lossy networks

Loss Detection
Packet Loss Detection
Two mechanisms detect packet loss:
	Packet Threshold: A packet is lost if a later packet in the same number space has been acknowledged and the gap exceeds the threshold (default: 3).

	Time Threshold: A packet is lost if it was sent more than max(smoothed_rtt + max(4 * rtt_var, 1ms), 1.125 * smoothed_rtt) before the largest acknowledged packet.


Probe Timeout (PTO)
When no ACKs are received, PTO triggers retransmission:
PTO = smoothed_rtt + max(4 * rtt_var, 1ms) + max_ack_delay
After PTO expires:
	Send 1-2 ack-eliciting packets
	Double PTO for next timeout
	After persistent congestion, reset to slow start

Connection Migration
Path Validation
When the peer's address changes:
	Send PATH_CHALLENGE frame with random 8-byte data
	Peer responds with PATH_RESPONSE containing same data
	Path is validated upon receiving correct response

Migration Process
	Detect new remote address
	Initiate path validation
	Continue using old path until validation completes
	Switch to new path upon successful validation
	Reset congestion controller for new path

Key Update
RFC 9001 Section 6 defines key update mechanism:
	Sender increments key phase bit in packet header
	Derives new keys from current application secrets
	Receiver detects phase change and derives matching keys
	Old keys retained briefly for reordered packets

next_app_secret = HKDF-Expand-Label(current_app_secret, "quic ku", "", hash_len)
Connection ID Management
Local CID Pool
	Generate and issue CIDs via NEW_CONNECTION_ID frame
	Track sequence numbers and stateless reset tokens
	Retire old CIDs via RETIRE_CONNECTION_ID

Peer CID Pool
	Store CIDs received from peer
	Select appropriate CID for path
	Respect active_connection_id_limit transport parameter

Session Resumption and 0-RTT
Session Tickets
After a successful handshake, the server may issue a NewSessionTicket:
	Server sends ticket after handshake completion
	Client receives via {session_ticket, Ticket} message
	Client stores ticket for future connections
	Ticket contains PSK identity, resumption secret, and max_early_data

Resumption Flow
Client                                  Server
  │                                       │
  │───── Initial[ClientHello+PSK] ───────►│
  │───── 0-RTT[Early Data] ──────────────►│ (optional)
  │                                       │
  │◄──── Initial[ServerHello+PSK] ────────│
  │◄──── Handshake[EncryptedExtensions] ──│
  │◄──── Handshake[Finished] ─────────────│
  │                                       │
  │───── Handshake[Finished] ────────────►│
  │                                       │
  │◄════ 1-RTT[Application Data] ═════════│
0-RTT Early Data
When resuming with a stored ticket:
	Client derives early_keys from PSK
	Client sends 0-RTT packets (type 0x01) immediately
	Server validates PSK and derives matching keys
	Server processes early data or rejects with early_data_rejected
	Client falls back to 1-RTT if early data rejected

Limitations:
	0-RTT data is not forward-secret
	Max early data size is limited by ticket's max_early_data_size
	Replay protection is application-layer responsibility

DATAGRAM Extension (RFC 9221)
Overview
DATAGRAM frames provide unreliable message delivery:
	Not retransmitted on loss
	No flow control (use connection-level limits)
	Useful for latency-sensitive data (gaming, real-time media)

Transport Parameter Negotiation
Datagram support is negotiated via the max_datagram_frame_size transport parameter:
	Value	Meaning
	0 or absent	Datagrams not supported (default)
	1-65535	Maximum datagram payload size accepted

Both endpoints must advertise support for datagrams to work. The effective
maximum size is the minimum of what the peer advertises and what fits in
a QUIC packet (path MTU minus overhead).
Configuration
%% Enable datagram support (client)
quic:connect(Host, Port, #{
    max_datagram_frame_size => 65535  % Recommended: accept any size
}, Owner).

%% Enable datagram support (server)
quic:start_server(my_server, Port, #{
    max_datagram_frame_size => 65535,
    cert => Cert,
    key => Key
}).
API
%% Check if datagrams are supported and get max size
MaxSize = quic:datagram_max_size(ConnRef).
%% Returns 0 if datagrams not supported, otherwise peer's max size

%% Send a datagram (unreliable)
ok = quic:send_datagram(ConnRef, Data).
%% Returns {error, datagrams_not_supported} if peer didn't advertise
%% Returns {error, datagram_too_large} if Data exceeds peer's limit
%% Returns {error, congestion_limited} if cwnd is full (datagram dropped)

%% Receive datagrams (owner process)
receive
    {quic, ConnRef, {datagram, Data}} -> handle_datagram(Data)
end.
Error Handling
	Error	Cause
	{error, datagrams_not_supported}	Peer didn't advertise max_datagram_frame_size
	{error, datagram_too_large}	Data exceeds peer's advertised limit
	{error, congestion_limited}	Congestion window full (datagram dropped)

Protocol Violations
Per RFC 9221, the following result in PROTOCOL_VIOLATION connection close:
	Receiving a DATAGRAM frame when we didn't advertise support
	Receiving a DATAGRAM frame larger than our advertised limit

Active Migration
Triggering Migration
The quic:migrate/1 API triggers active connection migration:
	Application calls quic:migrate(ConnRef)
	Connection rebinds to new local socket
	PATH_CHALLENGE sent to peer on new path
	On PATH_RESPONSE: migration complete
	Congestion controller reset for new path

Use Cases
	Network handover (WiFi to cellular)
	NAT rebinding recovery
	Load balancing

Distribution Extension Hooks
quic_dist exposes two optional hooks for embedding custom behaviour
in the distribution layer.
auth_callback
A {Mod, Fun} pair (or fun/3) invoked on both sides between TLS
completion (the {quic, Conn, {connected, _}} event) and the
dist_util handshake. The callback can run any application-level
challenge / response on the freshly secured QUIC connection — open a
user stream, send a token, validate certificates — and return {ok, _}
to admit the connection or {error, Reason} to refuse it.
On the server side, the callback is hosted by a short-lived
gatekeeper process. The listener installs the gatekeeper as the
QUIC connection owner via the existing connection_handler contract,
so it receives the {connected, _} event and any subsequent stream
data. After a successful callback, the gatekeeper starts the dist
controller (which takes ownership atomically via
quic:set_owner_sync/2) and drains its mailbox of any QUIC events
that arrived before the ownership swap, forwarding them to the
controller. This guarantees the first stream-data event sent by the
peer cannot be lost between the callback returning and the controller
becoming the owner. On failure the gatekeeper closes the connection
and exits; the listener is unaffected.
On the client side, the callback runs inline in the setup process
that already owns the connection — no gatekeeper is needed.
register_with_epmd
Boolean. When false (default), quic_dist keeps the historical
behaviour of synthesising its own creation number and skipping
epmd entirely. When true, listen/1 calls
(net_kernel:epmd_module()):register_node/3 so the listening port
appears in the configured registry. Useful for mixed-protocol
clusters and external tooling.


  

    Performance

This page is about how fast the stack goes today, how we got there,
and what we would still like to do. Numbers come from loopback
benchmarks on a single connection and a single stream. They tell us
what happens in process and on a LAN. They do not replace a proper
real network measurement.
1.2.0 versus 1.1.0
The reference baseline lives in bench/profile/baseline-1.1.0.md.
Same docker VM on arm64, same OTP 28, same bench driver
(quic_throughput_bench:run/1 with mode => sink for upload,
run_download_sink/1 for download). Three runs per cell on the
baseline, ten-run medians on the new numbers for the download
column because the VM is noisy on bigger transfers.
Upload, client to server sink, MB/s:
	Size	gen_udp 1.1.0	gen_udp 1.2.0	Δ	socket 1.1.0	socket 1.2.0	Δ
	1 MB	43.15	83.72	+94%	34.97	74.95	+114%
	5 MB	52.78	60.88	+15%	50.53	75.45	+49%
	10 MB	63.08	69.01	+9%	62.61	68.16	+9%

Download, server to client, MB/s, n=10 medians on 1.2.0:
	Size	gen_udp 1.1.0	gen_udp 1.2.0	Δ	socket 1.1.0	socket 1.2.0	Δ
	1 MB	50.51	51.56	+2%	27.64	54.45	+97%
	5 MB	48.09	48.30	+0%	47.32	60.27	+27%
	10 MB	46.93	40.88	noise	44.20	43.70	±0%

About the 10 MB download row: the median looks like a regression
but the minimum run is around 28 MB/s and the maximum around 56.
This is docker on arm64 doing its thing. The p90 of gen_udp is
48.71 and the p90 of socket is 49.81. Both sit at or above the
1.1.0 average. So this is variance, not a real drop.
What moved the numbers
All of the work went into the hot path, on both the send and the
receive side. In no particular order:
	The per packet cwnd and pacing check is now fused into
quic_cc:send_check/3. One BIF call and one record match, where
the old version needed four.
	The chunked send loop used to recompute the same values on every
chunk. The stream urgency, the max stream data per packet, and
the stream frame header prefix now live in a per drain context.
	The qlog macros check the ?QLOG_ENABLED flag at the call site,
so when qlog is off nobody builds the event map.
	The receive hot path takes a single monotonic_time sample and
threads it through. The three previous samples were coalesced
into that one.
	The header protection mask uses a short inline Erlang XOR
instead of a call into crypto:exor/2. For one to four bytes it
is faster than paying the NIF round trip.
	contains_ack_eliciting_frames/1 has a fast path for the common
case of a single stream frame, which shows up on bulk upload
everywhere.
	An ACK only packet now flushes the pending stream data batch
first. This keeps the batch uniform for GSO, which means the
flush stays on the fast flush_gso path instead of falling back
to individual sends.

The full list, one commit per bullet, is in CHANGELOG.md under
the 1.2.0 entry.
The socket backend is opt in, for now
Version 1.2.0 adds a socket_backend => socket option on
quic:connect. It routes the client through the OTP 27+ socket
NIF and uses GSO through a per message cmsg instead of a socket
level setsockopt. On download it is a clear win, from +20% to
+97% depending on the size. On small uploads it is also a win.
The problem is bulk upload above 5 MB, where the socket backend
sits between 8 and 11% behind gen_udp on the same machine.
The reason is structural, not a bug. The client receive handler
flushes the pending batch at the end of every {udp, ...} event.
Server ACKs arrive every ten client packets or so, which means
the batch never reaches its 64 packet cap. It usually leaves with
four to eight packets. On top of that, a small client ACK joining
a batch of 1200 byte stream chunks breaks
gso_batch_uniform/2, and the flush falls through to
flush_individual. socket:sendmsg/2 through the socket NIF is
more expensive per call than gen_udp:send/4 through the inet
port driver, and when GSO does not fire, that difference is what
you pay. Download is not affected because the socket backend wins
on the receive side: there is no {active, N} port driver
dispatch per packet, there is a dedicated receiver process, and
the amortization is large enough to dominate.
Should you turn it on
Turn it on if:
	The client receives more than it sends. Typical HTTP/3 fetch
and gRPC unary workloads fit here.
	You run client and server under a moderate concurrent load and
your transfers are in the 1 to 5 MB range. The small transfer
wins are large.

Stay on the default gen_udp if:
	The client sends many large uploads, say bigger than 5 MB per
stream. Until the upload gap is closed, gen_udp is on par or
slightly faster.
	You are on macOS, Windows, FreeBSD, or OTP older than 27.
quic_socket:open_for_send/2 detects the platform and falls
back to gen_udp on these anyway, so the option does not hurt
you, it just does not help either.

A few operational notes while we are here. Each socket backend
client spawns a dedicated receiver process, because the socket
NIF has no {active, N} mode. This is fine for a handful of
connections. If you run thousands of concurrent client
connections, the memory and scheduler cost is real, and we would
like to see numbers before pushing this as a default. Migration
(quic:migrate/1) now works on both backends. On the socket
backend it is slightly more work because the whole OTP socket and
its receiver process are rebuilt on rebind.
When will it become the default
Not in 1.2.x. The plan is to flip the default in 1.3 or 1.4,
after three things land:
	The upload gap shrinks. See the Future work section for the
three candidates we have in mind.
	quic_dist and the HTTP/3 client are validated on the socket
backend. They share the connect path and neither has been
exercised end to end yet.
	FreeBSD is a first class backend (see below), so the auto
detection is not just a Linux-or-else story.

The escape hatch will remain: socket_backend => gen_udp will
always force the port driver path.
Future work
The work we would like to do next, grouped by the place where we
expect to find the next piece of throughput.
Closing the socket backend upload gap
Three candidates, each a real refactor and not a one line tweak.
Some benches under realistic load before picking.
	Stop flushing the batch on every receive event while a chunked
drain is in progress. The idea is that full 64 packet uniform
flushes go out instead of four to eight packet partial ones.
The difficulty is that ACKs need to go out promptly, so the
"still draining" signal has to be tight.
	Separate the stream data batch from the control frame batch.
Small ACKs, MAX_STREAM_DATA, MAX_DATA would never share a
buffer with 1200 byte stream chunks, and gso_batch_uniform/2
keeps firing.
	Accept the hybrid shape: keep gen_udp on the send side by
default, and use the socket NIF for receive only. The send side
is where gen_udp beats us.

Coarser pacing
The original plan was to move to a release time burst token model:
one pacing decision per flush, allow a small burst, re-arm once.
The naive form, one monotonic_time per drain instead of per
chunk, does not work. The current pacing_max_burst is
14400 bytes, which is roughly twelve packets. A 64 packet
chunked drain only flows past that cap because of the small per
chunk refills. Remove them and the drain blocks at packet twelve.
A proper release time model needs to reserve a bigger budget up
front, drain locally, and commit the unused portion at drain
exit. It spans the quic_cc facade, all three CC modules, and
the drain loop. Not a small PR, but well defined.
Recovery tuning
Loss detection thresholds may be too eager on real networks with
mild reordering. Before changing the defaults we want to validate
throughput and retransmit rate under a lossy harness, not just on
loopback where everything is zero loss. Spurious loss detection
is also on the list.
FreeBSD
There are four distinct pieces of work here.
	Extend quic_socket:detect_capabilities/0 to probe
{unix, freebsd} instead of falling straight to gen_udp.
Default to no GSO and no GRO unless proven otherwise. Validate
pktinfo, ECN and TOS ancillary handling, socket buffer sizing,
and reuseport.
	Replace the socket:recvfrom/4 branch with recvmsg, parse
the ancillary data we actually care about, and drain multiple
datagrams per wakeup.
	Use socket:sendmsg iov as the primary FreeBSD send path.
Optimize for more packets per wakeup, not Linux style
segmentation. Validate reuseport listener sharding.
	Add native FreeBSD bench runs and a native validation job if
one is available. The goal is to clearly beat FreeBSD
gen_udp, not to match Linux GSO throughput.

Observability
	The upload bench does not currently snapshot server stats. Add
that so we can see batching behaviour on the send path directly.
	A lossy harness (tc-netem or an in-process packet drop shim) to
exercise the retransmits counter. We want this before any
recovery tuning change.

Out of scope
These would very likely help, but they do not fit the current
codebase or are too invasive to pursue here.
	io_uring, sendmmsg, recvmmsg, RSS, BPF datapath.
	API level send buffering in the msquic style.
	A large lsquic style send controller refactor.

Where to look
	bench/profile/baseline-1.1.0.md for the pre 1.2.0 reference
numbers.
	test/quic_throughput_bench.erl for the bench harness.
	CHANGELOG.md for the per release change list.
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Erlang distribution protocol implementation over QUIC.
This module implements the Erlang distribution protocol callbacks using QUIC as the transport layer. It provides:
- Connection establishment via TLS 1.3 (built into QUIC) - Multiple streams for parallel message delivery - Head-of-line blocking avoidance - Connection migration for NAT traversal - 0-RTT reconnection for fast session resumption
[bookmark: Configuration]Configuration
Enable QUIC distribution in vm.args:
   -proto_dist quic
   -epmd_module quic_epmd
   -start_epmd false
Configure in sys.config:
   {quic, [
     {dist, [
       {cert_file, "/path/to/cert.pem"},
       {key_file, "/path/to/key.pem"},
       {cacert_file, "/path/to/ca.pem"},
       {verify, verify_peer}
     ]}
   ]}
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    Functions
  


    
      
        accept(Listen)

      


        Accept a connection from the distribution listener.



    


    
      
        accept_connection(AcceptPid, Socket, MyNode, Allowed, SetupTime)

      


        Handle an accepted connection. Called by net_kernel when a new connection is accepted.



    


    
      
        accept_streams(Node)

      


        Register to accept incoming user streams from a node. Joins the acceptor pool for the node. Multiple processes can register as acceptors. Incoming streams are assigned to acceptors using round-robin selection.



    


    
      
        address()

      


        Return the address family to use.



    


    
      
        clear_connect_options(Node)

      


        Drop any pending connect-option overrides for Node.



    


    
      
        close(Listen)

      


        Close the distribution listener.



    


    
      
        close_stream(StreamRef)

      


        Close a user stream gracefully. This sends a FIN to the peer. When both sides have sent FIN, the owner receives {quic_dist_stream, StreamRef, closed}.



    


    
      
        controlling_process(StreamRef, NewOwner)

      


        Transfer stream ownership to another process. The new owner will receive all subsequent messages for this stream.



    


    
      
        get_connect_options(Node)

      


        Look up the pending connect-option overrides for Node without consuming them. Returns an empty map if none are registered.



    


    
      
        get_controller(Node)

      


        Get the distribution controller for a connected node. Returns {ok, ControllerPid} if the node is connected, {error, not_connected} otherwise.



    


    
      
        is_node_name(Node)

      


        Check if a node name is valid.



    


    
      
        list_streams()

      


        List all user streams across all connected nodes.



    


    
      
        list_streams(Node)

      


        List user streams for a specific connected node.



    


    
      
        listen(Name)

      


        Start listening for incoming distribution connections.



    


    
      
        listen(Name, Opts)

      


        Start listening with options.



    


    
      
        open_stream(Node)

      


        Open a bidirectional user stream to a connected node. Returns {ok, StreamRef} on success where StreamRef can be used with send/2,3 and close_stream/1. The caller becomes the stream owner.



    


    
      
        open_stream(Node, Options)

      


        Open a bidirectional user stream with options. Options: {priority, 16..255} - Stream priority (default: 128, lower = higher priority) Note: priorities 0-15 are reserved for distribution



    


    
      
        reset_stream(StreamRef)

      


        Reset/cancel a user stream immediately (notifies peer). Uses default error code 0.



    


    
      
        reset_stream(StreamRef, ErrorCode)

      


        Reset/cancel a user stream with a specific error code. The peer receives the reset notification immediately.



    


    
      
        select(Node)

      


        Check if this distribution module should be used for the given node. Returns true if the node name is valid and we can potentially connect.



    


    
      
        send(StreamRef, Data)

      


        Send data on a user stream. Equivalent to send(StreamRef, Data, false).



    


    
      
        send(StreamRef, Data, Fin)

      


        Send data on a user stream. When Fin is true, this marks the end of data on this stream (half-close).



    


    
      
        set_connect_options(Node, Opts)

      


        Register per-node connect-time option overrides for the next setup/5 attempt against Node. The map is merged on top of the defaults that connect_to_node/7 builds, so callers can override any key, including socket_backend and socket_adapter to route the underlying UDP packets through a custom transport (for example a MASQUE CONNECT-UDP tunnel), or external_psk to authenticate this peer with a different identity/secret than the cluster-wide default. See docs/PSK.md for the PSK option shapes.



    


    
      
        setup(Node, Type, MyNode, LongOrShortNames, SetupTime)

      


        Set up an outgoing distribution connection. Called by net_kernel to establish a connection to another node.



    


    
      
        stop_accepting(Node)

      


        Stop accepting incoming user streams from a node. Removes the calling process from the acceptor pool.
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          -type stream_info() ::
          #{ref => stream_ref(),
            node => node(),
            stream_id => non_neg_integer(),
            owner => pid(),
            priority => 16..255,
            recv_fin => boolean(),
            send_fin => boolean()}.
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          -type stream_opt() :: {priority, 16..255}.
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          -type stream_ref() :: {quic_dist_stream, node(), non_neg_integer()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      accept(Listen)



        
          
        

    

  


  

      

          -spec accept(Listen :: term()) -> AcceptPid :: pid().


      


Accept a connection from the distribution listener.

  



  
    
      
    
    
      accept_connection(AcceptPid, Socket, MyNode, Allowed, SetupTime)



        
          
        

    

  


  

      

          -spec accept_connection(AcceptPid :: pid(),
                        Socket :: term(),
                        MyNode :: node(),
                        Allowed :: term(),
                        SetupTime :: non_neg_integer()) ->
                           pid().


      


Handle an accepted connection. Called by net_kernel when a new connection is accepted.

  



  
    
      
    
    
      accept_streams(Node)



        
          
        

    

  


  

      

          -spec accept_streams(Node :: node()) -> ok | {error, term()}.


      


Register to accept incoming user streams from a node. Joins the acceptor pool for the node. Multiple processes can register as acceptors. Incoming streams are assigned to acceptors using round-robin selection.
When a new stream arrives, one acceptor receives: {quic_dist_stream, StreamRef, {data, Data, Fin}}
The acceptor automatically becomes the stream owner (implicit ownership). Use controlling_process/2 to transfer ownership to a worker process.
If no acceptors are registered, incoming streams are refused with RESET.
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          -spec address() -> #net_address{address :: term(), host :: term(), protocol :: term(), family :: term()}.


      


Return the address family to use.

  



  
    
      
    
    
      clear_connect_options(Node)



        
          
        

    

  


  

      

          -spec clear_connect_options(node()) -> ok.


      


Drop any pending connect-option overrides for Node.

  



  
    
      
    
    
      close(Listen)



        
          
        

    

  


  

      

          -spec close(Listen :: term()) -> ok.


      


Close the distribution listener.

  



  
    
      
    
    
      close_stream(StreamRef)



        
          
        

    

  


  

      

          -spec close_stream(StreamRef :: stream_ref()) -> ok | {error, term()}.


      


Close a user stream gracefully. This sends a FIN to the peer. When both sides have sent FIN, the owner receives {quic_dist_stream, StreamRef, closed}.

  



  
    
      
    
    
      controlling_process(StreamRef, NewOwner)



        
          
        

    

  


  

      

          -spec controlling_process(StreamRef :: stream_ref(), NewOwner :: pid()) -> ok | {error, term()}.


      


Transfer stream ownership to another process. The new owner will receive all subsequent messages for this stream.

  



  
    
      
    
    
      get_connect_options(Node)



        
          
        

    

  


  

      

          -spec get_connect_options(node()) -> map().


      


Look up the pending connect-option overrides for Node without consuming them. Returns an empty map if none are registered.

  



  
    
      
    
    
      get_controller(Node)



        
          
        

    

  


  

      

          -spec get_controller(Node :: node()) -> {ok, pid()} | {error, not_connected | not_quic_connection}.


      


Get the distribution controller for a connected node. Returns {ok, ControllerPid} if the node is connected, {error, not_connected} otherwise.

  



  
    
      
    
    
      is_node_name(Node)



        
          
        

    

  


  

      

          -spec is_node_name(atom()) -> boolean().


      


Check if a node name is valid.

  



  
    
      
    
    
      list_streams()



        
          
        

    

  


  

      

          -spec list_streams() -> [stream_info()].


      


List all user streams across all connected nodes.

  



  
    
      
    
    
      list_streams(Node)



        
          
        

    

  


  

      

          -spec list_streams(Node :: node()) -> [stream_info()].


      


List user streams for a specific connected node.
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          -spec listen(Name :: atom()) ->
                {ok, {LSocket :: term(), TcpAddress :: term(), Creation :: non_neg_integer()}} |
                {error, Reason :: term()}.


      


Start listening for incoming distribution connections.

  



  
    
      
    
    
      listen(Name, Opts)



        
          
        

    

  


  

      

          -spec listen(Name :: atom(), Opts :: map()) ->
                {ok, {LSocket :: term(), TcpAddress :: term(), Creation :: non_neg_integer()}} |
                {error, Reason :: term()}.


      


Start listening with options.

  



  
    
      
    
    
      open_stream(Node)



        
          
        

    

  


  

      

          -spec open_stream(Node :: node()) -> {ok, stream_ref()} | {error, term()}.


      


Open a bidirectional user stream to a connected node. Returns {ok, StreamRef} on success where StreamRef can be used with send/2,3 and close_stream/1. The caller becomes the stream owner.

  



  
    
      
    
    
      open_stream(Node, Options)



        
          
        

    

  


  

      

          -spec open_stream(Node :: node(), Options :: [stream_opt()]) -> {ok, stream_ref()} | {error, term()}.


      


Open a bidirectional user stream with options. Options: {priority, 16..255} - Stream priority (default: 128, lower = higher priority) Note: priorities 0-15 are reserved for distribution

  



  
    
      
    
    
      reset_stream(StreamRef)



        
          
        

    

  


  

      

          -spec reset_stream(StreamRef :: stream_ref()) -> ok | {error, term()}.


      


Reset/cancel a user stream immediately (notifies peer). Uses default error code 0.

  



  
    
      
    
    
      reset_stream(StreamRef, ErrorCode)



        
          
        

    

  


  

      

          -spec reset_stream(StreamRef :: stream_ref(), ErrorCode :: non_neg_integer()) -> ok | {error, term()}.


      


Reset/cancel a user stream with a specific error code. The peer receives the reset notification immediately.

  



  
    
      
    
    
      select(Node)



        
          
        

    

  


  

      

          -spec select(node()) -> boolean().


      


Check if this distribution module should be used for the given node. Returns true if the node name is valid and we can potentially connect.

  



  
    
      
    
    
      send(StreamRef, Data)



        
          
        

    

  


  

      

          -spec send(StreamRef :: stream_ref(), Data :: iodata()) -> ok | {error, term()}.


      


Send data on a user stream. Equivalent to send(StreamRef, Data, false).

  



  
    
      
    
    
      send(StreamRef, Data, Fin)



        
          
        

    

  


  

      

          -spec send(StreamRef :: stream_ref(), Data :: iodata(), Fin :: boolean()) -> ok | {error, term()}.


      


Send data on a user stream. When Fin is true, this marks the end of data on this stream (half-close).

  



  
    
      
    
    
      set_connect_options(Node, Opts)



        
          
        

    

  


  

      

          -spec set_connect_options(node(), map()) -> ok.


      


Register per-node connect-time option overrides for the next setup/5 attempt against Node. The map is merged on top of the defaults that connect_to_node/7 builds, so callers can override any key, including socket_backend and socket_adapter to route the underlying UDP packets through a custom transport (for example a MASQUE CONNECT-UDP tunnel), or external_psk to authenticate this peer with a different identity/secret than the cluster-wide default. See docs/PSK.md for the PSK option shapes.
The entry is consumed once (the first matching connect_to_node call clears it). Use clear_connect_options/1 to drop it without triggering a connect.

  



  
    
      
    
    
      setup(Node, Type, MyNode, LongOrShortNames, SetupTime)



        
          
        

    

  


  

      

          -spec setup(Node :: node(),
            Type :: atom(),
            MyNode :: node(),
            LongOrShortNames :: shortnames | longnames,
            SetupTime :: non_neg_integer()) ->
               pid().


      


Set up an outgoing distribution connection. Called by net_kernel to establish a connection to another node.

  



  
    
      
    
    
      stop_accepting(Node)



        
          
        

    

  


  

      

          -spec stop_accepting(Node :: node()) -> ok | {error, term()}.


      


Stop accepting incoming user streams from a node. Removes the calling process from the acceptor pool.

  


        

      


  

    TLS 1.3 External PSK

This guide covers TLS 1.3 external pre-shared key (PSK) support for
QUIC connections, defined by RFC 8446 §4.2.11.
External PSKs let two endpoints authenticate each other without
X.509 certificates by sharing a secret out of band.
This is not RFC 9258 (the PSK Importer). The secret
you pass is consumed as raw IKM by the TLS key schedule; no
derivation is layered on top. If you need importer-style derivation
to bind a PSK to a target protocol/KDF, do it before handing the
secret to this library.
When to use it
RFC 9257 §5.1 describes the typical use cases:
	Closed deployments where the operator controls both endpoints and
PKI would just add ceremony (cluster nodes, service-mesh peers).
	Device-to-device authentication with pre-provisioned secrets.
	Environments without a certificate authority (lab gear, embedded
devices, internal control planes).

Secret requirements
The PSK is consumed unchanged by HKDF, so you choose the entropy.
	Minimum 128 bits of entropy. Longer is fine.
	No truncation, no derivation. What you pass is what HKDF gets.
	Generate with crypto:strong_rand_bytes/1 or your KMS.
	Keep secrets in a vault or KMS. This library does not store them.

API
Client
{ok, Conn} = quic:connect(Host, Port, #{
    verify => false,
    alpn => [<<"echo">>],
    external_psk => {<<"client-id">>, <<"32-byte-shared-secret-...">>}
}, self()).
Two forms are accepted:
	{Identity, Secret}: defaults to mode [psk_dhe_ke]
(forward-secret).
	{Identity, Secret, Modes}: explicit non-empty list of
psk_dhe_ke | psk_ke. First match wins on the server.

external_psk and session_ticket are mutually exclusive. Passing
both yields {error, {bad_opts, psk_conflict}}.
Server
{ok, _} = quic:start_server(my_server, 4433, #{
    alpn => [<<"echo">>],
    %% Either or both:
    psks => #{<<"client-id">> => <<"32-byte-shared-secret-...">>},
    psk_callback => fun
        (<<"client-id">>) -> {ok, <<"32-byte-shared-secret-...">>};
        (_) -> not_found
    end
}).
Lookup order is psk_callback first, then psks map. Either or
both may be configured. They may coexist with cert/key. Without
PSK config and without cert/key, start_server/3 returns
{error, no_auth_method}.
A callback that raises is treated as not_found and logged at
warning level. It will not crash the handshake.
Modes
	psk_dhe_ke (default): PSK authentication with (EC)DHE.
Forward-secret. Use this unless you have a specific reason not
to.
	psk_ke: PSK only, no DHE. No forward secrecy. Use only on
endpoints that cannot do DHE or when forward secrecy is
explicitly out of scope.

Downgrade protection
When a client supplies external_psk, it requires the server to
select that PSK. If the server's ServerHello does not echo the
expected selected_psk_identity, the client aborts with
{error, psk_not_selected} rather than completing a cert-based
handshake. This prevents silent fallback to an unauthenticated
cert path when verify => false is in effect.
Mixed cert + PSK servers
A server configured with both certs and PSK selects per-handshake:
	Client offers a known PSK identity, binder verifies, compatible
mode → server selects PSK.
	Client offers an unknown identity OR no compatible mode → server
falls through to the cert path.
	Client offers a known identity but the binder fails to verify →
fatal decrypt_error alert. The server does not fall
through to cert in this case (silent downgrade prevention).

v1 limitations
	No 0-RTT / early_data on external PSK. A client offering
external_psk with early_data will have the early_data
extension ignored by the server.
	NewSessionTicket is not emitted on PSK-authenticated
handshakes. External PSK clients already hold a long-lived
credential.

Both items are tracked as follow-ups in docs/features.md.
Distribution
Erlang distribution over QUIC (quic_dist) supports PSK
authentication for certificate-less clustering. See
QUIC_DIST.md.


  

    QLOG Tracing Guide

QLOG is a standardized logging format for QUIC connections that enables debugging and performance analysis using tools like Wireshark and qvis.
Quick Start
%% Enable QLOG for a client connection
{ok, ConnRef} = quic:connect("example.com", 443, #{
    qlog => #{
        enabled => true,
        dir => "/tmp/qlog"
    }
}, self()).

%% Enable QLOG for a server
quic:start_server(my_server, 4433, #{
    cert => Cert,
    key => Key,
    qlog => #{
        enabled => true,
        dir => "/tmp/qlog"
    }
}).
Configuration Options
	Option	Type	Default	Description
	enabled	boolean	false	Enable QLOG tracing
	dir	string	"/tmp/qlog"	Directory for QLOG files
	events	all or [atom()]	all	Events to log

Event Types
Available event types for selective logging:
	Event	Description
	packet_sent	Outgoing packets
	packet_received	Incoming packets
	frames_processed	Frame processing details
	connection_started	Connection initiation
	connection_state_updated	State machine transitions
	connection_closed	Connection termination
	packets_acked	ACK processing
	packet_lost	Loss detection events
	metrics_updated	Congestion/RTT metrics

Selective Logging
%% Log only packet events
#{
    qlog => #{
        enabled => true,
        dir => "/tmp/qlog",
        events => [packet_sent, packet_received, packet_lost]
    }
}

%% Log everything (default)
#{
    qlog => #{
        enabled => true,
        events => all
    }
}
Application-wide Configuration
Enable QLOG globally via application environment:
%% In sys.config
[
    {quic, [
        {qlog, #{
            enabled => true,
            dir => "/var/log/quic/qlog"
        }}
    ]}
].
%% Or programmatically
application:set_env(quic, qlog, #{
    enabled => true,
    dir => "/var/log/quic/qlog"
}).
Connection-level options override application-level settings.
QLOG File Format
Files are written in JSON-SEQ format (one JSON object per line):
{"qlog_format":"JSON-SEQ","qlog_version":"0.4",...}
{"time":0,"name":"quic:connection_started",...}
{"time":15,"name":"quic:packet_sent",...}
{"time":23,"name":"quic:packet_received",...}
Filename Convention
{odcid_hex}_{vantage}_{timestamp}.qlog

Example: a1b2c3d4e5f6_client_1712345678901.qlog
	odcid_hex: Original Destination Connection ID in hex
	vantage: client or server
	timestamp: Unix timestamp in milliseconds

Viewing QLOG Files
Using qvis (Web-based)
	Visit https://qvis.quictools.info/
	Upload your .qlog file
	Explore connection timeline, congestion graphs, and frame details

Using Wireshark
	Open Wireshark
	Go to Analyze > Follow > QUIC Stream
	Import QLOG for correlation with packet captures

Command Line Analysis
# View raw QLOG
cat connection.qlog | jq .

# Extract packet events
cat connection.qlog | jq 'select(.name | startswith("quic:packet"))'

# Count events by type
cat connection.qlog | jq -r '.name' | sort | uniq -c

Example QLOG Events
Packet Sent
{
  "time": 150,
  "name": "quic:packet_sent",
  "data": {
    "packet_type": "1rtt",
    "packet_number": 42,
    "length": 1200,
    "frames": [
      {"frame_type": "stream", "stream_id": 0, "offset": 0, "length": 1150, "fin": false}
    ]
  }
}
Packet Lost
{
  "time": 500,
  "name": "quic:packet_lost",
  "data": {
    "packet_number": 38,
    "reason": "time_threshold"
  }
}
Metrics Updated
{
  "time": 600,
  "name": "quic:metrics_updated",
  "data": {
    "cwnd": 14720,
    "bytes_in_flight": 8500,
    "smoothed_rtt": 25,
    "rtt_variance": 5
  }
}
Connection State Updated
{
  "time": 50,
  "name": "quic:connection_state_updated",
  "data": {
    "old": "handshaking",
    "new": "connected"
  }
}
Performance Considerations
QLOG adds overhead due to:
	JSON encoding for each event
	File I/O (buffered with periodic flushes)
	Memory for event buffering

Recommendations
	Production: Disable by default, enable selectively for debugging
	Staging: Enable with selective events
	Development: Enable all events

%% Production: disabled
#{qlog => #{enabled => false}}

%% Staging: selective
#{qlog => #{enabled => true, events => [packet_lost, connection_closed]}}

%% Development: full
#{qlog => #{enabled => true, events => all}}
Buffer Settings
The QLOG writer uses:
	64KB buffer before forced flush
	100ms periodic flush interval
	Async writer process to avoid blocking connection

Debugging Common Issues
High Latency
Look for in QLOG:
	Large gaps between packet_sent and packets_acked
	High smoothed_rtt in metrics_updated
	Frequent packet_lost events

Packet Loss
Check QLOG for:
	packet_lost events with reason
	metrics_updated showing bytes_in_flight > cwnd
	Congestion window drops after loss

Handshake Failures
Examine:
	connection_started event
	frames_processed for CRYPTO frames
	connection_closed with error code

Example Analysis Script
-module(qlog_analyzer).
-export([analyze/1]).

analyze(Filename) ->
    {ok, Data} = file:read_file(Filename),
    Lines = binary:split(Data, <<"\n">>, [global, trim]),
    Events = [jsx:decode(L, [return_maps]) || L <- Lines, L =/= <<>>],

    %% Count events
    Counts = lists:foldl(fun(#{<<"name">> := Name}, Acc) ->
        maps:update_with(Name, fun(V) -> V + 1 end, 1, Acc)
    end, #{}, Events),

    %% Find lost packets
    Lost = [E || #{<<"name">> := <<"quic:packet_lost">>} = E <- Events],

    %% Calculate average RTT
    RTTs = [maps:get(<<"smoothed_rtt">>, D) ||
            #{<<"name">> := <<"quic:metrics_updated">>, <<"data">> := D} <- Events,
            maps:is_key(<<"smoothed_rtt">>, D)],
    AvgRTT = case RTTs of
        [] -> undefined;
        _ -> lists:sum(RTTs) / length(RTTs)
    end,

    #{
        event_counts => Counts,
        packets_lost => length(Lost),
        average_rtt => AvgRTT
    }.
Integration with Monitoring
Export to Prometheus
%% Parse QLOG metrics for Prometheus export
extract_metrics(QlogFile) ->
    %% Read final metrics_updated event
    {ok, Data} = file:read_file(QlogFile),
    Lines = lists:reverse(binary:split(Data, <<"\n">>, [global, trim])),

    %% Find last metrics event
    case find_metrics(Lines) of
        {ok, Metrics} ->
            #{
                quic_cwnd => maps:get(<<"cwnd">>, Metrics, 0),
                quic_rtt_ms => maps:get(<<"smoothed_rtt">>, Metrics, 0),
                quic_bytes_in_flight => maps:get(<<"bytes_in_flight">>, Metrics, 0)
            };
        error ->
            #{}
    end.
Alerting on Issues
%% Monitor QLOG for anomalies
monitor_qlog(Dir) ->
    Files = filelib:wildcard(Dir ++ "/*.qlog"),
    lists:foreach(fun(F) ->
        #{packets_lost := Lost} = qlog_analyzer:analyze(F),
        case Lost > 100 of
            true -> alert("High packet loss in " ++ F);
            false -> ok
        end
    end, Files).


  

    HTTP/3 Documentation

This document covers the HTTP/3 implementation (RFC 9114) built on top of the QUIC transport layer.
Overview
The HTTP/3 layer provides a high-level API for HTTP semantics over QUIC, including:
	Client connections and requests
	Server request handling
	Server push (RFC 9114 Section 4.6)
	QPACK header compression (RFC 9204)
	Graceful shutdown via GOAWAY

Public API Reference
All functions are exported from the quic_h3 module.
Client API
connect/2, connect/3
Establish an HTTP/3 connection to a server.
-spec connect(Host, Port) -> {ok, conn()} | {error, term()}.
-spec connect(Host, Port, Opts) -> {ok, conn()} | {error, term()}.
Arguments:
	Host - Hostname, IP address, or binary
	Port - TCP port number
	Opts - Connection options map

Options:
	Option	Type	Default	Description
	sync	boolean	false	Wait for H3 connection before returning
	connect_timeout	integer	5000	Timeout in ms for sync connect
	cert	binary	-	Client certificate (DER)
	key	term	-	Client private key
	cacerts	[binary()]	-	CA certificates for verification
	verify	atom	-	verify_none or verify_peer
	settings	map	-	HTTP/3 settings
	quic_opts	map	-	Additional QUIC options

Example:
{ok, Conn} = quic_h3:connect("example.com", 443, #{sync => true}).
request/2, request/3
Send an HTTP request.
-spec request(conn(), headers()) -> {ok, stream_id()} | {error, term()}.
-spec request(conn(), headers(), map()) -> {ok, stream_id()} | {error, term()}.
Opens a new request stream and sends the HEADERS frame. Returns the stream ID for tracking the response.
Required pseudo-headers:
	Header	Description
	:method	HTTP method (GET, POST, etc.)
	:scheme	URL scheme (https)
	:path	Request path
	:authority	Host authority

Example:
Headers = [
    {<<":method">>, <<"GET">>},
    {<<":scheme">>, <<"https">>},
    {<<":path">>, <<"/">>},
    {<<":authority">>, <<"example.com">>}
],
{ok, StreamId} = quic_h3:request(Conn, Headers).
wait_connected/2
Block until the connection is established.
-spec wait_connected(conn(), timeout()) -> ok | {error, timeout}.
Blocks until the connection is established and SETTINGS exchanged, or until the timeout expires.
Shared API (Client and Server)
send_data/3, send_data/4
Send body data on a request stream.
-spec send_data(conn(), stream_id(), binary()) -> ok | {error, term()}.
-spec send_data(conn(), stream_id(), binary(), boolean()) -> ok | {error, term()}.
For clients, this sends request body data. For servers, this sends response body data.
Set Fin to true to indicate the end of the body.
send_trailers/3
Send trailers on a request stream.
-spec send_trailers(conn(), stream_id(), headers()) -> ok | {error, term()}.
Trailers are sent after the body and signal the end of the stream.
cancel/2, cancel/3
Cancel a stream.
-spec cancel(conn(), stream_id()) -> ok.
-spec cancel(conn(), stream_id(), error_code()) -> ok.
Cancels the stream with H3_REQUEST_CANCELLED (default) or a specific error code.
goaway/1
Initiate graceful shutdown.
-spec goaway(conn()) -> ok.
Sends a GOAWAY frame to the peer. No new requests will be accepted, but existing streams will complete.
close/1
Close the connection.
-spec close(conn()) -> ok.
Immediately closes the HTTP/3 connection and underlying QUIC connection.
set_stream_handler/3, set_stream_handler/4
Register a handler to receive stream body data.
-spec set_stream_handler(conn(), stream_id(), pid()) ->
    ok | {ok, [{binary(), boolean()}]} | {error, term()}.
-spec set_stream_handler(conn(), stream_id(), pid(), map()) ->
    ok | {ok, [{binary(), boolean()}]} | {error, term()}.
By default, body data messages are sent to the connection owner. For server handlers that need to receive body data (e.g., POST bodies), call this function to redirect data to the handler process.
The handler will receive messages of the form:
{quic_h3, Conn, {data, StreamId, Data, Fin}}
If data arrived before registration, it is returned as a list of {Data, Fin} tuples.
Options:
	Option	Type	Default	Description
	drain_buffer	boolean	true	Return buffered data instead of sending as messages

Example:
handle_request(Conn, StreamId, <<"POST">>, _Path, _Headers) ->
    case quic_h3:set_stream_handler(Conn, StreamId, self()) of
        ok ->
            receive_body(Conn, StreamId, <<>>);
        {ok, BufferedChunks} ->
            Body = process_chunks(BufferedChunks),
            receive_body(Conn, StreamId, Body)
    end.
unset_stream_handler/2
Unregister a stream handler.
-spec unset_stream_handler(conn(), stream_id()) -> ok.
Future data will be sent to the connection owner.
get_settings/1
Get local HTTP/3 settings.
-spec get_settings(conn()) -> map().
get_peer_settings/1
Get peer HTTP/3 settings.
-spec get_peer_settings(conn()) -> map() | undefined.
Returns undefined if SETTINGS has not been received yet.
Server API
start_server/3
Start an HTTP/3 server.
-spec start_server(Name, Port, Opts) -> {ok, pid()} | {error, term()}.
Arguments:
	Name - Server name (atom)
	Port - Listen port
	Opts - Server options map

Options:
	Option	Type	Required	Description
	cert	binary	Yes	DER-encoded certificate
	key	term	Yes	Private key
	handler	fun/5 or module	No	Request handler
	settings	map	No	HTTP/3 settings
	quic_opts	map	No	Additional QUIC options

The handler can be:
	A function: fun(Conn, StreamId, Method, Path, Headers) -> ok
	A module implementing handle_request/5

Example:
{ok, _} = quic_h3:start_server(my_server, 4433, #{
    cert => CertDer,
    key => KeyTerm,
    handler => fun(Conn, StreamId, <<"GET">>, Path, _) ->
        Body = <<"Hello from ", Path/binary>>,
        quic_h3:send_response(Conn, StreamId, 200, []),
        quic_h3:send_data(Conn, StreamId, Body, true)
    end
}).
stop_server/1
Stop an HTTP/3 server.
-spec stop_server(atom()) -> ok | {error, term()}.
send_response/4
Send an HTTP response (server only).
-spec send_response(conn(), stream_id(), status(), headers()) -> ok | {error, term()}.
Sends the response status and headers. The body should be sent separately using send_data/4.
Server Push API (RFC 9114 Section 4.6)
push/3
Initiate a server push (server only).
-spec push(conn(), stream_id(), headers()) -> {ok, push_id()} | {error, term()}.
Sends a PUSH_PROMISE on the request stream and allocates a push ID.
Returns the push ID for subsequent send_push_response/send_push_data calls.
The Headers should contain the pseudo-headers for the pushed request:
:method, :scheme, :authority, and :path.
Example:
{ok, PushId} = quic_h3:push(Conn, StreamId, [
    {<<":method">>, <<"GET">>},
    {<<":scheme">>, <<"https">>},
    {<<":authority">>, <<"example.com">>},
    {<<":path">>, <<"/style.css">>}
]).
send_push_response/4
Send response headers on a push stream (server only).
-spec send_push_response(conn(), push_id(), status(), headers()) -> ok | {error, term()}.
After push/3 returns a push ID, use this to send the response headers.
send_push_data/4
Send data on a push stream (server only).
-spec send_push_data(conn(), push_id(), binary(), boolean()) -> ok | {error, term()}.
Set Fin to true to indicate this is the last data.
Client Push API
set_max_push_id/2
Set the maximum push ID (client only).
-spec set_max_push_id(conn(), push_id()) -> ok | {error, term()}.
This enables server push up to the specified push ID. Call this after connecting to allow the server to push resources. The MaxPushId cannot be decreased once set.
Example:
%% Enable push with up to 10 promised resources (push IDs 0-9)
ok = quic_h3:set_max_push_id(Conn, 9).
cancel_push/2
Cancel a push (client only).
-spec cancel_push(conn(), push_id()) -> ok.
Sends CANCEL_PUSH to tell the server we don't want this push. Can be called after receiving a push_promise notification.
Extension Streams (stream_type_handler)
HTTP/3 layers extensions on top of unidirectional streams by assigning
them new type codepoints — WebTransport's WT_STREAM (varint 0x54) is
the canonical example. By default, RFC 9114 §6.2.3 says the server MUST
ignore unknown types: the bytes are discarded and the stream is left
alone. Set stream_type_handler to take them over instead.
The handler is a function the connection calls whenever it sees a new
uni stream with a type it doesn't recognise:
stream_type_handler => fun((uni, StreamId, VarintType) -> claim | ignore)
Return claim to take ownership of the stream, or ignore to fall back
to the default discard. The option can be passed to either
quic_h3:connect/3 or quic_h3:start_server/3.
Claim = fun
    (uni, _StreamId, 16#54) -> claim;   %% WebTransport WT_STREAM
    (_, _, _)               -> ignore
end,
{ok, _} = quic_h3:start_server(my_server, 4433, #{
    cert => Cert, key => Key,
    handler => fun my_http_handler/5,
    stream_type_handler => Claim
}).
Once a stream is claimed, the connection owner receives these events:
	Event	Description
	{stream_type_open, uni, StreamId, VarintType}	Claim accepted; no payload yet
	{stream_type_data, uni, StreamId, Data, Fin}	Raw bytes received on the claimed stream
	{stream_type_closed, uni, StreamId}	Peer closed the stream

To send on a claimed stream, retrieve the QUIC connection with
quic_h3:get_quic_conn/1 and call quic:send_data/4 directly; H3 does
not frame or encode the payload.
Bidirectional streams go through the same claim hook. The handler is
consulted on the first varint of every peer-initiated bidi stream,
before HTTP/3 request parsing kicks in. WebTransport's
WT_BIDI_SIGNAL (varint 0x41) is the canonical use:
Claim = fun
    (uni,  _StreamId, 16#54) -> claim;   %% WT_STREAM
    (bidi, _StreamId, 16#41) -> claim;   %% WT_BIDI_SIGNAL
    (_, _, _)                -> ignore
end,
On claim, the owner sees bidi versions of the same events:
	Event	Description
	{stream_type_open, bidi, StreamId, VarintType}	Claim accepted; no payload yet
	{stream_type_data, bidi, StreamId, Data, Fin}	Raw bytes on the claimed stream
	{stream_type_closed, bidi, StreamId}	Peer closed the stream
	{stream_type_reset, bidi, StreamId, ErrorCode}	Peer reset the stream with a non-zero code
	{stream_type_stop_sending, bidi, StreamId, ErrorCode}	Peer sent STOP_SENDING

On ignore, the bidi stream falls back to the HTTP/3 request path
exactly as if the hook had never fired — every buffered byte
(including the varint that was peeked) is replayed through the
request parser, so legitimate HEADERS-starting peers are
unaffected.
The same claimed-stream reset/stop_sending events fire on uni
streams too.
Client-initiated claimed bidi streams
The peer-initiated path above covers streams the remote opens. A
client that needs to open a bidi stream with its own extension
signal (e.g. WebTransport's WT_BIDI_SIGNAL 0x41) uses
quic_h3:open_bidi_stream/1,2:
{ok, StreamId} = quic_h3:open_bidi_stream(H3Conn, 16#41),
QuicConn = quic_h3:get_quic_conn(H3Conn),
ok = quic:send_data(QuicConn, StreamId,
                    <<SignalVarint/binary, SessionVarint/binary, Payload/binary>>,
                    false).
The H3 connection records the claim in the same table peer-initiated
claims use, emits {stream_type_open, bidi, StreamId, SignalType}
to the owner at open time, and routes inbound bytes on the stream
as {stream_type_data, bidi, ...} events instead of HTTP/3 request
frames.
open_bidi_stream/1 and open_bidi_stream(Conn, undefined) skip
the claim and return a plain bidi stream that the H3 layer will
treat as a normal request.
The caller is responsible for writing the signal-type varint and
any session/header prefix; this API is extension-agnostic.
Per-connection owner
By default every H3 connection spawned by start_server/3 delivers
extension-stream events (claimed streams, H3 datagrams) to the single
process that called start_server/3. Extension libraries that host
many concurrent sessions on one listener can pick a dedicated owner
pid per H3 connection via the connection_handler option:
{ok, _} = quic_h3:start_server(my_server, 4433, #{
    cert => Cert, key => Key,
    stream_type_handler => Claim,
    h3_datagram_enabled => true,
    connection_handler => fun(_QuicConnPid) ->
        #{owner => spawn(fun my_router:loop/0)}
    end
}).
The returned map's owner, handler, stream_type_handler,
h3_datagram_enabled, and settings keys replace the listener
defaults for that single connection; absent keys inherit.
connection_handler vs set_stream_handler/3
These solve different problems and compose rather than overlap.
	set_stream_handler/3,4 reroutes the body {data, StreamId, Data, Fin} events of an already-classified HTTP/3 request stream to a
chosen pid, returning any bytes buffered before registration. It
only works on streams already present in the connection's request
map; extension-claimed streams (WT uni 0x54, WT bidi 0x41)
aren't request streams and can't be registered this way. Other
events on the same request stream ({request, ...},
{trailers, ...}, {stream_reset, ...}) still reach the
connection owner.
	connection_handler picks the connection's owner pid at
construction, before any stream exists. Every connection-level
event — {connected, ...}, {request, ...},
{stream_type_*, ...}, {datagram, StreamId, ...} — is routed to
it. Use this to spawn one router process per H3 connection when
hosting many concurrent extension sessions on a single listener.

A WebTransport or CONNECT-UDP server uses connection_handler to
create a per-connection router and then simply consumes
{stream_type_*, ...} or {datagram, ...} events directly.
set_stream_handler isn't involved unless the same connection is
also serving plain HTTP/3 requests whose bodies benefit from
streaming to a different process.
HTTP Datagrams (RFC 9297)
Enable with h3_datagram_enabled => true on either
quic_h3:connect/3 or quic_h3:start_server/3. The H3 layer then
advertises SETTINGS_H3_DATAGRAM = 1, and — unless you explicitly set
max_datagram_frame_size in your QUIC options — automatically opens
RFC 9221 datagram support with a 65535-byte cap. Both sides must
negotiate for the extension to go live; check with
quic_h3:h3_datagrams_enabled/1.
Each datagram is bound to a request stream via a quarter-stream-id
varint prefix; that encoding is applied automatically. Callers just
supply the stream id and payload:
{ok, _} = quic_h3:start_server(my_server, 4433, #{
    cert => Cert, key => Key,
    handler => fun my_http_handler/5,
    h3_datagram_enabled => true
}).

%% Inside a handler, once you have a StreamId for the request:
ok = quic_h3:send_datagram(Conn, StreamId, <<"ping">>).
The owner process receives one event per inbound datagram:
	Event	Description
	{datagram, StreamId, Payload}	H3 datagram delivered on the given request stream

Datagrams for unknown stream ids are dropped silently per RFC 9297 §5.
quic_h3:max_datagram_size/2 reports the largest payload that fits
under the peer's cap minus the quarter-stream-id prefix. Everything
else — loss, congestion drops, PMTU clamping — surfaces as the
RFC 9221 error atoms from the QUIC layer (datagram_too_large,
datagram_too_large_for_path, congestion_limited, etc.).
This is the layer a CONNECT-UDP (RFC 9298) library builds on: once
HTTP Datagrams are live on an extended CONNECT stream, the library
adds its Context ID prefix and forwards UDP payloads through
send_datagram/3.
Capsule Protocol (RFC 9297 §3.2)
RFC 9297 also defines a reliable framing for the request stream body
itself — capsules. A capsule is Type(varint) | Length(varint) | Value
and is the channel CONNECT-UDP uses for session-level signalling
distinct from unreliable datagrams.
quic_h3_capsule is a primitive codec; it does not own the request
stream body. Buffer bytes as they arrive and feed them to decode/1
until the result is no longer {more, _}:
Encoded = quic_h3_capsule:encode(16#00, <<"payload">>),
{ok, {Type, Value, Rest}} = quic_h3_capsule:decode(iolist_to_binary(Encoded)).
Registered capsule type constants are in include/quic_h3.hrl:
?H3_CAPSULE_DATAGRAM (0x00) and ?H3_CAPSULE_LEGACY_DATAGRAM
(0xff37a0). Unknown types are returned as their varint value so
extensions can claim their own codepoints.
Building extension libraries
The primitives above are designed to support both WebTransport and
CONNECT-UDP (RFC 9298) as separate libraries. Here's which hook
each one relies on:
	Hook	WebTransport	CONNECT-UDP
	Extended CONNECT (enable_connect_protocol)	:protocol = webtransport	:protocol = connect-udp
	H3 datagrams (h3_datagram_enabled)	WT datagrams keyed by the CONNECT stream	UDP payloads keyed by the CONNECT stream + Context ID
	Capsule codec (quic_h3_capsule)	CLOSE_WEBTRANSPORT_SESSION, DRAIN_WEBTRANSPORT_SESSION	RFC 9298 §3.5 DATAGRAM capsules
	Bidi 0x41 claim (stream_type_handler)	WT_BIDI_SIGNAL on new peer-initiated bidi streams	not used — one extended-CONNECT bidi stream per session is all
	Uni 0x54 claim (stream_type_handler)	WT_STREAM on new peer-initiated uni streams	not used
	Per-connection owner (connection_handler)	Dedicated session manager per H3 connection	Dedicated session manager per H3 connection
	Reset / STOP_SENDING (stream_type_reset, stream_type_stop_sending)	Propagates to WT stream FSM	Only fires on claimed streams, so unused by CONNECT-UDP

A CONNECT-UDP server looks like:
{ok, _} = quic_h3:start_server(udp_proxy, 443, #{
    cert => C, key => K,
    settings => #{enable_connect_protocol => 1},
    h3_datagram_enabled => true,
    connection_handler => fun(_) ->
        #{owner => spawn(fun udp_proxy_conn:loop/0)}
    end,
    handler => fun handle_connect_udp_request/5
}).
The per-connection owner process receives
{quic_h3, Conn, {datagram, StreamId, Payload}} and demultiplexes by
StreamId (= CONNECT request stream id). It decodes RFC 9298's
Context ID prefix out of Payload, then forwards the UDP bytes. Body
capsules on the same stream go through quic_h3_capsule:decode/1.
No stream_type_handler involvement at all.
A WebTransport server adds a stream_type_handler that claims uni
(0x54) and bidi (0x41) streams, mapping session-id bytes to its
own router. Same connection_handler + h3_datagram_enabled
pattern; the two extensions coexist on the same listener if needed.
Messages to Owner
The connection owner process receives messages in the form {quic_h3, Conn, Event}.
Connection Events
	Event	Description
	connected	H3 connection established, SETTINGS exchanged
	goaway_sent	GOAWAY sent, no new streams accepted
	{goaway, StreamId}	GOAWAY received from peer
	{closed, Reason}	Connection closed

Request/Response Events
	Event	Description
	{request, StreamId, Method, Path, Headers}	Request received (server)
	{response, StreamId, Status, Headers}	Response headers received (client)
	{data, StreamId, Data, Fin}	Body data received
	{trailers, StreamId, Trailers}	Trailers received

Push Events
	Event	Description
	{push_promise, PushId, RequestStreamId, Headers}	Push promise received (client)
	{push_response, PushId, Status, Headers}	Push response headers (client)
	{push_data, PushId, Data, Fin}	Push response data (client)
	{push_complete, PushId}	Push stream completed (client)
	{push_cancelled, PushId}	Push was cancelled (client)

Extension Stream Events
Emitted only when a stream_type_handler has claimed the stream — see
Extension Streams above.
	Event	Description
	{stream_type_open, uni, StreamId, VarintType}	Extension claimed a new uni stream
	{stream_type_data, uni, StreamId, Data, Fin}	Raw bytes on a claimed stream
	{stream_type_closed, uni, StreamId}	Peer closed a claimed stream

HTTP Datagram Events (RFC 9297)
Emitted only when h3_datagram_enabled => true was negotiated by both
sides — see HTTP Datagrams (RFC 9297) above.
	Event	Description
	{datagram, StreamId, Payload}	H3 datagram delivered on the given request stream

Error Events
	Event	Description
	{stream_reset, StreamId, ErrorCode}	Stream was reset
	{error, Reason}	Connection error

Module Internals
quic_h3_connection.erl
Core gen_statem implementing the HTTP/3 connection state machine.
State Machine:
              ┌────────────────┐
              │  awaiting_quic │
              └───────┬────────┘
                      │ QUIC connected
                      ▼
              ┌────────────────┐
              │  h3_connecting │
              └───────┬────────┘
                      │ SETTINGS exchanged
                      ▼
              ┌────────────────┐
      ┌───────│   connected    │───────┐
      │       └────────────────┘       │
      │ goaway sent              goaway received
      ▼                                ▼
┌─────────────┐                ┌───────────────┐
│ goaway_sent │                │goaway_received│
└──────┬──────┘                └───────┬───────┘
       │                               │
       └───────────┬───────────────────┘
                   ▼
              ┌─────────┐
              │ closing │
              └─────────┘
Critical Streams:
The connection manages three critical unidirectional streams:
	Stream	Purpose
	Control	SETTINGS, GOAWAY, MAX_PUSH_ID frames
	QPACK Encoder	Dynamic table update instructions
	QPACK Decoder	Header acknowledgments

State Record Fields:
	Field	Description
	quic_conn	Underlying QUIC connection pid
	role	client or server
	owner	Owner process pid
	local_settings	Our HTTP/3 settings
	peer_settings	Peer's HTTP/3 settings
	streams	Map of active request streams
	push_streams	Map of active push streams (server)
	blocked_streams	Streams waiting for QPACK instructions

quic_h3_frame.erl
Frame encoding and decoding (RFC 9114 Section 7.2).
Exports:
	Function	Description
	encode/1	Encode any frame type
	encode_data/1	Encode DATA frame
	encode_headers/1	Encode HEADERS frame
	encode_settings/1	Encode SETTINGS frame
	encode_goaway/1	Encode GOAWAY frame
	encode_push_promise/2	Encode PUSH_PROMISE frame
	encode_max_push_id/1	Encode MAX_PUSH_ID frame
	encode_cancel_push/1	Encode CANCEL_PUSH frame
	decode/1	Decode single frame
	decode_all/1	Decode all frames from buffer
	decode_stream_type/1	Decode unidirectional stream type
	default_settings/0	Get default HTTP/3 settings

Frame Types:
	Type	Code	Description
	DATA	0x00	Body data
	HEADERS	0x01	QPACK-encoded headers
	CANCEL_PUSH	0x03	Cancel a push
	SETTINGS	0x04	Connection settings
	PUSH_PROMISE	0x05	Push promise
	GOAWAY	0x07	Graceful shutdown
	MAX_PUSH_ID	0x0D	Maximum push ID

quic_h3.hrl
Constants and record definitions.
Key Records:
-record(h3_stream, {
    id :: non_neg_integer(),
    type :: request | push,
    state :: idle | open | half_closed_local | half_closed_remote | closed,
    method :: binary() | undefined,
    path :: binary() | undefined,
    headers = [] :: [{binary(), binary()}],
    trailers = [] :: [{binary(), binary()}],
    status :: non_neg_integer() | undefined,
    frame_state :: expecting_headers | expecting_data | expecting_trailers | complete
}).
Settings Constants:
	Constant	Value	Description
	H3_SETTINGS_QPACK_MAX_TABLE_CAPACITY	0x01	QPACK dynamic table size
	H3_SETTINGS_MAX_FIELD_SECTION_SIZE	0x06	Max header block size
	H3_SETTINGS_QPACK_BLOCKED_STREAMS	0x07	Max blocked streams
	H3_SETTINGS_ENABLE_CONNECT_PROTOCOL	0x08	Enable CONNECT protocol

Error Codes:
	Constant	Value	Description
	H3_QPACK_DECOMPRESSION_FAILED	0x200	QPACK decompression error
	H3_QPACK_ENCODER_STREAM_ERROR	0x201	Encoder stream error
	H3_QPACK_DECODER_STREAM_ERROR	0x202	Decoder stream error

Testing Guide
Unit Tests (EUnit)
# Run all tests
rebar3 eunit

# Run specific test modules
rebar3 eunit --module=quic_h3_tests              # API tests
rebar3 eunit --module=quic_h3_frame_tests        # Frame encode/decode tests
rebar3 eunit --module=quic_h3_compliance_tests   # RFC 9114 compliance tests
rebar3 eunit --module=quic_h3_push_tests         # Server push tests

Property Tests (PropEr)
# Run all property tests
rebar3 proper

# Run H3 frame property tests
rebar3 proper --module=quic_h3_frame_prop_tests

E2E Tests (Common Test)
E2E tests require Docker containers for interoperability testing.
Start Docker services:
# Start H3 server for client tests
docker compose -f docker/docker-compose.yml up h3-server -d

# Start push-enabled server
docker compose -f docker/docker-compose.yml up h3-push-server -d

Run tests:
# Client E2E tests against aioquic server
H3_SERVER_HOST=127.0.0.1 H3_SERVER_PORT=4435 rebar3 ct --suite=quic_h3_e2e_SUITE

# Server tests with aioquic clients
rebar3 ct --suite=quic_h3_server_SUITE

# h3spec conformance tests
rebar3 ct --suite=quic_h3_h3spec_SUITE

Docker Services:
	Service	Port	Purpose
	h3-server	4435/udp	HTTP/3 server for client tests
	h3-push-server	4436/udp	HTTP/3 server with push support
	aioquic-h3-client	-	Client tool for server tests

Environment Variables:
	Variable	Default	Description
	H3_SERVER_HOST	127.0.0.1	H3 test server host
	H3_SERVER_PORT	4435	H3 test server port
	H3_PUSH_ENABLED	-	Set to 1 for push server

Certificates
Generate test certificates before running E2E tests:
./certs/generate_certs.sh

This creates:
	certs/cert.pem - Server certificate
	certs/priv.key - Server private key

Usage Examples
Simple Client
%% Connect and make a request
{ok, Conn} = quic_h3:connect("example.com", 443, #{sync => true}),

Headers = [
    {<<":method">>, <<"GET">>},
    {<<":scheme">>, <<"https">>},
    {<<":path">>, <<"/">>},
    {<<":authority">>, <<"example.com">>}
],
{ok, StreamId} = quic_h3:request(Conn, Headers),

%% Receive response
receive
    {quic_h3, Conn, {response, StreamId, Status, RespHeaders}} ->
        io:format("Status: ~p~nHeaders: ~p~n", [Status, RespHeaders])
end,

%% Receive body
receive
    {quic_h3, Conn, {data, StreamId, Body, true}} ->
        io:format("Body: ~s~n", [Body])
end,

quic_h3:close(Conn).
POST Request with Body
{ok, Conn} = quic_h3:connect("example.com", 443, #{sync => true}),

Headers = [
    {<<":method">>, <<"POST">>},
    {<<":scheme">>, <<"https">>},
    {<<":path">>, <<"/api/data">>},
    {<<":authority">>, <<"example.com">>},
    {<<"content-type">>, <<"application/json">>}
],
{ok, StreamId} = quic_h3:request(Conn, Headers),

%% Send body
quic_h3:send_data(Conn, StreamId, <<"{\"key\":\"value\"}">>, true),

%% Handle response...
Simple Server
Handler = fun(Conn, StreamId, Method, Path, Headers) ->
    case {Method, Path} of
        {<<"GET">>, <<"/">>} ->
            quic_h3:send_response(Conn, StreamId, 200, [
                {<<"content-type">>, <<"text/plain">>}
            ]),
            quic_h3:send_data(Conn, StreamId, <<"Hello, HTTP/3!">>, true);
        _ ->
            quic_h3:send_response(Conn, StreamId, 404, []),
            quic_h3:send_data(Conn, StreamId, <<"Not Found">>, true)
    end
end,

{ok, _} = quic_h3:start_server(my_server, 4433, #{
    cert => CertDer,
    key => KeyTerm,
    handler => Handler
}).
Server Push
Handler = fun(Conn, StreamId, <<"GET">>, <<"/page.html">>, _Headers) ->
    %% Push associated resources
    {ok, CssPushId} = quic_h3:push(Conn, StreamId, [
        {<<":method">>, <<"GET">>},
        {<<":scheme">>, <<"https">>},
        {<<":authority">>, <<"example.com">>},
        {<<":path">>, <<"/style.css">>}
    ]),

    %% Send push response
    ok = quic_h3:send_push_response(Conn, CssPushId, 200, [
        {<<"content-type">>, <<"text/css">>}
    ]),
    ok = quic_h3:send_push_data(Conn, CssPushId, CssContent, true),

    %% Send main response
    quic_h3:send_response(Conn, StreamId, 200, [
        {<<"content-type">>, <<"text/html">>}
    ]),
    quic_h3:send_data(Conn, StreamId, HtmlContent, true)
end.
Client Receiving Push
{ok, Conn} = quic_h3:connect("example.com", 443, #{sync => true}),

%% Enable server push
ok = quic_h3:set_max_push_id(Conn, 10),

%% Make request
{ok, _StreamId} = quic_h3:request(Conn, Headers),

%% Handle events
loop(Conn) ->
    receive
        {quic_h3, Conn, {response, StreamId, Status, Headers}} ->
            io:format("Response ~p: ~p~n", [StreamId, Status]),
            loop(Conn);
        {quic_h3, Conn, {push_promise, PushId, _ReqStreamId, Headers}} ->
            io:format("Push promised: ~p -> ~p~n", [PushId, Headers]),
            loop(Conn);
        {quic_h3, Conn, {push_response, PushId, Status, _Headers}} ->
            io:format("Push ~p response: ~p~n", [PushId, Status]),
            loop(Conn);
        {quic_h3, Conn, {push_data, PushId, Data, true}} ->
            io:format("Push ~p complete: ~p bytes~n", [PushId, byte_size(Data)]),
            loop(Conn);
        {quic_h3, Conn, {closed, _}} ->
            done
    end.
Benchmarks
test/quic_h3_bench.erl exercises five sub-benchmarks against an
in-process server. Run via:
rebar3 as test shell
1> quic_h3_bench:run().

Latest run on Erlang/OTP 28, Apple M-series, loopback (single-core
loopback path; numbers are not network-representative and meant for
relative comparison across changes):
	Benchmark	Result
	connection_setup	100 iterations, p50 2.5 ms, p99 3.0 ms
	latency	1000/1000 GETs, p50 149 µs, p99 266 µs
	throughput	5 MiB POST + 5 MiB echo in 219 ms (45.7 MB/s)
	concurrent	50/50 streams in 6 ms (8333 streams/s)
	qpack	small encode 0.9 µs, large 33.8 µs, decode 36.9 µs

Individual benchmarks can be invoked directly:
quic_h3_bench:latency(1000).         % N requests on one connection
quic_h3_bench:throughput(5242880).   % POST + echo of N bytes
quic_h3_bench:concurrent(100).       % N in-flight streams
quic_h3_bench:connection_setup(100). % N fresh connections
quic_h3_bench:qpack_bench().         % header (de)compression micro-bench
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        decode(Secret, Token)

      


        Decode a token envelope. Returns the kind, bound address, timestamp, and (for retries) the original DCID. Signature is NOT verified here; callers pass the result through validate/3.



    


    
      
        encode_new_token(Secret, Addr, Ts)

      


        Encode a NEW_TOKEN for a client address.



    


    
      
        encode_retry(Secret, Addr, ODCID, Ts)

      


        Encode a retry token binding a client address, timestamp, and the original DCID from the Initial that triggered the retry.



    


    
      
        validate(_, Opts)

      


        Validate a decoded token: the signature must match (checked in decode/2) and the timestamp must be within max_age_ms of now. The address is checked by the listener against the current source. The retry token's ODCID is NOT compared here — it carries the client's original DCID so the server can recover it for the original_destination_connection_id transport param (RFC 9000 §7.3), not to be matched against the retried Initial's DCID.
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          -type kind() :: retry | new_token.
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          -spec decode(binary(), binary()) ->
                {ok,
                 #{kind := kind(),
                   addr := addr(),
                   ts := non_neg_integer(),
                   odcid := binary() | undefined}} |
                {error, term()}.


      


Decode a token envelope. Returns the kind, bound address, timestamp, and (for retries) the original DCID. Signature is NOT verified here; callers pass the result through validate/3.
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          -spec encode_new_token(binary(), addr(), non_neg_integer()) -> binary().


      


Encode a NEW_TOKEN for a client address.
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          -spec encode_retry(binary(), addr(), binary(), non_neg_integer()) -> binary().


      


Encode a retry token binding a client address, timestamp, and the original DCID from the Initial that triggered the retry.
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          -spec validate(map(), #{max_age_ms => non_neg_integer()}) -> ok | {error, term()}.


      


Validate a decoded token: the signature must match (checked in decode/2) and the timestamp must be within max_age_ms of now. The address is checked by the listener against the current source. The retry token's ODCID is NOT compared here — it carries the client's original DCID so the server can recover it for the original_destination_connection_id transport param (RFC 9000 §7.3), not to be matched against the retried Initial's DCID.
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QUIC application behaviour.
This module implements the OTP application behaviour for the QUIC library, providing supervision and lifecycle management for multi-pool server support.
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        Start the QUIC application. Creates the top-level supervision tree for multi-pool server support.
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        Stop the QUIC application.
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          -spec start(application:start_type(), term()) -> {ok, pid()} | {error, term()}.


      


Start the QUIC application. Creates the top-level supervision tree for multi-pool server support.
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          -spec stop(term()) -> ok.


      


Stop the QUIC application.
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QUIC BBRv3 congestion control implementation.
BBRv3 (Bottleneck Bandwidth and Round-trip propagation time) is a model-based congestion control algorithm that aims to maximize throughput while minimizing latency and packet loss.
HyStart++ (RFC 9406) provides additional RTT-based startup exit detection alongside BBR's bandwidth plateau detection for earlier, safer exits.
[bookmark: States]States
1. Startup: Exponential bandwidth probing (2.77x pacing gain) with HyStart++ RTT monitoring 2. Drain: Reduce queue built during startup (0.35x pacing gain) 3. ProbeBW: Steady-state with cycling phases (DOWN/CRUISE/REFILL/UP) 4. ProbeRTT: Periodic RTT measurement with reduced cwnd
[bookmark: Key_Concepts]Key Concepts
- BDP (Bandwidth-Delay Product): max_bw * min_rtt - Pacing Rate: pacing_gain * max_bw * 0.99 - CWND: cwnd_gain * BDP (minimum 4 packets) - Delivery Rate: Measured bandwidth from ACK feedback
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        available_cwnd(Bbr_state)

      


        Get the available congestion window.



    


    
      
        bytes_in_flight(Bbr_state)

      


        Get bytes currently in flight.



    


    
      
        can_send(Bbr_state, Size)

      


        Check if we can send more bytes.



    


    
      
        can_send_control(Bbr_state, Size)

      


        Check if a control message can be sent.



    


    
      
        cwnd(Bbr_state)

      


        Get the current congestion window.



    


    
      
        detect_persistent_congestion(LostPackets, PTO, State)

      


        Detect persistent congestion from lost packets.



    


    
      
        ecn_ce_counter(Bbr_state)

      


        Get the current ECN-CE counter.



    


    
      
        get_pacing_tokens(Bbr_state, Size)

      


        Get tokens for sending.



    


    
      
        in_recovery(Bbr_state)

      


        Check if in recovery phase.



    


    
      
        in_slow_start(Bbr_state)

      


        Check if in slow start phase (Startup state for BBR).



    


    
      
        max_datagram_size(Bbr_state)

      


        Get the current max datagram size.



    


    
      
        min_recovery_duration(Bbr_state)

      


        Get minimum recovery duration setting (milliseconds, matching the public option contract; stored internally as microseconds).



    


    
      
        new(Opts)

      


        Create a new BBRv3 congestion control state.



    


    
      
        on_congestion_event(Bbr_state, SentTimeMs)

      


        Handle a congestion event (packet loss detected).



    


    
      
        on_ecn_ce(Bbr_state, NewCECount)

      


        Handle ECN-CE signal.



    


    
      
        on_packet_sent(Bbr_state, Size)

      


        Record that a packet was sent.



    


    
      
        on_packets_acked(State, AckedBytes)

      


        Process acknowledged packets (2-arg version).



    


    
      
        on_packets_acked(State, AckedBytes, AckTimeMs)

      


        Process acknowledged packets with timing info. AckTime is the sent-time of the largest acked packet, in ms (supplied by quic_connection). We convert to µs on entry and work in microsecond precision throughout — loopback RTTs round to 0 ms otherwise, which collapses BDP.



    


    
      
        on_packets_lost(Bbr_state, LostBytes)

      


        Process lost packets.



    


    
      
        on_persistent_congestion(Bbr_state)

      


        Handle persistent congestion.



    


    
      
        pacing_allows(Bbr_state, Size)

      


        Check if pacing allows sending Size bytes.



    


    
      
        pacing_delay(Bbr_state, Size)

      


        Calculate pacing delay.



    


    
      
        send_check(Bbr_state, Size, Urgency)

      


        Fused cwnd + pacing check for the hot send path.



    


    
      
        ssthresh(State)

      


        Get the slow start threshold. BBR doesn't use ssthresh; returns infinity.



    


    
      
        update_mtu(Bbr_state, NewMTU)

      


        Update congestion control state when MTU changes.



    


    
      
        update_pacing_rate(State, SmoothedRTT)

      


        Update pacing rate based on smoothed RTT. Note: BBR primarily uses its own pacing_rate calculation, but this callback allows external RTT info integration.
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          -spec available_cwnd(cc_state()) -> non_neg_integer().


      


Get the available congestion window.
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          -spec bytes_in_flight(cc_state()) -> non_neg_integer().


      


Get bytes currently in flight.

  



  
    
      
    
    
      can_send(Bbr_state, Size)



        
          
        

    

  


  

      

          -spec can_send(cc_state(), non_neg_integer()) -> boolean().


      


Check if we can send more bytes.

  



  
    
      
    
    
      can_send_control(Bbr_state, Size)



        
          
        

    

  


  

      

          -spec can_send_control(cc_state(), non_neg_integer()) -> boolean().


      


Check if a control message can be sent.
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          -spec cwnd(cc_state()) -> non_neg_integer().


      


Get the current congestion window.
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          -spec detect_persistent_congestion([{non_neg_integer(), non_neg_integer()}],
                                   non_neg_integer(),
                                   cc_state()) ->
                                      boolean().


      


Detect persistent congestion from lost packets.

  



  
    
      
    
    
      ecn_ce_counter(Bbr_state)



        
          
        

    

  


  

      

          -spec ecn_ce_counter(cc_state()) -> non_neg_integer().


      


Get the current ECN-CE counter.
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          -spec get_pacing_tokens(cc_state(), non_neg_integer()) -> {non_neg_integer(), cc_state()}.


      


Get tokens for sending.
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          -spec in_recovery(cc_state()) -> boolean().


      


Check if in recovery phase.

  



  
    
      
    
    
      in_slow_start(Bbr_state)



        
          
        

    

  


  

      

          -spec in_slow_start(cc_state()) -> boolean().


      


Check if in slow start phase (Startup state for BBR).

  



  
    
      
    
    
      max_datagram_size(Bbr_state)



        
          
        

    

  


  

      

          -spec max_datagram_size(cc_state()) -> pos_integer().


      


Get the current max datagram size.
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          -spec min_recovery_duration(cc_state()) -> non_neg_integer().


      


Get minimum recovery duration setting (milliseconds, matching the public option contract; stored internally as microseconds).
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          -spec new(quic_cc:cc_opts()) -> cc_state().


      


Create a new BBRv3 congestion control state.

  



  
    
      
    
    
      on_congestion_event(Bbr_state, SentTimeMs)



        
          
        

    

  


  

      

          -spec on_congestion_event(cc_state(), non_neg_integer()) -> cc_state().


      


Handle a congestion event (packet loss detected).

  



  
    
      
    
    
      on_ecn_ce(Bbr_state, NewCECount)



        
          
        

    

  


  

      

          -spec on_ecn_ce(cc_state(), non_neg_integer()) -> cc_state().


      


Handle ECN-CE signal.

  



  
    
      
    
    
      on_packet_sent(Bbr_state, Size)



        
          
        

    

  


  

      

          -spec on_packet_sent(cc_state(), non_neg_integer()) -> cc_state().


      


Record that a packet was sent.

  



  
    
      
    
    
      on_packets_acked(State, AckedBytes)



        
          
        

    

  


  

      

          -spec on_packets_acked(cc_state(), non_neg_integer()) -> cc_state().


      


Process acknowledged packets (2-arg version).

  



  
    
      
    
    
      on_packets_acked(State, AckedBytes, AckTimeMs)



        
          
        

    

  


  

      

          -spec on_packets_acked(cc_state(), non_neg_integer(), non_neg_integer()) -> cc_state().


      


Process acknowledged packets with timing info. AckTime is the sent-time of the largest acked packet, in ms (supplied by quic_connection). We convert to µs on entry and work in microsecond precision throughout — loopback RTTs round to 0 ms otherwise, which collapses BDP.
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          -spec on_packets_lost(cc_state(), non_neg_integer()) -> cc_state().


      


Process lost packets.

  



  
    
      
    
    
      on_persistent_congestion(Bbr_state)



        
          
        

    

  


  

      

          -spec on_persistent_congestion(cc_state()) -> cc_state().


      


Handle persistent congestion.

  



  
    
      
    
    
      pacing_allows(Bbr_state, Size)



        
          
        

    

  


  

      

          -spec pacing_allows(cc_state(), non_neg_integer()) -> boolean().


      


Check if pacing allows sending Size bytes.

  



  
    
      
    
    
      pacing_delay(Bbr_state, Size)



        
          
        

    

  


  

      

          -spec pacing_delay(cc_state(), non_neg_integer()) -> non_neg_integer().


      


Calculate pacing delay.

  



  
    
      
    
    
      send_check(Bbr_state, Size, Urgency)



        
          
        

    

  


  

      

          -spec send_check(cc_state(), non_neg_integer(), non_neg_integer()) ->
                    {ok, cc_state()} |
                    {blocked_cwnd, non_neg_integer()} |
                    {blocked_pacing, non_neg_integer()}.


      


Fused cwnd + pacing check for the hot send path.
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          -spec ssthresh(cc_state()) -> non_neg_integer() | infinity.


      


Get the slow start threshold. BBR doesn't use ssthresh; returns infinity.

  



  
    
      
    
    
      update_mtu(Bbr_state, NewMTU)



        
          
        

    

  


  

      

          -spec update_mtu(cc_state(), pos_integer()) -> cc_state().


      


Update congestion control state when MTU changes.

  



  
    
      
    
    
      update_pacing_rate(State, SmoothedRTT)



        
          
        

    

  


  

      

          -spec update_pacing_rate(cc_state(), non_neg_integer()) -> cc_state().


      


Update pacing rate based on smoothed RTT. Note: BBR primarily uses its own pacing_rate calculation, but this callback allows external RTT info integration.
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QUIC CUBIC congestion control implementation.
This module implements the CUBIC congestion control algorithm with: - RFC 9438 CUBIC window function - HyStart++ slow start enhancement (RFC 9406) - Fast convergence for rapid bandwidth discovery - TCP-friendly mode for fairness - Application-limited epoch handling - Pacing support
[bookmark: Phases]Phases
1. Slow Start with HyStart++: Exponential growth with RTT-based exit 2. Congestion Avoidance: CUBIC window function W(t) = C*(t-K)^3 + W_max 3. Recovery: Multiplicative decrease by beta=0.7 (30% reduction)
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    Functions
  


    
      
        available_cwnd(Cubic_state)

      


        Get the available congestion window.



    


    
      
        bytes_in_flight(Cubic_state)

      


        Get bytes currently in flight.



    


    
      
        can_send(Cubic_state, Size)

      


        Check if we can send more bytes.



    


    
      
        can_send_control(Cubic_state, Size)

      


        Check if a control message can be sent.



    


    
      
        cwnd(Cubic_state)

      


        Get the current congestion window.



    


    
      
        detect_persistent_congestion(LostPackets, PTO, State)

      


        Detect persistent congestion from lost packets.



    


    
      
        ecn_ce_counter(Cubic_state)

      


        Get the current ECN-CE counter.



    


    
      
        get_pacing_tokens(Cubic_state, Size)

      


        Get tokens for sending.



    


    
      
        in_recovery(Cubic_state)

      


        Check if in recovery phase.



    


    
      
        in_slow_start(Cubic_state)

      


        Check if in slow start phase.



    


    
      
        max_datagram_size(Cubic_state)

      


        Get the current max datagram size.



    


    
      
        min_recovery_duration(Cubic_state)

      


        Get minimum recovery duration.



    


    
      
        new(Opts)

      


        Create a new CUBIC congestion control state with options.



    


    
      
        on_congestion_event(Cubic_state, SentTime)

      


        Handle a congestion event (packet loss detected).



    


    
      
        on_ecn_ce(Cubic_state, NewCECount)

      


        Handle ECN-CE signal.



    


    
      
        on_packet_sent(Cubic_state, Size)

      


        Record that a packet was sent.



    


    
      
        on_packets_acked(State, AckedBytes)

      


        Process acknowledged packets.



    


    
      
        on_packets_acked(Cubic_state, AckedBytes, LargestAckedSentTime)

      


        Process acknowledged packets with largest acked sent time.



    


    
      
        on_packets_lost(Cubic_state, LostBytes)

      


        Process lost packets.



    


    
      
        on_persistent_congestion(Cubic_state)

      


        Reset to minimum window on persistent congestion.



    


    
      
        pacing_allows(Cubic_state, Size)

      


        Check if pacing allows sending.



    


    
      
        pacing_delay(Cubic_state, Size)

      


        Calculate pacing delay.



    


    
      
        send_check(Cubic_state, Size, Urgency)

      


        Fused cwnd + pacing check for the hot send path.



    


    
      
        ssthresh(Cubic_state)

      


        Get the slow start threshold.



    


    
      
        update_mtu(Cubic_state, NewMTU)

      


        Update congestion control state when MTU changes.



    


    
      
        update_pacing_rate(Cubic_state, SmoothedRTT)

      


        Update pacing rate based on smoothed RTT.



    





      


      
        Types


        


  
    
      
    
    
      cc_state/0



        
          
        

    

  


  

      

          -opaque cc_state()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      available_cwnd(Cubic_state)



        
          
        

    

  


  

      

          -spec available_cwnd(cc_state()) -> non_neg_integer().


      


Get the available congestion window.

  



  
    
      
    
    
      bytes_in_flight(Cubic_state)



        
          
        

    

  


  

      

          -spec bytes_in_flight(cc_state()) -> non_neg_integer().


      


Get bytes currently in flight.

  



  
    
      
    
    
      can_send(Cubic_state, Size)



        
          
        

    

  


  

      

          -spec can_send(cc_state(), non_neg_integer()) -> boolean().


      


Check if we can send more bytes.

  



  
    
      
    
    
      can_send_control(Cubic_state, Size)



        
          
        

    

  


  

      

          -spec can_send_control(cc_state(), non_neg_integer()) -> boolean().


      


Check if a control message can be sent.

  



  
    
      
    
    
      cwnd(Cubic_state)



        
          
        

    

  


  

      

          -spec cwnd(cc_state()) -> non_neg_integer().


      


Get the current congestion window.

  



  
    
      
    
    
      detect_persistent_congestion(LostPackets, PTO, State)



        
          
        

    

  


  

      

          -spec detect_persistent_congestion([{non_neg_integer(), non_neg_integer()}],
                                   non_neg_integer(),
                                   cc_state()) ->
                                      boolean().


      


Detect persistent congestion from lost packets.

  



  
    
      
    
    
      ecn_ce_counter(Cubic_state)



        
          
        

    

  


  

      

          -spec ecn_ce_counter(cc_state()) -> non_neg_integer().


      


Get the current ECN-CE counter.

  



  
    
      
    
    
      get_pacing_tokens(Cubic_state, Size)



        
          
        

    

  


  

      

          -spec get_pacing_tokens(cc_state(), non_neg_integer()) -> {non_neg_integer(), cc_state()}.


      


Get tokens for sending.

  



  
    
      
    
    
      in_recovery(Cubic_state)



        
          
        

    

  


  

      

          -spec in_recovery(cc_state()) -> boolean().


      


Check if in recovery phase.

  



  
    
      
    
    
      in_slow_start(Cubic_state)



        
          
        

    

  


  

      

          -spec in_slow_start(cc_state()) -> boolean().


      


Check if in slow start phase.

  



  
    
      
    
    
      max_datagram_size(Cubic_state)



        
          
        

    

  


  

      

          -spec max_datagram_size(cc_state()) -> pos_integer().


      


Get the current max datagram size.

  



  
    
      
    
    
      min_recovery_duration(Cubic_state)



        
          
        

    

  


  

      

          -spec min_recovery_duration(cc_state()) -> non_neg_integer().


      


Get minimum recovery duration.

  



  
    
      
    
    
      new(Opts)



        
          
        

    

  


  

      

          -spec new(quic_cc:cc_opts()) -> cc_state().


      


Create a new CUBIC congestion control state with options.

  



  
    
      
    
    
      on_congestion_event(Cubic_state, SentTime)



        
          
        

    

  


  

      

          -spec on_congestion_event(cc_state(), non_neg_integer()) -> cc_state().


      


Handle a congestion event (packet loss detected).

  



  
    
      
    
    
      on_ecn_ce(Cubic_state, NewCECount)



        
          
        

    

  


  

      

          -spec on_ecn_ce(cc_state(), non_neg_integer()) -> cc_state().


      


Handle ECN-CE signal.

  



  
    
      
    
    
      on_packet_sent(Cubic_state, Size)



        
          
        

    

  


  

      

          -spec on_packet_sent(cc_state(), non_neg_integer()) -> cc_state().


      


Record that a packet was sent.

  



  
    
      
    
    
      on_packets_acked(State, AckedBytes)



        
          
        

    

  


  

      

          -spec on_packets_acked(cc_state(), non_neg_integer()) -> cc_state().


      


Process acknowledged packets.

  



  
    
      
    
    
      on_packets_acked(Cubic_state, AckedBytes, LargestAckedSentTime)



        
          
        

    

  


  

      

          -spec on_packets_acked(cc_state(), non_neg_integer(), non_neg_integer()) -> cc_state().


      


Process acknowledged packets with largest acked sent time.

  



  
    
      
    
    
      on_packets_lost(Cubic_state, LostBytes)



        
          
        

    

  


  

      

          -spec on_packets_lost(cc_state(), non_neg_integer()) -> cc_state().


      


Process lost packets.

  



  
    
      
    
    
      on_persistent_congestion(Cubic_state)



        
          
        

    

  


  

      

          -spec on_persistent_congestion(cc_state()) -> cc_state().


      


Reset to minimum window on persistent congestion.

  



  
    
      
    
    
      pacing_allows(Cubic_state, Size)



        
          
        

    

  


  

      

          -spec pacing_allows(cc_state(), non_neg_integer()) -> boolean().


      


Check if pacing allows sending.

  



  
    
      
    
    
      pacing_delay(Cubic_state, Size)



        
          
        

    

  


  

      

          -spec pacing_delay(cc_state(), non_neg_integer()) -> non_neg_integer().


      


Calculate pacing delay.

  



  
    
      
    
    
      send_check(Cubic_state, Size, Urgency)



        
          
        

    

  


  

      

          -spec send_check(cc_state(), non_neg_integer(), non_neg_integer()) ->
                    {ok, cc_state()} |
                    {blocked_cwnd, non_neg_integer()} |
                    {blocked_pacing, non_neg_integer()}.


      


Fused cwnd + pacing check for the hot send path.

  



  
    
      
    
    
      ssthresh(Cubic_state)



        
          
        

    

  


  

      

          -spec ssthresh(cc_state()) -> non_neg_integer() | infinity.


      


Get the slow start threshold.

  



  
    
      
    
    
      update_mtu(Cubic_state, NewMTU)



        
          
        

    

  


  

      

          -spec update_mtu(cc_state(), pos_integer()) -> cc_state().


      


Update congestion control state when MTU changes.

  



  
    
      
    
    
      update_pacing_rate(Cubic_state, SmoothedRTT)



        
          
        

    

  


  

      

          -spec update_pacing_rate(cc_state(), non_neg_integer()) -> cc_state().


      


Update pacing rate based on smoothed RTT.

  


        

      


  

    
quic_cc_newreno 
    



      
QUIC NewReno congestion control implementation.
This module implements the NewReno congestion control algorithm: - Slow Start: Exponential growth until threshold or loss - HyStart++ (RFC 9406): Safer slow start exit via RTT monitoring - Congestion Avoidance: Linear growth after threshold - Recovery: Multiplicative decrease on loss - Persistent Congestion: Reset on prolonged loss
[bookmark: Phases]Phases
1. Slow Start with HyStart++: cwnd += bytes_acked with RTT-based exit 2. Conservative Slow Start (CSS): cwnd += cwnd/4 per RTT for 5 rounds 3. Congestion Avoidance: cwnd += max_datagram_size * bytes_acked / cwnd 4. Recovery: ssthresh = cwnd * 0.5, cwnd = max(ssthresh, min_window)

      


      
        Summary


  
    Types
  


    
      
        cc_state/0

      


    





  
    Functions
  


    
      
        available_cwnd(Cc_state)

      


        Get the available congestion window (cwnd - bytes_in_flight).



    


    
      
        bytes_in_flight(Cc_state)

      


        Get bytes currently in flight.



    


    
      
        can_send(Cc_state, Size)

      


        Check if we can send more bytes.



    


    
      
        can_send_control(Cc_state, Size)

      


        Check if a control message can be sent. Control messages (ticks, ACKs) can exceed cwnd by control_allowance to prevent net_tick_timeout in distribution. RFC 9002 recommends allowing at least one packet for progress.



    


    
      
        cwnd(Cc_state)

      


        Get the current congestion window.



    


    
      
        detect_persistent_congestion(LostPackets, PTO, State)

      


        Detect persistent congestion from lost packets. Returns true if lost packets span more than PTO * kPersistentCongestionThreshold. LostPackets is a list of {PacketNumber, TimeSent} tuples.



    


    
      
        ecn_ce_counter(Cc_state)

      


        Get the current ECN-CE counter.



    


    
      
        get_pacing_tokens(Cc_state, Size)

      


        Get tokens for sending, consuming them and returning updated state. Returns {AllowedBytes, UpdatedState} where AllowedBytes is at most Size.



    


    
      
        in_recovery(Cc_state)

      


        Check if in recovery phase.



    


    
      
        in_slow_start(Cc_state)

      


        Check if in slow start phase.



    


    
      
        max_datagram_size(Cc_state)

      


        Get the current max datagram size.



    


    
      
        min_recovery_duration(Cc_state)

      


        Get minimum recovery duration setting. External CC implementations can use this to tune recovery behavior.



    


    
      
        new(Opts)

      


        Create a new congestion control state with options. Options: - max_datagram_size: Maximum datagram size (default: 1200) - initial_window: Override initial congestion window (default: RFC 9002 formula) Higher values can improve throughput for bulk transfers. Recommended: 32768 (32KB) or 65536 (64KB) for LAN/distribution. - minimum_window: Lower bound for cwnd after congestion events (default: 2 * max_datagram_size per RFC 9002). - min_recovery_duration: Minimum time in recovery before exit (ms, default: 100) Prevents rapid cwnd oscillations on low-latency networks.



    


    
      
        on_congestion_event(Cc_state, SentTime)

      


        Handle a congestion event (packet loss detected). SentTime is the time when the lost packet was sent.



    


    
      
        on_ecn_ce(Cc_state, NewCECount)

      


        Handle ECN-CE (Congestion Experienced) signal from ACK. RFC 9002: An increase in ECN-CE count is treated as a congestion signal. NewCECount is the ECN-CE count from the received ACK frame. SentTime is the time when the largest acknowledged packet was sent.



    


    
      
        on_packet_sent(Cc_state, Size)

      


        Record that a packet was sent.



    


    
      
        on_packets_acked(State, AckedBytes)

      


        Process acknowledged packets. AckedBytes is the total size of acknowledged packets. LargestAckedSentTime is the time when the largest acknowledged packet was sent. RFC 9002: Exit recovery when the largest acked packet was sent after recovery started.



    


    
      
        on_packets_acked(Cc_state, AckedBytes, LargestAckedSentTime)

      


        Process acknowledged packets. RFC 9002: Exit recovery when the largest acked packet was sent after recovery started. Extended: Also requires minimum recovery duration to pass before exiting.



    


    
      
        on_packets_lost(Cc_state, LostBytes)

      


        Process lost packets. LostBytes is the total size of lost packets.



    


    
      
        on_persistent_congestion(Cc_state)

      


        Reset to minimum window on persistent congestion (RFC 9002 SS7.6.2). This is a severe response to prolonged packet loss.



    


    
      
        pacing_allows(Cc_state, Size)

      


        Check if pacing allows sending Size bytes. Returns true if enough tokens are available (including burst allowance).



    


    
      
        pacing_delay(Cc_state, Size)

      


        Calculate delay (in ms) until Size bytes can be sent. Returns 0 if sending is allowed immediately.



    


    
      
        send_check(Cc_state, Size, Urgency)

      


        Fused cwnd + pacing check for the hot send path. One monotonic_time call, one record match. Replaces can_send/can_send_control + pacing_allows + pacing_delay + get_pacing_tokens on every packet.



    


    
      
        ssthresh(Cc_state)

      


        Get the slow start threshold.



    


    
      
        update_mtu(Cc_state, NewMTU)

      


        Update congestion control state when MTU changes.



    


    
      
        update_pacing_rate(Cc_state, SmoothedRTT)

      


        Update pacing rate based on smoothed RTT and cwnd. RFC 9002: pacing_rate = cwnd / smoothed_rtt Called when RTT estimate is updated.



    





      


      
        Types


        


  
    
      
    
    
      cc_state/0



        
          
        

    

  


  

      

          -opaque cc_state()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      available_cwnd(Cc_state)



        
          
        

    

  


  

      

          -spec available_cwnd(cc_state()) -> non_neg_integer().


      


Get the available congestion window (cwnd - bytes_in_flight).

  



  
    
      
    
    
      bytes_in_flight(Cc_state)



        
          
        

    

  


  

      

          -spec bytes_in_flight(cc_state()) -> non_neg_integer().


      


Get bytes currently in flight.

  



  
    
      
    
    
      can_send(Cc_state, Size)



        
          
        

    

  


  

      

          -spec can_send(cc_state(), non_neg_integer()) -> boolean().


      


Check if we can send more bytes.

  



  
    
      
    
    
      can_send_control(Cc_state, Size)



        
          
        

    

  


  

      

          -spec can_send_control(cc_state(), non_neg_integer()) -> boolean().


      


Check if a control message can be sent. Control messages (ticks, ACKs) can exceed cwnd by control_allowance to prevent net_tick_timeout in distribution. RFC 9002 recommends allowing at least one packet for progress.

  



  
    
      
    
    
      cwnd(Cc_state)



        
          
        

    

  


  

      

          -spec cwnd(cc_state()) -> non_neg_integer().


      


Get the current congestion window.

  



  
    
      
    
    
      detect_persistent_congestion(LostPackets, PTO, State)



        
          
        

    

  


  

      

          -spec detect_persistent_congestion([{non_neg_integer(), non_neg_integer()}],
                                   non_neg_integer(),
                                   cc_state()) ->
                                      boolean().


      


Detect persistent congestion from lost packets. Returns true if lost packets span more than PTO * kPersistentCongestionThreshold. LostPackets is a list of {PacketNumber, TimeSent} tuples.

  



  
    
      
    
    
      ecn_ce_counter(Cc_state)



        
          
        

    

  


  

      

          -spec ecn_ce_counter(cc_state()) -> non_neg_integer().


      


Get the current ECN-CE counter.

  



  
    
      
    
    
      get_pacing_tokens(Cc_state, Size)



        
          
        

    

  


  

      

          -spec get_pacing_tokens(cc_state(), non_neg_integer()) -> {non_neg_integer(), cc_state()}.


      


Get tokens for sending, consuming them and returning updated state. Returns {AllowedBytes, UpdatedState} where AllowedBytes is at most Size.

  



  
    
      
    
    
      in_recovery(Cc_state)



        
          
        

    

  


  

      

          -spec in_recovery(cc_state()) -> boolean().


      


Check if in recovery phase.

  



  
    
      
    
    
      in_slow_start(Cc_state)



        
          
        

    

  


  

      

          -spec in_slow_start(cc_state()) -> boolean().


      


Check if in slow start phase.

  



  
    
      
    
    
      max_datagram_size(Cc_state)



        
          
        

    

  


  

      

          -spec max_datagram_size(cc_state()) -> pos_integer().


      


Get the current max datagram size.

  



  
    
      
    
    
      min_recovery_duration(Cc_state)



        
          
        

    

  


  

      

          -spec min_recovery_duration(cc_state()) -> non_neg_integer().


      


Get minimum recovery duration setting. External CC implementations can use this to tune recovery behavior.

  



  
    
      
    
    
      new(Opts)



        
          
        

    

  


  

      

          -spec new(quic_cc:cc_opts()) -> cc_state().


      


Create a new congestion control state with options. Options: - max_datagram_size: Maximum datagram size (default: 1200) - initial_window: Override initial congestion window (default: RFC 9002 formula) Higher values can improve throughput for bulk transfers. Recommended: 32768 (32KB) or 65536 (64KB) for LAN/distribution. - minimum_window: Lower bound for cwnd after congestion events (default: 2 * max_datagram_size per RFC 9002). - min_recovery_duration: Minimum time in recovery before exit (ms, default: 100) Prevents rapid cwnd oscillations on low-latency networks.

  



  
    
      
    
    
      on_congestion_event(Cc_state, SentTime)



        
          
        

    

  


  

      

          -spec on_congestion_event(cc_state(), non_neg_integer()) -> cc_state().


      


Handle a congestion event (packet loss detected). SentTime is the time when the lost packet was sent.

  



  
    
      
    
    
      on_ecn_ce(Cc_state, NewCECount)



        
          
        

    

  


  

      

          -spec on_ecn_ce(cc_state(), non_neg_integer()) -> cc_state().


      


Handle ECN-CE (Congestion Experienced) signal from ACK. RFC 9002: An increase in ECN-CE count is treated as a congestion signal. NewCECount is the ECN-CE count from the received ACK frame. SentTime is the time when the largest acknowledged packet was sent.

  



  
    
      
    
    
      on_packet_sent(Cc_state, Size)



        
          
        

    

  


  

      

          -spec on_packet_sent(cc_state(), non_neg_integer()) -> cc_state().


      


Record that a packet was sent.

  



  
    
      
    
    
      on_packets_acked(State, AckedBytes)



        
          
        

    

  


  

      

          -spec on_packets_acked(cc_state(), non_neg_integer()) -> cc_state().


      


Process acknowledged packets. AckedBytes is the total size of acknowledged packets. LargestAckedSentTime is the time when the largest acknowledged packet was sent. RFC 9002: Exit recovery when the largest acked packet was sent after recovery started.

  



  
    
      
    
    
      on_packets_acked(Cc_state, AckedBytes, LargestAckedSentTime)



        
          
        

    

  


  

      

          -spec on_packets_acked(cc_state(), non_neg_integer(), non_neg_integer()) -> cc_state().


      


Process acknowledged packets. RFC 9002: Exit recovery when the largest acked packet was sent after recovery started. Extended: Also requires minimum recovery duration to pass before exiting.

  



  
    
      
    
    
      on_packets_lost(Cc_state, LostBytes)



        
          
        

    

  


  

      

          -spec on_packets_lost(cc_state(), non_neg_integer()) -> cc_state().


      


Process lost packets. LostBytes is the total size of lost packets.

  



  
    
      
    
    
      on_persistent_congestion(Cc_state)



        
          
        

    

  


  

      

          -spec on_persistent_congestion(cc_state()) -> cc_state().


      


Reset to minimum window on persistent congestion (RFC 9002 SS7.6.2). This is a severe response to prolonged packet loss.

  



  
    
      
    
    
      pacing_allows(Cc_state, Size)



        
          
        

    

  


  

      

          -spec pacing_allows(cc_state(), non_neg_integer()) -> boolean().


      


Check if pacing allows sending Size bytes. Returns true if enough tokens are available (including burst allowance).

  



  
    
      
    
    
      pacing_delay(Cc_state, Size)



        
          
        

    

  


  

      

          -spec pacing_delay(cc_state(), non_neg_integer()) -> non_neg_integer().


      


Calculate delay (in ms) until Size bytes can be sent. Returns 0 if sending is allowed immediately.

  



  
    
      
    
    
      send_check(Cc_state, Size, Urgency)



        
          
        

    

  


  

      

          -spec send_check(cc_state(), non_neg_integer(), non_neg_integer()) ->
                    {ok, cc_state()} |
                    {blocked_cwnd, non_neg_integer()} |
                    {blocked_pacing, non_neg_integer()}.


      


Fused cwnd + pacing check for the hot send path. One monotonic_time call, one record match. Replaces can_send/can_send_control + pacing_allows + pacing_delay + get_pacing_tokens on every packet.

  



  
    
      
    
    
      ssthresh(Cc_state)



        
          
        

    

  


  

      

          -spec ssthresh(cc_state()) -> non_neg_integer() | infinity.


      


Get the slow start threshold.

  



  
    
      
    
    
      update_mtu(Cc_state, NewMTU)



        
          
        

    

  


  

      

          -spec update_mtu(cc_state(), pos_integer()) -> cc_state().


      


Update congestion control state when MTU changes.
Called by PMTU discovery when a new MTU is discovered. Updates max_datagram_size, minimum_window, and pacing_max_burst.
RFC 9002: When max_datagram_size changes, dependent parameters should be updated proportionally.

  



  
    
      
    
    
      update_pacing_rate(Cc_state, SmoothedRTT)



        
          
        

    

  


  

      

          -spec update_pacing_rate(cc_state(), non_neg_integer()) -> cc_state().


      


Update pacing rate based on smoothed RTT and cwnd. RFC 9002: pacing_rate = cwnd / smoothed_rtt Called when RTT estimate is updated.

  


        

      


  

    
quic_cert 
    




      
        Summary


  
    Functions
  


    
      
        validate_server(Leaf, Intermediates, CaCerts, ServerName)

      


        Validate a server's certificate chain and identity.



    





      


      
        Functions


        


  
    
      
    
    
      validate_server(Leaf, Intermediates, CaCerts, ServerName)



        
          
        

    

  


  

      

          -spec validate_server(binary() | undefined, [binary()], [binary()] | undefined, binary() | undefined) ->
                         ok | {error, term()}.


      


Validate a server's certificate chain and identity.
Leaf is the server's end-entity certificate (DER). Intermediates are the remaining certificates sent by the peer (DER), in the leaf-to-root order they arrive on the wire. CaCerts are the trust anchors as a DER list, or undefined to use the OS trust store. ServerName is the expected identity (binary hostname or IP literal), or undefined to skip the hostname check.

  


        

      


  

    
quic_conn_sup 
    




      
        Summary


  
    Functions
  


    
      
        init(_)

      


    


    
      
        start_child(Host, Port, Opts, Owner)

      


        Start a supervised client connection attempt. The connection is linked to this supervisor (not the caller), so the Happy Eyeballs coordinator can race several attempts and keep the winner after it exits. Returns the connection pid.



    


    
      
        start_link()

      


    





      


      
        Functions


        


  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      start_child(Host, Port, Opts, Owner)



        
          
        

    

  


  

      

          -spec start_child(inet:ip_address() | binary() | string(), inet:port_number(), map(), pid()) ->
                     {ok, pid()} | {error, term()}.


      


Start a supervised client connection attempt. The connection is linked to this supervisor (not the caller), so the Happy Eyeballs coordinator can race several attempts and keep the winner after it exits. Returns the connection pid.

  



  
    
      
    
    
      start_link()



        
          
        

    

  


  

      

          -spec start_link() -> {ok, pid()} | {error, term()}.


      



  


        

      


  

    
quic_dist_auth behaviour
    



      
Optional authentication callback invoked between the QUIC handshake and the Erlang distribution handshake.
Configure via the auth_callback option (sys.config or -quic_dist auth_callback Mod:Fun):
   {quic, [{dist, [
     {auth_callback, {my_app_auth, authenticate}},
     {auth_handshake_timeout, 10000}
   ]}]}.
The callback runs on both sides. It can refuse the connection by returning {error, Reason}; the connection is then closed and the dist controller is never started.

      


      
        Summary


  
    Callbacks
  


    
      
        authenticate/3

      


    





      


      
        Callbacks


        


  
    
      
    
    
      authenticate/3



        
          
        

    

  


  

      

          -callback authenticate(Conn :: pid(), Side :: client | server, Timeout :: timeout()) ->
                          {ok, Info :: term()} | {error, Reason :: term()}.


      



  


        

      


  

    
quic_dist_dispatch 
    



      
Per-message stream routing for QUIC-distribution traffic.
Each call to erlang:dist_ctrl_get_data/1 returns either a complete distribution message (plain pass-through), the first fragment of a fragmented message, or a continuation fragment. This module classifies the byte buffer and picks a QUIC stream for it:
- Plain / first fragment with a {From, To} pair → hash the pair into the data-stream pool. - Continuation fragment → look up the SeqId recorded for the first fragment; route to the same stream. - Known control message with no principals (e.g. NODE_LINK) → first data stream (not stream 0; the receiver drops non-tick bytes there). - Anything we cannot parse → {fatal, Reason}; the caller exits the controller so net_kernel rebuilds.
Atom cache must be disabled on the connection (reject_flags = dist_util:strict_order_flags()); the parser assumes NumberOfAtomCacheRefs = 0 in fragment headers and a PASS_THROUGH (112) byte before plain control messages.

      


      
        Summary


  
    Types
  


    
      
        classify_result/0

      


    


    
      
        extract_result/0

      


    


    
      
        fragments_state/0

      


    


    
      
        stream_id/0

      


    





  
    Functions
  


    
      
        classify(_)

      


        Classify the byte buffer returned by erlang:dist_ctrl_get_data/1.



    


    
      
        pick_stream(Data, DataStreams, CtrlStream, Frags)

      


        Pick a stream for Data from the data-stream pool DataStreams. CtrlStream is the control stream id; currently unused but kept in the signature for future control-stream routing of system messages. Frags is the in-flight-fragments map, updated as fragments arrive.



    





      


      
        Types


        


  
    
      
    
    
      classify_result/0



        
          
        

    

  


  

      

          -type classify_result() ::
          {plain, extract_result()} |
          {first, SeqId :: non_neg_integer(), FragId :: non_neg_integer(), extract_result()} |
          {cont, SeqId :: non_neg_integer(), FragId :: non_neg_integer()} |
          {atom_cache_active, NumRefs :: pos_integer()} |
          not_control.


      



  



  
    
      
    
    
      extract_result/0



        
          
        

    

  


  

      

          -type extract_result() ::
          {ok, From :: binary() | undefined, To :: binary() | undefined} |
          no_principals | unknown_dop | parse_error.


      



  



  
    
      
    
    
      fragments_state/0



        
          
        

    

  


  

      

          -type fragments_state() :: #{SeqId :: non_neg_integer() => stream_id()}.


      



  



  
    
      
    
    
      stream_id/0



        
          
        

    

  


  

      

          -type stream_id() :: non_neg_integer().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      classify(_)



        
          
        

    

  


  

      

          -spec classify(binary()) -> classify_result().


      


Classify the byte buffer returned by erlang:dist_ctrl_get_data/1.

  



  
    
      
    
    
      pick_stream(Data, DataStreams, CtrlStream, Frags)



        
          
        

    

  


  

      

          -spec pick_stream(Data :: binary(),
                  DataStreams :: [stream_id()],
                  CtrlStream :: stream_id(),
                  Frags :: fragments_state()) ->
                     {{ok, stream_id()}, fragments_state()} | {{fatal, term()}, fragments_state()}.


      


Pick a stream for Data from the data-stream pool DataStreams. CtrlStream is the control stream id; currently unused but kept in the signature for future control-stream routing of system messages. Frags is the in-flight-fragments map, updated as fragments arrive.
Returns {{ok, StreamId}, NewFrags} on success, or {{fatal, Reason}, Frags} when the buffer cannot be safely routed.

  


        

      


  

    
quic_h3_capsule 
    




      
        Summary


  
    Types
  


    
      
        capsule_type/0

      


    


    
      
        capsule_value/0

      


    





  
    Functions
  


    
      
        decode(Bin)

      


        Decode a single capsule from the head of a binary.



    


    
      
        encode(Type, Value)

      


        Encode a capsule as an iolist.



    





      


      
        Types


        


  
    
      
    
    
      capsule_type/0



        
          
        

    

  


  

      

          -type capsule_type() :: non_neg_integer().


      



  



  
    
      
    
    
      capsule_value/0



        
          
        

    

  


  

      

          -type capsule_value() :: binary().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      decode(Bin)



        
          
        

    

  


  

      

          -spec decode(binary()) ->
                {ok, {capsule_type(), capsule_value(), binary()}} |
                {more, non_neg_integer()} |
                {error, term()}.


      


Decode a single capsule from the head of a binary.
Returns {ok, {Type, Value, Rest}} when a complete capsule is available; {more, Needed} (a non-negative hint that may be 1 when the length is unknown) if more bytes are needed; {error, Reason} on a malformed varint.

  



  
    
      
    
    
      encode(Type, Value)



        
          
        

    

  


  

      

          -spec encode(capsule_type(), iodata()) -> iodata().


      


Encode a capsule as an iolist.

  


        

      


  

    
quic_happy 
    




      
        Summary


  
    Functions
  


    
      
        connect(Host, Port, Opts, Owner, Socket)

      


        Establish a client connection. Runs resolution in the caller.



    


    
      
        coordinator_entry(Args)

      


    


    
      
        interleave(L6, L4)

      


        RFC 8305 §4 address ordering: interleave families, IPv6 first.



    


    
      
        parse_host(IP)

      


        Classify a host: a (possibly bracketed) IP literal or a name.



    


    
      
        start_coordinator(Args)

      


    





      


      
        Functions


        


  
    
      
    
    
      connect(Host, Port, Opts, Owner, Socket)



        
          
        

    

  


  

      

          -spec connect(inet:ip_address() | binary() | string(),
              inet:port_number(),
              map(),
              pid(),
              gen_udp:socket() | undefined) ->
                 {ok, pid()} | {error, term()}.


      


Establish a client connection. Runs resolution in the caller.

  



  
    
      
    
    
      coordinator_entry(Args)



        
          
        

    

  


  

      

          -spec coordinator_entry(map()) -> no_return().


      



  



  
    
      
    
    
      interleave(L6, L4)



        
          
        

    

  


  

      

          -spec interleave(list(), list()) -> list().


      


RFC 8305 §4 address ordering: interleave families, IPv6 first.

  



  
    
      
    
    
      parse_host(IP)



        
          
        

    

  


  

      

          -spec parse_host(inet:ip_address() | binary() | string()) ->
                    {literal, inet:ip_address()} | {name, string()}.


      


Classify a host: a (possibly bracketed) IP literal or a name.

  



  
    
      
    
    
      start_coordinator(Args)



        
          
        

    

  


  

      

          -spec start_coordinator(map()) -> {ok, pid()}.


      



  


        

      


  

    
quic_happy_sup 
    




      
        Summary


  
    Functions
  


    
      
        init(_)

      


    


    
      
        start_child(Args)

      


        Start a supervised coordinator. Args is the argument list for quic_happy:start_coordinator/1. Returns the coordinator pid.



    


    
      
        start_link()

      


    





      


      
        Functions


        


  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      start_child(Args)



        
          
        

    

  


  

      

          -spec start_child(list()) -> {ok, pid()} | {error, term()}.


      


Start a supervised coordinator. Args is the argument list for quic_happy:start_coordinator/1. Returns the coordinator pid.

  



  
    
      
    
    
      start_link()



        
          
        

    

  


  

      

          -spec start_link() -> {ok, pid()} | {error, term()}.


      



  


        

      


  

    
quic_interop_client 
    



      
Interop runner client for QUIC compliance testing.
Environment variables: REQUESTS - Space-separated URLs to download TESTCASE - Test case name (handshake, transfer, retry, etc.) DOWNLOADS - Directory to save downloaded files SSLKEYLOGFILE - Optional file for TLS key logging

      


      
        Summary


  
    Functions
  


    
      
        main(Args)

      


    





      


      
        Functions


        


  
    
      
    
    
      main(Args)



        
          
        

    

  


  


  


        

      


  

    
quic_interop_server 
    



      
Interop runner server for QUIC compliance testing.
Environment variables: TESTCASE - Test case name (handshake, transfer, retry, etc.) SSLKEYLOGFILE - Optional file for TLS key logging
The server serves files from /www directory and uses certificates from /certs directory (cert.pem, priv.key).

      


      
        Summary


  
    Functions
  


    
      
        main(Args)

      


    





      


      
        Functions


        


  
    
      
    
    
      main(Args)



        
          
        

    

  


  


  


        

      


  

    
quic_listener_sup 
    



      
Supervisor for a pool of QUIC listeners using SO_REUSEPORT.
This module provides horizontal scaling for QUIC servers by running multiple listener processes that share the same port via reuseport. The kernel distributes incoming packets across the listeners.
[bookmark: Usage]Usage
Single listener (default):
   quic_listener:start_link(Port, Opts)
Pooled listeners for scalability:
   quic_listener_sup:start_link(Port, Opts#{pool_size => 4})
See also: quic_listener.

      


      
        Summary


  
    Functions
  


    
      
        get_listeners(Sup)

      


        Get list of listener PIDs in the pool. Navigates to quic_listener_sup_sup to find actual quic_listener processes.



    


    
      
        init(_)

      


    


    
      
        start_link(Port, Opts)

      


        Start a pool of QUIC listeners on the given port. Options: - pool_size: Number of listener processes (default 1) - All other options are passed to quic_listener



    


    
      
        stop(Sup)

      


        Stop the listener pool supervisor.



    





      


      
        Functions


        


  
    
      
    
    
      get_listeners(Sup)



        
          
        

    

  


  

      

          -spec get_listeners(pid()) -> [pid()].


      


Get list of listener PIDs in the pool. Navigates to quic_listener_sup_sup to find actual quic_listener processes.

  



  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      start_link(Port, Opts)



        
          
        

    

  


  

      

          -spec start_link(inet:port_number(), map()) -> {ok, pid()} | {error, term()}.


      


Start a pool of QUIC listeners on the given port. Options: - pool_size: Number of listener processes (default 1) - All other options are passed to quic_listener

  



  
    
      
    
    
      stop(Sup)



        
          
        

    

  


  

      

          -spec stop(pid()) -> ok.


      


Stop the listener pool supervisor.

  


        

      


  

    
quic_pmtu 
    



      
QUIC Path MTU Discovery implementation.
Implements Datagram Packetization Layer Path MTU Discovery (DPLPMTUD) to dynamically discover the optimal packet size for a path.
[bookmark: State_Machine]State Machine
The PMTU discovery follows RFC 8899 states:
	disabled - PMTU discovery not active
	base - Using base MTU (1200), ready to probe
	searching - Binary search for optimal MTU in progress
	search_complete - Found optimal MTU
	error - Black hole detected, fell back to base MTU

[bookmark: Binary_Search_Algorithm]Binary Search Algorithm
The module uses binary search between 1200 and max_mtu, stopping when the search range is less than 10 bytes.

      


      
        Summary


  
    Types
  


    
      
        pmtu_opts/0

      


    





  
    Functions
  


    
      
        cancel_timers(Pmtu_state)

      


        Cancel all pending timers.



    


    
      
        create_probe_packet(Pmtu_state, HeaderSize)

      


        Create a probe packet (PING + PADDING frames).



    


    
      
        current_mtu(Pmtu_state)

      


        Get the current effective MTU.



    


    
      
        get_generation(Pmtu_state)

      


        Get the current generation.



    


    
      
        get_state(Pmtu_state)

      


        Get the current state.



    


    
      
        is_enabled(Pmtu_state)

      


        Check if PMTU discovery is enabled.



    


    
      
        new()

      


        Create a new PMTU state with default settings.



    


    
      
        new(Opts)

      


        Create a new PMTU state with options.



    


    
      
        on_connection_established(PeerMax, Pmtu_state)

      


        Initialize PMTU probing after connection is established.



    


    
      
        on_packet_acked(Pmtu_state)

      


        Reset black hole counter on successful ACK.



    


    
      
        on_packet_lost(PacketSize, Pmtu_state)

      


        Track packet loss for black hole detection.



    


    
      
        on_path_change(Pmtu_state)

      


        Reset PMTU state on path change (connection migration).



    


    
      
        on_probe_acked(PacketNumber, Gen, Pmtu_state)

      


        Handle probe packet ACK.



    


    
      
        on_probe_lost(PacketNumber, Gen, Pmtu_state)

      


        Handle probe packet loss.



    


    
      
        on_probe_sent(PacketNumber, Pmtu_state)

      


        Record that a probe packet was sent.



    


    
      
        on_probe_timeout(Pmtu_state)

      


        Handle probe timeout.



    


    
      
        on_raise_timer(Pmtu_state)

      


        Handle raise timer expiration for periodic re-probing.



    


    
      
        set_probe_timer(TimerRef, Pmtu_state)

      


        Set the probe timeout timer.



    


    
      
        set_raise_timer(TimerRef, Pmtu_state)

      


        Set the raise timer for periodic re-probing.



    


    
      
        should_probe(Pmtu_state)

      


        Check if we should send a probe packet.



    





      


      
        Types


        


  
    
      
    
    
      pmtu_opts/0



        
          
        

    

  


  

      

          -type pmtu_opts() ::
          #{pmtu_enabled => boolean(),
            pmtu_max_mtu => pos_integer(),
            pmtu_probe_timeout => pos_integer(),
            pmtu_raise_interval => pos_integer()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      cancel_timers(Pmtu_state)



        
          
        

    

  


  

      

          -spec cancel_timers(#pmtu_state{state :: disabled | base | searching | search_complete | error,
                                base_mtu :: pos_integer(),
                                current_mtu :: pos_integer(),
                                max_mtu :: pos_integer(),
                                search_min :: pos_integer(),
                                lost :: [pos_integer() | undefined],
                                last_probe_lost :: boolean(),
                                probe_size :: non_neg_integer(),
                                probe_pn :: non_neg_integer() | undefined,
                                generation :: non_neg_integer(),
                                probe_timer :: reference() | undefined,
                                raise_timer :: reference() | undefined,
                                black_hole_count :: non_neg_integer(),
                                black_hole_threshold :: pos_integer()}) ->
                       #pmtu_state{state :: disabled | base | searching | search_complete | error,
                                   base_mtu :: pos_integer(),
                                   current_mtu :: pos_integer(),
                                   max_mtu :: pos_integer(),
                                   search_min :: pos_integer(),
                                   lost :: [pos_integer() | undefined],
                                   last_probe_lost :: boolean(),
                                   probe_size :: non_neg_integer(),
                                   probe_pn :: non_neg_integer() | undefined,
                                   generation :: non_neg_integer(),
                                   probe_timer :: reference() | undefined,
                                   raise_timer :: reference() | undefined,
                                   black_hole_count :: non_neg_integer(),
                                   black_hole_threshold :: pos_integer()}.


      


Cancel all pending timers.

  



  
    
      
    
    
      create_probe_packet(Pmtu_state, HeaderSize)



        
          
        

    

  


  

      

          -spec create_probe_packet(#pmtu_state{state :: disabled | base | searching | search_complete | error,
                                      base_mtu :: pos_integer(),
                                      current_mtu :: pos_integer(),
                                      max_mtu :: pos_integer(),
                                      search_min :: pos_integer(),
                                      lost :: [pos_integer() | undefined],
                                      last_probe_lost :: boolean(),
                                      probe_size :: non_neg_integer(),
                                      probe_pn :: non_neg_integer() | undefined,
                                      generation :: non_neg_integer(),
                                      probe_timer :: reference() | undefined,
                                      raise_timer :: reference() | undefined,
                                      black_hole_count :: non_neg_integer(),
                                      black_hole_threshold :: pos_integer()},
                          pos_integer()) ->
                             {pos_integer(), [term()]}.


      


Create a probe packet (PING + PADDING frames).
Creates a packet with PING frame and PADDING to reach the target size. The probe size is calculated using binary search.

  



  
    
      
    
    
      current_mtu(Pmtu_state)



        
          
        

    

  


  

      

          -spec current_mtu(#pmtu_state{state :: disabled | base | searching | search_complete | error,
                              base_mtu :: pos_integer(),
                              current_mtu :: pos_integer(),
                              max_mtu :: pos_integer(),
                              search_min :: pos_integer(),
                              lost :: [pos_integer() | undefined],
                              last_probe_lost :: boolean(),
                              probe_size :: non_neg_integer(),
                              probe_pn :: non_neg_integer() | undefined,
                              generation :: non_neg_integer(),
                              probe_timer :: reference() | undefined,
                              raise_timer :: reference() | undefined,
                              black_hole_count :: non_neg_integer(),
                              black_hole_threshold :: pos_integer()}) ->
                     pos_integer().


      


Get the current effective MTU.

  



  
    
      
    
    
      get_generation(Pmtu_state)



        
          
        

    

  


  

      

          -spec get_generation(#pmtu_state{state :: disabled | base | searching | search_complete | error,
                                 base_mtu :: pos_integer(),
                                 current_mtu :: pos_integer(),
                                 max_mtu :: pos_integer(),
                                 search_min :: pos_integer(),
                                 lost :: [pos_integer() | undefined],
                                 last_probe_lost :: boolean(),
                                 probe_size :: non_neg_integer(),
                                 probe_pn :: non_neg_integer() | undefined,
                                 generation :: non_neg_integer(),
                                 probe_timer :: reference() | undefined,
                                 raise_timer :: reference() | undefined,
                                 black_hole_count :: non_neg_integer(),
                                 black_hole_threshold :: pos_integer()}) ->
                        non_neg_integer().


      


Get the current generation.

  



  
    
      
    
    
      get_state(Pmtu_state)



        
          
        

    

  


  

      

          -spec get_state(#pmtu_state{state :: disabled | base | searching | search_complete | error,
                            base_mtu :: pos_integer(),
                            current_mtu :: pos_integer(),
                            max_mtu :: pos_integer(),
                            search_min :: pos_integer(),
                            lost :: [pos_integer() | undefined],
                            last_probe_lost :: boolean(),
                            probe_size :: non_neg_integer(),
                            probe_pn :: non_neg_integer() | undefined,
                            generation :: non_neg_integer(),
                            probe_timer :: reference() | undefined,
                            raise_timer :: reference() | undefined,
                            black_hole_count :: non_neg_integer(),
                            black_hole_threshold :: pos_integer()}) ->
                   disabled | base | searching | search_complete | error.


      


Get the current state.

  



  
    
      
    
    
      is_enabled(Pmtu_state)



        
          
        

    

  


  

      

          -spec is_enabled(#pmtu_state{state :: disabled | base | searching | search_complete | error,
                             base_mtu :: pos_integer(),
                             current_mtu :: pos_integer(),
                             max_mtu :: pos_integer(),
                             search_min :: pos_integer(),
                             lost :: [pos_integer() | undefined],
                             last_probe_lost :: boolean(),
                             probe_size :: non_neg_integer(),
                             probe_pn :: non_neg_integer() | undefined,
                             generation :: non_neg_integer(),
                             probe_timer :: reference() | undefined,
                             raise_timer :: reference() | undefined,
                             black_hole_count :: non_neg_integer(),
                             black_hole_threshold :: pos_integer()}) ->
                    boolean().


      


Check if PMTU discovery is enabled.

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          -spec new() ->
             #pmtu_state{state :: disabled | base | searching | search_complete | error,
                         base_mtu :: pos_integer(),
                         current_mtu :: pos_integer(),
                         max_mtu :: pos_integer(),
                         search_min :: pos_integer(),
                         lost :: [pos_integer() | undefined],
                         last_probe_lost :: boolean(),
                         probe_size :: non_neg_integer(),
                         probe_pn :: non_neg_integer() | undefined,
                         generation :: non_neg_integer(),
                         probe_timer :: reference() | undefined,
                         raise_timer :: reference() | undefined,
                         black_hole_count :: non_neg_integer(),
                         black_hole_threshold :: pos_integer()}.


      


Create a new PMTU state with default settings.

  



  
    
      
    
    
      new(Opts)



        
          
        

    

  


  

      

          -spec new(pmtu_opts()) ->
             #pmtu_state{state :: disabled | base | searching | search_complete | error,
                         base_mtu :: pos_integer(),
                         current_mtu :: pos_integer(),
                         max_mtu :: pos_integer(),
                         search_min :: pos_integer(),
                         lost :: [pos_integer() | undefined],
                         last_probe_lost :: boolean(),
                         probe_size :: non_neg_integer(),
                         probe_pn :: non_neg_integer() | undefined,
                         generation :: non_neg_integer(),
                         probe_timer :: reference() | undefined,
                         raise_timer :: reference() | undefined,
                         black_hole_count :: non_neg_integer(),
                         black_hole_threshold :: pos_integer()}.


      


Create a new PMTU state with options.
Options: - pmtu_enabled: Enable PMTU discovery (default: true) - pmtu_max_mtu: Maximum MTU to probe (default: 1500)

  



  
    
      
    
    
      on_connection_established(PeerMax, Pmtu_state)



        
          
        

    

  


  

      

          -spec on_connection_established(pos_integer() | undefined,
                                #pmtu_state{state ::
                                                disabled | base | searching | search_complete | error,
                                            base_mtu :: pos_integer(),
                                            current_mtu :: pos_integer(),
                                            max_mtu :: pos_integer(),
                                            search_min :: pos_integer(),
                                            lost :: [pos_integer() | undefined],
                                            last_probe_lost :: boolean(),
                                            probe_size :: non_neg_integer(),
                                            probe_pn :: non_neg_integer() | undefined,
                                            generation :: non_neg_integer(),
                                            probe_timer :: reference() | undefined,
                                            raise_timer :: reference() | undefined,
                                            black_hole_count :: non_neg_integer(),
                                            black_hole_threshold :: pos_integer()}) ->
                                   #pmtu_state{state ::
                                                   disabled | base | searching | search_complete | error,
                                               base_mtu :: pos_integer(),
                                               current_mtu :: pos_integer(),
                                               max_mtu :: pos_integer(),
                                               search_min :: pos_integer(),
                                               lost :: [pos_integer() | undefined],
                                               last_probe_lost :: boolean(),
                                               probe_size :: non_neg_integer(),
                                               probe_pn :: non_neg_integer() | undefined,
                                               generation :: non_neg_integer(),
                                               probe_timer :: reference() | undefined,
                                               raise_timer :: reference() | undefined,
                                               black_hole_count :: non_neg_integer(),
                                               black_hole_threshold :: pos_integer()}.


      


Initialize PMTU probing after connection is established.
Called when the QUIC handshake completes. Uses the peer's max_udp_payload_size transport parameter to set the upper bound.

  



  
    
      
    
    
      on_packet_acked(Pmtu_state)



        
          
        

    

  


  

      

          -spec on_packet_acked(#pmtu_state{state :: disabled | base | searching | search_complete | error,
                                  base_mtu :: pos_integer(),
                                  current_mtu :: pos_integer(),
                                  max_mtu :: pos_integer(),
                                  search_min :: pos_integer(),
                                  lost :: [pos_integer() | undefined],
                                  last_probe_lost :: boolean(),
                                  probe_size :: non_neg_integer(),
                                  probe_pn :: non_neg_integer() | undefined,
                                  generation :: non_neg_integer(),
                                  probe_timer :: reference() | undefined,
                                  raise_timer :: reference() | undefined,
                                  black_hole_count :: non_neg_integer(),
                                  black_hole_threshold :: pos_integer()}) ->
                         #pmtu_state{state :: disabled | base | searching | search_complete | error,
                                     base_mtu :: pos_integer(),
                                     current_mtu :: pos_integer(),
                                     max_mtu :: pos_integer(),
                                     search_min :: pos_integer(),
                                     lost :: [pos_integer() | undefined],
                                     last_probe_lost :: boolean(),
                                     probe_size :: non_neg_integer(),
                                     probe_pn :: non_neg_integer() | undefined,
                                     generation :: non_neg_integer(),
                                     probe_timer :: reference() | undefined,
                                     raise_timer :: reference() | undefined,
                                     black_hole_count :: non_neg_integer(),
                                     black_hole_threshold :: pos_integer()}.


      


Reset black hole counter on successful ACK.

  



  
    
      
    
    
      on_packet_lost(PacketSize, Pmtu_state)



        
          
        

    

  


  

      

          -spec on_packet_lost(pos_integer(),
                     #pmtu_state{state :: disabled | base | searching | search_complete | error,
                                 base_mtu :: pos_integer(),
                                 current_mtu :: pos_integer(),
                                 max_mtu :: pos_integer(),
                                 search_min :: pos_integer(),
                                 lost :: [pos_integer() | undefined],
                                 last_probe_lost :: boolean(),
                                 probe_size :: non_neg_integer(),
                                 probe_pn :: non_neg_integer() | undefined,
                                 generation :: non_neg_integer(),
                                 probe_timer :: reference() | undefined,
                                 raise_timer :: reference() | undefined,
                                 black_hole_count :: non_neg_integer(),
                                 black_hole_threshold :: pos_integer()}) ->
                        #pmtu_state{state :: disabled | base | searching | search_complete | error,
                                    base_mtu :: pos_integer(),
                                    current_mtu :: pos_integer(),
                                    max_mtu :: pos_integer(),
                                    search_min :: pos_integer(),
                                    lost :: [pos_integer() | undefined],
                                    last_probe_lost :: boolean(),
                                    probe_size :: non_neg_integer(),
                                    probe_pn :: non_neg_integer() | undefined,
                                    generation :: non_neg_integer(),
                                    probe_timer :: reference() | undefined,
                                    raise_timer :: reference() | undefined,
                                    black_hole_count :: non_neg_integer(),
                                    black_hole_threshold :: pos_integer()}.


      


Track packet loss for black hole detection.
Only counts losses of packets near the current MTU size (within 100 bytes). Small packet losses are not indicative of MTU black holes.

  



  
    
      
    
    
      on_path_change(Pmtu_state)



        
          
        

    

  


  

      

          -spec on_path_change(#pmtu_state{state :: disabled | base | searching | search_complete | error,
                                 base_mtu :: pos_integer(),
                                 current_mtu :: pos_integer(),
                                 max_mtu :: pos_integer(),
                                 search_min :: pos_integer(),
                                 lost :: [pos_integer() | undefined],
                                 last_probe_lost :: boolean(),
                                 probe_size :: non_neg_integer(),
                                 probe_pn :: non_neg_integer() | undefined,
                                 generation :: non_neg_integer(),
                                 probe_timer :: reference() | undefined,
                                 raise_timer :: reference() | undefined,
                                 black_hole_count :: non_neg_integer(),
                                 black_hole_threshold :: pos_integer()}) ->
                        #pmtu_state{state :: disabled | base | searching | search_complete | error,
                                    base_mtu :: pos_integer(),
                                    current_mtu :: pos_integer(),
                                    max_mtu :: pos_integer(),
                                    search_min :: pos_integer(),
                                    lost :: [pos_integer() | undefined],
                                    last_probe_lost :: boolean(),
                                    probe_size :: non_neg_integer(),
                                    probe_pn :: non_neg_integer() | undefined,
                                    generation :: non_neg_integer(),
                                    probe_timer :: reference() | undefined,
                                    raise_timer :: reference() | undefined,
                                    black_hole_count :: non_neg_integer(),
                                    black_hole_threshold :: pos_integer()}.


      


Reset PMTU state on path change (connection migration).
RFC 8899 Section 5.3.3: PMTU should be reset on path change since the new path may have different MTU characteristics.

  



  
    
      
    
    
      on_probe_acked(PacketNumber, Gen, Pmtu_state)



        
          
        

    

  


  

      

          -spec on_probe_acked(non_neg_integer(),
                     non_neg_integer(),
                     #pmtu_state{state :: disabled | base | searching | search_complete | error,
                                 base_mtu :: pos_integer(),
                                 current_mtu :: pos_integer(),
                                 max_mtu :: pos_integer(),
                                 search_min :: pos_integer(),
                                 lost :: [pos_integer() | undefined],
                                 last_probe_lost :: boolean(),
                                 probe_size :: non_neg_integer(),
                                 probe_pn :: non_neg_integer() | undefined,
                                 generation :: non_neg_integer(),
                                 probe_timer :: reference() | undefined,
                                 raise_timer :: reference() | undefined,
                                 black_hole_count :: non_neg_integer(),
                                 black_hole_threshold :: pos_integer()}) ->
                        #pmtu_state{state :: disabled | base | searching | search_complete | error,
                                    base_mtu :: pos_integer(),
                                    current_mtu :: pos_integer(),
                                    max_mtu :: pos_integer(),
                                    search_min :: pos_integer(),
                                    lost :: [pos_integer() | undefined],
                                    last_probe_lost :: boolean(),
                                    probe_size :: non_neg_integer(),
                                    probe_pn :: non_neg_integer() | undefined,
                                    generation :: non_neg_integer(),
                                    probe_timer :: reference() | undefined,
                                    raise_timer :: reference() | undefined,
                                    black_hole_count :: non_neg_integer(),
                                    black_hole_threshold :: pos_integer()}.


      


Handle probe packet ACK.
Called when the probe packet is acknowledged. On success, updates search bounds and MTU using the loss array algorithm.

  



  
    
      
    
    
      on_probe_lost(PacketNumber, Gen, Pmtu_state)



        
          
        

    

  


  

      

          -spec on_probe_lost(non_neg_integer(),
                    non_neg_integer(),
                    #pmtu_state{state :: disabled | base | searching | search_complete | error,
                                base_mtu :: pos_integer(),
                                current_mtu :: pos_integer(),
                                max_mtu :: pos_integer(),
                                search_min :: pos_integer(),
                                lost :: [pos_integer() | undefined],
                                last_probe_lost :: boolean(),
                                probe_size :: non_neg_integer(),
                                probe_pn :: non_neg_integer() | undefined,
                                generation :: non_neg_integer(),
                                probe_timer :: reference() | undefined,
                                raise_timer :: reference() | undefined,
                                black_hole_count :: non_neg_integer(),
                                black_hole_threshold :: pos_integer()}) ->
                       #pmtu_state{state :: disabled | base | searching | search_complete | error,
                                   base_mtu :: pos_integer(),
                                   current_mtu :: pos_integer(),
                                   max_mtu :: pos_integer(),
                                   search_min :: pos_integer(),
                                   lost :: [pos_integer() | undefined],
                                   last_probe_lost :: boolean(),
                                   probe_size :: non_neg_integer(),
                                   probe_pn :: non_neg_integer() | undefined,
                                   generation :: non_neg_integer(),
                                   probe_timer :: reference() | undefined,
                                   raise_timer :: reference() | undefined,
                                   black_hole_count :: non_neg_integer(),
                                   black_hole_threshold :: pos_integer()}.


      


Handle probe packet loss.
Called when the probe packet is detected as lost. Uses loss array algorithm: inserts loss into array and adjusts search.

  



  
    
      
    
    
      on_probe_sent(PacketNumber, Pmtu_state)



        
          
        

    

  


  

      

          -spec on_probe_sent(non_neg_integer(),
                    #pmtu_state{state :: disabled | base | searching | search_complete | error,
                                base_mtu :: pos_integer(),
                                current_mtu :: pos_integer(),
                                max_mtu :: pos_integer(),
                                search_min :: pos_integer(),
                                lost :: [pos_integer() | undefined],
                                last_probe_lost :: boolean(),
                                probe_size :: non_neg_integer(),
                                probe_pn :: non_neg_integer() | undefined,
                                generation :: non_neg_integer(),
                                probe_timer :: reference() | undefined,
                                raise_timer :: reference() | undefined,
                                black_hole_count :: non_neg_integer(),
                                black_hole_threshold :: pos_integer()}) ->
                       {non_neg_integer(),
                        #pmtu_state{state :: disabled | base | searching | search_complete | error,
                                    base_mtu :: pos_integer(),
                                    current_mtu :: pos_integer(),
                                    max_mtu :: pos_integer(),
                                    search_min :: pos_integer(),
                                    lost :: [pos_integer() | undefined],
                                    last_probe_lost :: boolean(),
                                    probe_size :: non_neg_integer(),
                                    probe_pn :: non_neg_integer() | undefined,
                                    generation :: non_neg_integer(),
                                    probe_timer :: reference() | undefined,
                                    raise_timer :: reference() | undefined,
                                    black_hole_count :: non_neg_integer(),
                                    black_hole_threshold :: pos_integer()}}.


      


Record that a probe packet was sent.

  



  
    
      
    
    
      on_probe_timeout(Pmtu_state)



        
          
        

    

  


  

      

          -spec on_probe_timeout(#pmtu_state{state :: disabled | base | searching | search_complete | error,
                                   base_mtu :: pos_integer(),
                                   current_mtu :: pos_integer(),
                                   max_mtu :: pos_integer(),
                                   search_min :: pos_integer(),
                                   lost :: [pos_integer() | undefined],
                                   last_probe_lost :: boolean(),
                                   probe_size :: non_neg_integer(),
                                   probe_pn :: non_neg_integer() | undefined,
                                   generation :: non_neg_integer(),
                                   probe_timer :: reference() | undefined,
                                   raise_timer :: reference() | undefined,
                                   black_hole_count :: non_neg_integer(),
                                   black_hole_threshold :: pos_integer()}) ->
                          #pmtu_state{state :: disabled | base | searching | search_complete | error,
                                      base_mtu :: pos_integer(),
                                      current_mtu :: pos_integer(),
                                      max_mtu :: pos_integer(),
                                      search_min :: pos_integer(),
                                      lost :: [pos_integer() | undefined],
                                      last_probe_lost :: boolean(),
                                      probe_size :: non_neg_integer(),
                                      probe_pn :: non_neg_integer() | undefined,
                                      generation :: non_neg_integer(),
                                      probe_timer :: reference() | undefined,
                                      raise_timer :: reference() | undefined,
                                      black_hole_count :: non_neg_integer(),
                                      black_hole_threshold :: pos_integer()}.


      


Handle probe timeout.
Called when the probe timer fires. Treats timeout as loss and uses loss array algorithm.

  



  
    
      
    
    
      on_raise_timer(Pmtu_state)



        
          
        

    

  


  

      

          -spec on_raise_timer(#pmtu_state{state :: disabled | base | searching | search_complete | error,
                                 base_mtu :: pos_integer(),
                                 current_mtu :: pos_integer(),
                                 max_mtu :: pos_integer(),
                                 search_min :: pos_integer(),
                                 lost :: [pos_integer() | undefined],
                                 last_probe_lost :: boolean(),
                                 probe_size :: non_neg_integer(),
                                 probe_pn :: non_neg_integer() | undefined,
                                 generation :: non_neg_integer(),
                                 probe_timer :: reference() | undefined,
                                 raise_timer :: reference() | undefined,
                                 black_hole_count :: non_neg_integer(),
                                 black_hole_threshold :: pos_integer()}) ->
                        #pmtu_state{state :: disabled | base | searching | search_complete | error,
                                    base_mtu :: pos_integer(),
                                    current_mtu :: pos_integer(),
                                    max_mtu :: pos_integer(),
                                    search_min :: pos_integer(),
                                    lost :: [pos_integer() | undefined],
                                    last_probe_lost :: boolean(),
                                    probe_size :: non_neg_integer(),
                                    probe_pn :: non_neg_integer() | undefined,
                                    generation :: non_neg_integer(),
                                    probe_timer :: reference() | undefined,
                                    raise_timer :: reference() | undefined,
                                    black_hole_count :: non_neg_integer(),
                                    black_hole_threshold :: pos_integer()}.


      


Handle raise timer expiration for periodic re-probing.
Unlike on_path_change, this keeps current_mtu and probes higher. Used for periodic attempts to increase MTU without dropping throughput.

  



  
    
      
    
    
      set_probe_timer(TimerRef, Pmtu_state)



        
          
        

    

  


  

      

          -spec set_probe_timer(reference(),
                      #pmtu_state{state :: disabled | base | searching | search_complete | error,
                                  base_mtu :: pos_integer(),
                                  current_mtu :: pos_integer(),
                                  max_mtu :: pos_integer(),
                                  search_min :: pos_integer(),
                                  lost :: [pos_integer() | undefined],
                                  last_probe_lost :: boolean(),
                                  probe_size :: non_neg_integer(),
                                  probe_pn :: non_neg_integer() | undefined,
                                  generation :: non_neg_integer(),
                                  probe_timer :: reference() | undefined,
                                  raise_timer :: reference() | undefined,
                                  black_hole_count :: non_neg_integer(),
                                  black_hole_threshold :: pos_integer()}) ->
                         #pmtu_state{state :: disabled | base | searching | search_complete | error,
                                     base_mtu :: pos_integer(),
                                     current_mtu :: pos_integer(),
                                     max_mtu :: pos_integer(),
                                     search_min :: pos_integer(),
                                     lost :: [pos_integer() | undefined],
                                     last_probe_lost :: boolean(),
                                     probe_size :: non_neg_integer(),
                                     probe_pn :: non_neg_integer() | undefined,
                                     generation :: non_neg_integer(),
                                     probe_timer :: reference() | undefined,
                                     raise_timer :: reference() | undefined,
                                     black_hole_count :: non_neg_integer(),
                                     black_hole_threshold :: pos_integer()}.


      


Set the probe timeout timer.

  



  
    
      
    
    
      set_raise_timer(TimerRef, Pmtu_state)



        
          
        

    

  


  

      

          -spec set_raise_timer(reference(),
                      #pmtu_state{state :: disabled | base | searching | search_complete | error,
                                  base_mtu :: pos_integer(),
                                  current_mtu :: pos_integer(),
                                  max_mtu :: pos_integer(),
                                  search_min :: pos_integer(),
                                  lost :: [pos_integer() | undefined],
                                  last_probe_lost :: boolean(),
                                  probe_size :: non_neg_integer(),
                                  probe_pn :: non_neg_integer() | undefined,
                                  generation :: non_neg_integer(),
                                  probe_timer :: reference() | undefined,
                                  raise_timer :: reference() | undefined,
                                  black_hole_count :: non_neg_integer(),
                                  black_hole_threshold :: pos_integer()}) ->
                         #pmtu_state{state :: disabled | base | searching | search_complete | error,
                                     base_mtu :: pos_integer(),
                                     current_mtu :: pos_integer(),
                                     max_mtu :: pos_integer(),
                                     search_min :: pos_integer(),
                                     lost :: [pos_integer() | undefined],
                                     last_probe_lost :: boolean(),
                                     probe_size :: non_neg_integer(),
                                     probe_pn :: non_neg_integer() | undefined,
                                     generation :: non_neg_integer(),
                                     probe_timer :: reference() | undefined,
                                     raise_timer :: reference() | undefined,
                                     black_hole_count :: non_neg_integer(),
                                     black_hole_threshold :: pos_integer()}.


      


Set the raise timer for periodic re-probing.

  



  
    
      
    
    
      should_probe(Pmtu_state)



        
          
        

    

  


  

      

          -spec should_probe(#pmtu_state{state :: disabled | base | searching | search_complete | error,
                               base_mtu :: pos_integer(),
                               current_mtu :: pos_integer(),
                               max_mtu :: pos_integer(),
                               search_min :: pos_integer(),
                               lost :: [pos_integer() | undefined],
                               last_probe_lost :: boolean(),
                               probe_size :: non_neg_integer(),
                               probe_pn :: non_neg_integer() | undefined,
                               generation :: non_neg_integer(),
                               probe_timer :: reference() | undefined,
                               raise_timer :: reference() | undefined,
                               black_hole_count :: non_neg_integer(),
                               black_hole_threshold :: pos_integer()}) ->
                      boolean().


      


Check if we should send a probe packet.
Returns true if: - State is base (ready to start probing) - State is searching and no probe is in flight - State is error and raise timer expired

  


        

      


  

    
quic_qlog 
    



      
QLOG Tracing for QUIC (draft-ietf-quic-qlog-quic-events)
Provides JSON-SEQ format trace files for debug visibility with Wireshark/qvis compatibility.
Usage: pass qlog option to quic:connect/4: #{qlog => #{enabled => true, dir => "/tmp/qlog"}}

      


      
        Summary


  
    Types
  


    
      
        qlog_opts/0

      


    





  
    Functions
  


    
      
        close(Qlog_ctx)

      


        Close the QLOG context and flush remaining data.



    


    
      
        connection_closed(Qlog_ctx, ErrorCode, Reason)

      


        Log connection_closed event.



    


    
      
        connection_started(Qlog_ctx)

      


        Log connection_started event.



    


    
      
        connection_state_updated(Qlog_ctx, OldState, NewState)

      


        Log connection_state_updated event.



    


    
      
        frames_processed(Qlog_ctx, Frames)

      


        Log frames_processed event.



    


    
      
        is_enabled(Qlog_ctx)

      


        Check if QLOG is enabled for this context.



    


    
      
        metrics_updated(Qlog_ctx, Metrics)

      


        Log metrics_updated event.



    


    
      
        new(Opts, ODCID, VantagePoint)

      


        Create a new QLOG context from connection options. Returns undefined if qlog is disabled.



    


    
      
        packet_lost(Qlog_ctx, Info)

      


        Log packet_lost event.



    


    
      
        packet_received(Qlog_ctx, Info)

      


        Log a packet_received event.



    


    
      
        packet_sent(Qlog_ctx, Info)

      


        Log a packet_sent event.



    


    
      
        packets_acked(Qlog_ctx, PacketNumbers, Info)

      


        Log packets_acked event.



    


    
      
        start_writer(Filename, Header)

      


        Start the async writer process.



    


    
      
        writer_loop(Writer_state)

      


        Writer process main loop.



    





      


      
        Types


        


  
    
      
    
    
      qlog_opts/0



        
          
        

    

  


  

      

          -type qlog_opts() :: #{enabled => boolean(), dir => file:filename(), events => all | [atom()]}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      close(Qlog_ctx)



        
          
        

    

  


  

      

          -spec close(#qlog_ctx{enabled :: boolean(),
                      writer :: pid() | undefined,
                      odcid :: binary() | undefined,
                      reference_time :: integer() | undefined,
                      vantage_point :: client | server | undefined,
                      events :: all | [atom()],
                      dir :: file:filename()} |
            undefined) ->
               ok.


      


Close the QLOG context and flush remaining data.

  



  
    
      
    
    
      connection_closed(Qlog_ctx, ErrorCode, Reason)



        
          
        

    

  


  

      

          -spec connection_closed(#qlog_ctx{enabled :: boolean(),
                                  writer :: pid() | undefined,
                                  odcid :: binary() | undefined,
                                  reference_time :: integer() | undefined,
                                  vantage_point :: client | server | undefined,
                                  events :: all | [atom()],
                                  dir :: file:filename()} |
                        undefined,
                        integer() | atom(),
                        binary() | undefined) ->
                           ok.


      


Log connection_closed event.

  



  
    
      
    
    
      connection_started(Qlog_ctx)



        
          
        

    

  


  

      

          -spec connection_started(#qlog_ctx{enabled :: boolean(),
                                   writer :: pid() | undefined,
                                   odcid :: binary() | undefined,
                                   reference_time :: integer() | undefined,
                                   vantage_point :: client | server | undefined,
                                   events :: all | [atom()],
                                   dir :: file:filename()} |
                         undefined) ->
                            ok.


      


Log connection_started event.

  



  
    
      
    
    
      connection_state_updated(Qlog_ctx, OldState, NewState)



        
          
        

    

  


  

      

          -spec connection_state_updated(#qlog_ctx{enabled :: boolean(),
                                         writer :: pid() | undefined,
                                         odcid :: binary() | undefined,
                                         reference_time :: integer() | undefined,
                                         vantage_point :: client | server | undefined,
                                         events :: all | [atom()],
                                         dir :: file:filename()} |
                               undefined,
                               atom(),
                               atom()) ->
                                  ok.


      


Log connection_state_updated event.

  



  
    
      
    
    
      frames_processed(Qlog_ctx, Frames)



        
          
        

    

  


  

      

          -spec frames_processed(#qlog_ctx{enabled :: boolean(),
                                 writer :: pid() | undefined,
                                 odcid :: binary() | undefined,
                                 reference_time :: integer() | undefined,
                                 vantage_point :: client | server | undefined,
                                 events :: all | [atom()],
                                 dir :: file:filename()} |
                       undefined,
                       [term()]) ->
                          ok.


      


Log frames_processed event.

  



  
    
      
    
    
      is_enabled(Qlog_ctx)



        
          
        

    

  


  

      

          -spec is_enabled(#qlog_ctx{enabled :: boolean(),
                           writer :: pid() | undefined,
                           odcid :: binary() | undefined,
                           reference_time :: integer() | undefined,
                           vantage_point :: client | server | undefined,
                           events :: all | [atom()],
                           dir :: file:filename()} |
                 undefined) ->
                    boolean().


      


Check if QLOG is enabled for this context.

  



  
    
      
    
    
      metrics_updated(Qlog_ctx, Metrics)



        
          
        

    

  


  

      

          -spec metrics_updated(#qlog_ctx{enabled :: boolean(),
                                writer :: pid() | undefined,
                                odcid :: binary() | undefined,
                                reference_time :: integer() | undefined,
                                vantage_point :: client | server | undefined,
                                events :: all | [atom()],
                                dir :: file:filename()} |
                      undefined,
                      map()) ->
                         ok.


      


Log metrics_updated event.

  



  
    
      
    
    
      new(Opts, ODCID, VantagePoint)



        
          
        

    

  


  

      

          -spec new(Opts :: map(), ODCID :: binary(), VantagePoint :: client | server) ->
             #qlog_ctx{enabled :: boolean(),
                       writer :: pid() | undefined,
                       odcid :: binary() | undefined,
                       reference_time :: integer() | undefined,
                       vantage_point :: client | server | undefined,
                       events :: all | [atom()],
                       dir :: file:filename()} |
             undefined.


      


Create a new QLOG context from connection options. Returns undefined if qlog is disabled.

  



  
    
      
    
    
      packet_lost(Qlog_ctx, Info)



        
          
        

    

  


  

      

          -spec packet_lost(#qlog_ctx{enabled :: boolean(),
                            writer :: pid() | undefined,
                            odcid :: binary() | undefined,
                            reference_time :: integer() | undefined,
                            vantage_point :: client | server | undefined,
                            events :: all | [atom()],
                            dir :: file:filename()} |
                  undefined,
                  map()) ->
                     ok.


      


Log packet_lost event.

  



  
    
      
    
    
      packet_received(Qlog_ctx, Info)



        
          
        

    

  


  

      

          -spec packet_received(#qlog_ctx{enabled :: boolean(),
                                writer :: pid() | undefined,
                                odcid :: binary() | undefined,
                                reference_time :: integer() | undefined,
                                vantage_point :: client | server | undefined,
                                events :: all | [atom()],
                                dir :: file:filename()} |
                      undefined,
                      map()) ->
                         ok.


      


Log a packet_received event.

  



  
    
      
    
    
      packet_sent(Qlog_ctx, Info)



        
          
        

    

  


  

      

          -spec packet_sent(#qlog_ctx{enabled :: boolean(),
                            writer :: pid() | undefined,
                            odcid :: binary() | undefined,
                            reference_time :: integer() | undefined,
                            vantage_point :: client | server | undefined,
                            events :: all | [atom()],
                            dir :: file:filename()} |
                  undefined,
                  map()) ->
                     ok.


      


Log a packet_sent event.

  



  
    
      
    
    
      packets_acked(Qlog_ctx, PacketNumbers, Info)



        
          
        

    

  


  

      

          -spec packets_acked(#qlog_ctx{enabled :: boolean(),
                              writer :: pid() | undefined,
                              odcid :: binary() | undefined,
                              reference_time :: integer() | undefined,
                              vantage_point :: client | server | undefined,
                              events :: all | [atom()],
                              dir :: file:filename()} |
                    undefined,
                    [non_neg_integer()],
                    map()) ->
                       ok.


      


Log packets_acked event.

  



  
    
      
    
    
      start_writer(Filename, Header)



        
          
        

    

  


  

      

          -spec start_writer(file:filename(), iodata()) -> {ok, pid()}.


      


Start the async writer process.

  



  
    
      
    
    
      writer_loop(Writer_state)



        
          
        

    

  


  

Writer process main loop.

  


        

      


  

    
quic_qpack_prefix 
    



      
Encoded Field Section Prefix reconstruction for QPACK (RFC 9204 Section 4.5.1): rebuild the Required Insert Count and Base from the wire.

      


      
        Summary


  
    Functions
  


    
      
        decode_base(_, RIC, DeltaBase)

      


        Reconstruct the Base from the field section prefix Sign bit and Delta Base (RFC 9204 Section 4.5.1.2). With Sign bit 0 the Base is at or above the Required Insert Count and equals ReqInsertCount + DeltaBase. With Sign bit 1 the Base is below it and equals ReqInsertCount - DeltaBase - 1.



    


    
      
        decode_ric(ERIC, MaxEntries, TotalInsertCount)

      


        Reconstruct the Required Insert Count from its encoded value using the modulo scheme of RFC 9204 Section 4.5.1.1. MaxEntries` is the tables maximum entry count and TotalInsertCount` the decoders current insert count.



    





      


      
        Functions


        


  
    
      
    
    
      decode_base(_, RIC, DeltaBase)



        
          
        

    

  


  

      

          -spec decode_base(0 | 1, non_neg_integer(), non_neg_integer()) -> integer().


      


Reconstruct the Base from the field section prefix Sign bit and Delta Base (RFC 9204 Section 4.5.1.2). With Sign bit 0 the Base is at or above the Required Insert Count and equals ReqInsertCount + DeltaBase. With Sign bit 1 the Base is below it and equals ReqInsertCount - DeltaBase - 1.

  



  
    
      
    
    
      decode_ric(ERIC, MaxEntries, TotalInsertCount)



        
          
        

    

  


  

      

          -spec decode_ric(non_neg_integer(), non_neg_integer(), non_neg_integer()) -> non_neg_integer().


      


Reconstruct the Required Insert Count from its encoded value using the modulo scheme of RFC 9204 Section 4.5.1.1. MaxEntries` is the tables maximum entry count and TotalInsertCount` the decoders current insert count.

  


        

      


  

    
quic_server_registry 
    



      
ETS-based registry for named QUIC server lookup.
This module provides a registry for named QUIC servers, allowing lookup of server information by name. The registry monitors server processes and automatically removes them when they terminate.
[bookmark: Usage]Usage
   %% Register a server
   ok = quic_server_registry:register(my_server, Pid, 4433, Opts).
  
   %% Look up a server
   {ok, #{pid := Pid, port := 4433}} = quic_server_registry:lookup(my_server).
  
   %% List all servers
   [my_server] = quic_server_registry:list().

      


      
        Summary


  
    Functions
  


    
      
        get_connections(Name)

      


        Get the connection PIDs for a named server.



    


    
      
        get_port(Name)

      


        Get the port for a named server. If the server was started with port 0, queries the actual bound port from a listener and updates the registry for future lookups.



    


    
      
        get_sockname(Name)

      


        Get the bound address of a named server's listener. Queried live from the listening socket, so it reflects the real address even when the server was started with port 0, inet6, {ip, _} or {ifaddr, _}.



    


    
      
        handle_call(Request, From, State)

      


    


    
      
        handle_cast(Msg, State)

      


    


    
      
        handle_info(Info, State)

      


    


    
      
        init(_)

      


    


    
      
        list()

      


        List all registered server names.



    


    
      
        lookup(Name)

      


        Look up a server by name.



    


    
      
        register(Name, Pid, Port, Opts)

      


        Register a named server.



    


    
      
        start_link()

      


        Start the server registry.



    


    
      
        terminate(Reason, State)

      


    


    
      
        unregister(Name)

      


        Unregister a named server.



    


    
      
        update_port(Name, Port)

      


        Update the port for a named server. Used when a server was started with port 0 and we've discovered the actual port.



    





      


      
        Functions


        


  
    
      
    
    
      get_connections(Name)



        
          
        

    

  


  

      

          -spec get_connections(atom()) -> {ok, [pid()]} | {error, not_found}.


      


Get the connection PIDs for a named server.

  



  
    
      
    
    
      get_port(Name)



        
          
        

    

  


  

      

          -spec get_port(atom()) -> {ok, inet:port_number()} | {error, not_found}.


      


Get the port for a named server. If the server was started with port 0, queries the actual bound port from a listener and updates the registry for future lookups.

  



  
    
      
    
    
      get_sockname(Name)



        
          
        

    

  


  

      

          -spec get_sockname(atom()) -> {ok, {inet:ip_address(), inet:port_number()}} | {error, term()}.


      


Get the bound address of a named server's listener. Queried live from the listening socket, so it reflects the real address even when the server was started with port 0, inet6, {ip, _} or {ifaddr, _}.

  



  
    
      
    
    
      handle_call(Request, From, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_cast(Msg, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_info(Info, State)



        
          
        

    

  


  


  



  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      list()



        
          
        

    

  


  

      

          -spec list() -> [atom()].


      


List all registered server names.

  



  
    
      
    
    
      lookup(Name)



        
          
        

    

  


  

      

          -spec lookup(atom()) -> {ok, map()} | {error, not_found}.


      


Look up a server by name.

  



  
    
      
    
    
      register(Name, Pid, Port, Opts)



        
          
        

    

  


  

      

          -spec register(atom(), pid(), inet:port_number(), map()) -> ok.


      


Register a named server.

  



  
    
      
    
    
      start_link()



        
          
        

    

  


  

      

          -spec start_link() -> {ok, pid()} | {error, term()}.


      


Start the server registry.

  



  
    
      
    
    
      terminate(Reason, State)



        
          
        

    

  


  


  



  
    
      
    
    
      unregister(Name)



        
          
        

    

  


  

      

          -spec unregister(atom()) -> ok.


      


Unregister a named server.

  



  
    
      
    
    
      update_port(Name, Port)



        
          
        

    

  


  

      

          -spec update_port(atom(), inet:port_number()) -> ok | {error, not_found}.


      


Update the port for a named server. Used when a server was started with port 0 and we've discovered the actual port.

  


        

      


  

    
quic_server_sup 
    



      
Dynamic supervisor for QUIC server pools.
This module provides a dynamic supervisor that allows starting and stopping named QUIC server pools at runtime. Each server pool is supervised by a quic_listener_sup process.
[bookmark: Usage]Usage
   %% Start a named server
   {ok, Pid} = quic_server_sup:start_server(my_server, 4433, Opts).
  
   %% Stop the server
   ok = quic_server_sup:stop_server(my_server).

      


      
        Summary


  
    Functions
  


    
      
        init(_)

      


    


    
      
        server_spec(Name, Port, Opts)

      


        Return a child spec for embedding a QUIC server in your own supervisor.



    


    
      
        start_link()

      


        Start the dynamic server supervisor.



    


    
      
        start_server(Name, Port, Opts)

      


        Start a named QUIC server pool. The server will be registered with the given Name in the server registry. Registration is handled by quic_listener_sup:init/1 to support supervisor restarts.



    


    
      
        stop_server(Name)

      


        Stop a named QUIC server pool.



    





      


      
        Functions


        


  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      server_spec(Name, Port, Opts)



        
          
        

    

  


  

      

          -spec server_spec(atom(), inet:port_number(), map()) -> supervisor:child_spec().


      


Return a child spec for embedding a QUIC server in your own supervisor.
This allows you to supervise QUIC servers within your application's supervision tree instead of using the built-in quic_server_sup.
Example:
  init([]) ->
      Spec = quic_server_sup:server_spec(my_quic, 4433, #{
          cert => CertDer,
          key => KeyTerm,
          alpn => [<<"h3">>]
      }),
      {ok, {#{strategy => one_for_one}, [Spec]}}.
Note: When using your own supervisor, the server will not be registered in the quic_server_registry. Use quic_listener_sup:get_listeners/1 to get listener PIDs directly from the supervisor pid.

  



  
    
      
    
    
      start_link()



        
          
        

    

  


  

      

          -spec start_link() -> {ok, pid()} | {error, term()}.


      


Start the dynamic server supervisor.

  



  
    
      
    
    
      start_server(Name, Port, Opts)



        
          
        

    

  


  

      

          -spec start_server(atom(), inet:port_number(), map()) -> {ok, pid()} | {error, term()}.


      


Start a named QUIC server pool. The server will be registered with the given Name in the server registry. Registration is handled by quic_listener_sup:init/1 to support supervisor restarts.

  



  
    
      
    
    
      stop_server(Name)



        
          
        

    

  


  

      

          -spec stop_server(atom()) -> ok | {error, term()}.


      


Stop a named QUIC server pool.

  


        

      


  

    
quic_socket 
    



      
UDP socket abstraction with packet batching support.
This module provides a unified socket interface that: - Uses the OTP 27+ socket module with GSO/GRO on Linux - Falls back to gen_udp on macOS/Windows/other platforms - Batches outgoing packets for improved throughput - Handles coalesced packets on receive (GRO)
[bookmark: Architecture]Architecture
   quic_connection/quic_listener
           |
      quic_socket (this module)
           |
     socket module (OTP 27+) with GSO/GRO on Linux
           or
     gen_udp fallback on macOS/Windows
[bookmark: Configuration]Configuration
   quic:start_server(Name, Port, #{
       batching => #{
           enabled => true,
           max_packets => 64
       }
   }).

      


      
        Summary


  
    Types
  


    
      
        packet_view/0

      


    


    
      
        socket_state/0

      


    





  
    Functions
  


    
      
        close(Socket_state)

      


        Close the socket and flush any pending packets. Only closes the socket if owns_socket is true (i.e., socket was created by us).



    


    
      
        controlling_process(Socket_state, Pid)

      


        Set the controlling process.



    


    
      
        detect_capabilities()

      


        Detect platform capabilities for GSO/GRO. Context-free wrapper that probes the IPv4 family; callers that know their target family should use detect_capabilities/1 so an IPv6-only host is not wrongly downgraded.



    


    
      
        flush(Socket_state)

      


        Flush all buffered packets. On hard send error the batch is cleared in the returned state so callers thread a clean buffer; PTO-driven retransmission owns recovery of any packets the CC has already tracked.



    


    
      
        get_fd(Socket_state)

      


        Get the underlying file descriptor.



    


    
      
        get_socket(Socket_state)

      


        Get the underlying socket from a socket_state.



    


    
      
        gso_supported(Socket_state)

      


        Check if GSO is supported for this socket_state.



    


    
      
        info(Socket_state)

      


        Return a map describing the socket_state's configuration and observability counters. Intended for debugging, benchmarking, and test assertions.



    


    
      
        new_sender(Socket, Opts)

      


        Create a fresh per-connection sender that reuses an existing socket (e.g. the listener's shared UDP socket on the server side). Each caller gets its own batch buffer so multiple connections can accumulate packets independently before flush. GSO is inherited from the underlying backend when requested. The socket is NOT owned by the returned state - close/1 will not close it.



    


    
      
        open(Port, Opts)

      


        Open a UDP socket with batching support. Options: - All standard gen_udp options - batching => #{enabled => true, max_packets => 64, flush_timeout_ms => 1}



    


    
      
        open_adapter(Opts)

      


        Build a socket_state backed by caller-supplied callbacks instead of a real UDP socket. Useful for tunnelling QUIC packets over an alternate transport (for example a MASQUE CONNECT-UDP session).



    


    
      
        open_for_send(RemoteIP, Opts)

      


        Open a UDP socket optimized for sending (client connections). Detects platform capabilities and enables GSO if available. Unlike open/2, this is optimized for a single destination.



    


    
      
        open_server_send(_, Opts)

      


        Open a server send socket bound to a local address with reuseport. Uses OTP socket backend with GSO support on Linux for high throughput. This is for server connections that need to send from a specific local port.



    


    
      
        recv(Socket_state, Timeout)

      


        Receive packets from the socket. On Linux with GRO, may return multiple coalesced packets.



    


    
      
        send(Socket_state, IP, Port, Packet)

      


        Send a packet, buffering for batch send if enabled. Packet can be: - binary() - already flat packet - {iov, [binary()]} - packet parts for scatter/gather (avoids copy)



    


    
      
        send_immediate(State, IP, Port, Packet)

      


        Send a packet immediately, bypassing the batch buffer. Intended for one-shot control-plane sends (version negotiation, retry, stateless reset) where batching adds no value and persisting the returned state is awkward.



    


    
      
        set_socket(Socket_state, NewSocket)

      


        Swap the underlying socket handle without rebuilding the #socket_state{}. Used by client-migration rebind so batching configuration is preserved while the handle points at a fresh ephemeral port. Callers must flush any pending batch before swapping; packets buffered under the old handle cannot migrate to the new one.



    


    
      
        setopts(Socket_state, Opts)

      


        Set socket options.



    


    
      
        sockname(Socket_state)

      


        Get the local address and port.



    


    
      
        start_client_receiver(Socket_state, Owner)

      


        Spawn a client-side receiver process for the socket backend.



    


    
      
        stop_client_receiver(Pid)

      


        Stop a client receiver process previously returned by start_client_receiver/2. Safe to call with undefined.



    


    
      
        wrap(Socket, Opts)

      


        Wrap an existing gen_udp socket with batching support. This allows adding batching to connections that already have a socket. Note: GSO/GRO are not available when wrapping existing gen_udp sockets. The wrapped socket is NOT owned by this state - close/1 will not close it.



    





      


      
        Types


        


  
    
      
    
    
      packet_view/0



        
          
        

    

  


  

      

          -type packet_view() :: binary() | {iov, [binary()]} | iodata().


      



  



  
    
      
    
    
      socket_state/0



        
          
        

    

  


  

      

          -opaque socket_state()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      close(Socket_state)



        
          
        

    

  


  

      

          -spec close(socket_state()) -> ok.


      


Close the socket and flush any pending packets. Only closes the socket if owns_socket is true (i.e., socket was created by us).

  



  
    
      
    
    
      controlling_process(Socket_state, Pid)



        
          
        

    

  


  

      

          -spec controlling_process(socket_state(), pid()) -> ok | {error, term()}.


      


Set the controlling process.

  



  
    
      
    
    
      detect_capabilities()



        
          
        

    

  


  

      

          -spec detect_capabilities() -> map().


      


Detect platform capabilities for GSO/GRO. Context-free wrapper that probes the IPv4 family; callers that know their target family should use detect_capabilities/1 so an IPv6-only host is not wrongly downgraded.

  



  
    
      
    
    
      flush(Socket_state)



        
          
        

    

  


  

      

          -spec flush(socket_state()) -> {ok, socket_state()} | {error, term(), socket_state()}.


      


Flush all buffered packets. On hard send error the batch is cleared in the returned state so callers thread a clean buffer; PTO-driven retransmission owns recovery of any packets the CC has already tracked.

  



  
    
      
    
    
      get_fd(Socket_state)



        
          
        

    

  


  

      

          -spec get_fd(socket_state()) -> {ok, integer()} | {error, term()}.


      


Get the underlying file descriptor.

  



  
    
      
    
    
      get_socket(Socket_state)



        
          
        

    

  


  

      

          -spec get_socket(socket_state()) -> socket:socket() | gen_udp:socket().


      


Get the underlying socket from a socket_state.

  



  
    
      
    
    
      gso_supported(Socket_state)



        
          
        

    

  


  

      

          -spec gso_supported(socket_state()) -> boolean().


      


Check if GSO is supported for this socket_state.

  



  
    
      
    
    
      info(Socket_state)



        
          
        

    

  


  

      

          -spec info(socket_state()) ->
              #{backend := gen_udp | socket,
                gso_supported := boolean(),
                gso_size := non_neg_integer(),
                gro_enabled := boolean(),
                batching_enabled := boolean(),
                max_batch_packets := pos_integer(),
                batch_flushes := non_neg_integer(),
                packets_coalesced := non_neg_integer()}.


      


Return a map describing the socket_state's configuration and observability counters. Intended for debugging, benchmarking, and test assertions.

  



  
    
      
    
    
      new_sender(Socket, Opts)



        
          
        

    

  


  

      

          -spec new_sender(gen_udp:socket() | socket:socket(), map()) -> {ok, socket_state()}.


      


Create a fresh per-connection sender that reuses an existing socket (e.g. the listener's shared UDP socket on the server side). Each caller gets its own batch buffer so multiple connections can accumulate packets independently before flush. GSO is inherited from the underlying backend when requested. The socket is NOT owned by the returned state - close/1 will not close it.

  



  
    
      
    
    
      open(Port, Opts)



        
          
        

    

  


  

      

          -spec open(inet:port_number(), map()) -> {ok, socket_state()} | {error, term()}.


      


Open a UDP socket with batching support. Options: - All standard gen_udp options - batching => #{enabled => true, max_packets => 64, flush_timeout_ms => 1}

  



  
    
      
    
    
      open_adapter(Opts)



        
          
        

    

  


  

      

          -spec open_adapter(map()) -> {ok, socket_state()} | {error, term()}.


      


Build a socket_state backed by caller-supplied callbacks instead of a real UDP socket. Useful for tunnelling QUIC packets over an alternate transport (for example a MASQUE CONNECT-UDP session).
Required options:
	send_fun - fun((IP, Port, Packet) -> ok | {error, _}). Called for every outbound packet. The caller is responsible for delivering inbound packets to the connection owner as {udp, Socket, IP, Port, Data} messages, where Socket is the reference returned in the socket_state.

Optional options:
	close_fun - fun(() -> ok) invoked on socket close.
	local - {IP, Port} returned by sockname/1.
	socket_ref - reference() to use as the opaque socket handle. Defaults to a fresh make_ref/0. Callers that need to forward inbound packets as {udp, Ref, IP, Port, Data} should supply their own ref so they know which value to use before the connection starts.

Batching, GSO and GRO are unconditionally disabled for this backend because the underlying transport handles its own framing.

  



  
    
      
    
    
      open_for_send(RemoteIP, Opts)



        
          
        

    

  


  

      

          -spec open_for_send(inet:ip_address(), map()) -> {ok, socket_state()} | {error, term()}.


      


Open a UDP socket optimized for sending (client connections). Detects platform capabilities and enables GSO if available. Unlike open/2, this is optimized for a single destination.

  



  
    
      
    
    
      open_server_send(_, Opts)



        
          
        

    

  


  

      

          -spec open_server_send({inet:ip_address(), inet:port_number()}, map()) ->
                          {ok, socket_state()} | {error, term()}.


      


Open a server send socket bound to a local address with reuseport. Uses OTP socket backend with GSO support on Linux for high throughput. This is for server connections that need to send from a specific local port.

  



  
    
      
    
    
      recv(Socket_state, Timeout)



        
          
        

    

  


  

      

          -spec recv(socket_state(), timeout()) ->
              {ok, {inet:ip_address(), inet:port_number()}, [binary()]} | {error, term()}.


      


Receive packets from the socket. On Linux with GRO, may return multiple coalesced packets.

  



  
    
      
    
    
      send(Socket_state, IP, Port, Packet)



        
          
        

    

  


  

      

          -spec send(socket_state(), inet:ip_address(), inet:port_number(), packet_view()) ->
              {ok, socket_state()} | {error, term()} | {error, term(), socket_state()}.


      


Send a packet, buffering for batch send if enabled. Packet can be: - binary() - already flat packet - {iov, [binary()]} - packet parts for scatter/gather (avoids copy)
Returns updated state. Auto-flushes when: - Batch is full (max_batch_packets reached) - Destination address changes

  



  
    
      
    
    
      send_immediate(State, IP, Port, Packet)



        
          
        

    

  


  

      

          -spec send_immediate(socket_state(), inet:ip_address(), inet:port_number(), packet_view()) ->
                        {ok, socket_state()} | {error, term()}.


      


Send a packet immediately, bypassing the batch buffer. Intended for one-shot control-plane sends (version negotiation, retry, stateless reset) where batching adds no value and persisting the returned state is awkward.

  



  
    
      
    
    
      set_socket(Socket_state, NewSocket)



        
          
        

    

  


  

      

          -spec set_socket(socket_state(), gen_udp:socket() | socket:socket()) -> socket_state().


      


Swap the underlying socket handle without rebuilding the #socket_state{}. Used by client-migration rebind so batching configuration is preserved while the handle points at a fresh ephemeral port. Callers must flush any pending batch before swapping; packets buffered under the old handle cannot migrate to the new one.

  



  
    
      
    
    
      setopts(Socket_state, Opts)



        
          
        

    

  


  

      

          -spec setopts(socket_state(), list()) -> ok | {error, term()}.


      


Set socket options.

  



  
    
      
    
    
      sockname(Socket_state)



        
          
        

    

  


  

      

          -spec sockname(socket_state()) -> {ok, {inet:ip_address(), inet:port_number()}} | {error, term()}.


      


Get the local address and port.

  



  
    
      
    
    
      start_client_receiver(Socket_state, Owner)



        
          
        

    

  


  

      

          -spec start_client_receiver(socket_state(), pid()) -> {ok, pid()} | {error, term()}.


      


Spawn a client-side receiver process for the socket backend.
The OTP socket module does not support {active, N} semantics, so instead we spawn a dedicated process that loops on socket:recvfrom/4 and forwards each datagram as {udp, Owner, IP, Port, Data} to the owning connection process. This lets the existing quic_connection receive path keep pattern-matching on the gen_udp-style message shape without any branching.
Returns the receiver pid, linked to the caller so it terminates when the connection process exits.

  



  
    
      
    
    
      stop_client_receiver(Pid)



        
          
        

    

  


  

      

          -spec stop_client_receiver(pid() | undefined) -> ok.


      


Stop a client receiver process previously returned by start_client_receiver/2. Safe to call with undefined.

  



  
    
      
    
    
      wrap(Socket, Opts)



        
          
        

    

  


  

      

          -spec wrap(gen_udp:socket(), map()) -> {ok, socket_state()}.


      


Wrap an existing gen_udp socket with batching support. This allows adding batching to connections that already have a socket. Note: GSO/GRO are not available when wrapping existing gen_udp sockets. The wrapped socket is NOT owned by this state - close/1 will not close it.

  


        

      


  

    
quic_sup 
    



      
Top-level supervisor for the QUIC application.
This module supervises: - quic_server_registry: ETS-based registry for named server lookup - quic_server_sup: Dynamic supervisor for server pools
Supervision tree:
   quic_sup (one_for_one)
     |-- quic_server_registry (worker)
     `-- quic_server_sup (supervisor)
           |-- {server_name_1, quic_listener_sup} (supervisor)
           |-- {server_name_2, quic_listener_sup} (supervisor)
           `-- ...

      


      
        Summary


  
    Functions
  


    
      
        init(_)

      


    


    
      
        start_link()

      


        Start the top-level QUIC supervisor.



    





      


      
        Functions


        


  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      start_link()



        
          
        

    

  


  

      

          -spec start_link() -> {ok, pid()} | {error, term()}.


      


Start the top-level QUIC supervisor.

  


        

      


  

    
quic_token_cache 
    




      
        Summary


  
    Types
  


    
      
        endpoint/0

      


    





  
    Functions
  


    
      
        clear()

      


        Drop all cached tokens. Useful for tests.



    


    
      
        handle_call(_, From, Tab)

      


    


    
      
        handle_cast(_, Tab)

      


    


    
      
        init(_)

      


    


    
      
        put(Endpoint, Token)

      


        Store a token for the given endpoint. Overwrites any previous entry for the same endpoint; when the cache is at its size limit, the oldest entry is dropped.



    


    
      
        start_link()

      


    


    
      
        take(Endpoint)

      


        Atomically return and remove a cached token for the endpoint, or empty if none is cached. Returning the token consumes it — per RFC 9000 §8.1.3 each NEW_TOKEN is meant to be used at most once.



    





      


      
        Types


        


  
    
      
    
    
      endpoint/0



        
          
        

    

  


  

      

          -type endpoint() :: {binary() | inet:ip_address(), inet:port_number()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      clear()



        
          
        

    

  


  

      

          -spec clear() -> ok.


      


Drop all cached tokens. Useful for tests.

  



  
    
      
    
    
      handle_call(_, From, Tab)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_cast(_, Tab)



        
          
        

    

  


  


  



  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      put(Endpoint, Token)



        
          
        

    

  


  

      

          -spec put(endpoint(), binary()) -> ok.


      


Store a token for the given endpoint. Overwrites any previous entry for the same endpoint; when the cache is at its size limit, the oldest entry is dropped.

  



  
    
      
    
    
      start_link()



        
          
        

    

  


  

      

          -spec start_link() -> {ok, pid()}.


      



  



  
    
      
    
    
      take(Endpoint)



        
          
        

    

  


  

      

          -spec take(endpoint()) -> {ok, binary()} | empty.


      


Atomically return and remove a cached token for the endpoint, or empty if none is cached. Returning the token consumes it — per RFC 9000 §8.1.3 each NEW_TOKEN is meant to be used at most once.

  


        

      


  

    
quic 
    



      
QUIC public API.
This module provides the public interface for QUIC connections. The API is compatible with hackney_quic for drop-in replacement.
[bookmark: Messages]Messages
Messages sent to owner process (Conn is the connection pid):
	{quic, Conn, {connected, Info}} - Connection established
	{quic, Conn, {stream_opened, StreamId}} - Stream opened
	{quic, Conn, {closed, Reason}} - Connection closed
	{quic, Conn, {transport_error, Code, Reason}} - Transport error
	{quic, Conn, {stream_data, StreamId, Bin, Fin}} - Data received
	{quic, Conn, {stream_reset, StreamId, ErrorCode}} - Stream reset
	{quic, Conn, {stop_sending, StreamId, ErrorCode}} - Stop sending
	{quic, Conn, {goaway, LastStreamId, ErrorCode, Debug}} - GoAway received
	{quic, Conn, {session_ticket, Ticket}} - Session ticket for 0-RTT
	{quic, Conn, {send_ready, StreamId}} - Stream ready to write
	{quic, Conn, {timer, NextTimeoutMs}} - Timer notification
	{quic, Conn, {datagram, Data}} - Datagram received (RFC 9221)
	{quic, Conn, {stream_deadline, StreamId}} - Stream deadline expired


      


      
        Summary


  
    Types
  


    
      
        path_stats/0

      


    


    
      
        send_queue_info/0

      


    





  
    Functions
  


    
      
        cancel_stream_deadline(Conn, StreamId)

      


        Cancel a stream deadline. Returns ok if the deadline was cancelled, or {error, not_found} if no deadline exists.



    


    
      
        close(Conn)

      


        Close a QUIC connection with normal reason.



    


    
      
        close(Conn, Reason)

      


        Close a QUIC connection with the given reason. An integer is treated as an application error code (RFC 9000 §19.19) and sent verbatim in the CONNECTION_CLOSE frame; any other term keeps its historical pass-through behaviour.



    


    
      
        close(Conn, ErrorCode, Reason)

      


        Close a QUIC connection with application error code and reason phrase. ErrorCode is a 62-bit unsigned integer (RFC 9000). Reason is the reason phrase sent in the CONNECTION_CLOSE frame.



    


    
      
        connect(Host, Port, Opts, Owner)

      


        Connect to a QUIC server. Returns {ok, Conn} on success where Conn is a pid(). Host may be a hostname, an IP-literal string (IPv4 or IPv6, optionally bracketed), or an inet:ip_address() tuple. The owner process will receive {quic, Conn, {connected, Info}} when the connection is established.



    


    
      
        datagram_max_size(Conn)

      


        Get maximum datagram payload size. Returns 0 if peer doesn't support datagrams (RFC 9221). The returned size is the peer's advertised max_datagram_frame_size.



    


    
      
        datagram_stats(Conn)

      


        Get datagram accounting counters. Returns delivered / dropped_recv / sent / dropped_send counters so callers can detect back-pressure when datagram_recv_queue_len has been set to a finite value.



    


    
      
        early_data_accepted(Conn)

      


        Returns whether the server accepted early data, or unknown if the handshake has not yet completed. Use after the connection enters the connected state to confirm 0-RTT was actually used.



    


    
      
        get_fd(Socket)

      


        Get the file descriptor from a gen_udp socket. This can be used to pass an existing UDP socket to connect/4 via the socket_fd option.



    


    
      
        get_mtu(Conn)

      


        Get the current MTU for a connection.



    


    
      
        get_path_stats(Conn)

      


        Return a snapshot of the connection's path metrics.



    


    
      
        get_peer_transport_params(Conn)

      


        Get the peer's transport parameters.



    


    
      
        get_send_queue_info(Conn)

      


        Get send queue information for a connection. This can be used by distribution controllers or other high-level protocols to implement backpressure based on queue state.



    


    
      
        get_server_connections(Name)

      


        Get the list of connection PIDs for a named server.



    


    
      
        get_server_info(Name)

      


        Get information about a named server.



    


    
      
        get_server_port(Name)

      


        Get the listening port of a named server.



    


    
      
        get_server_sockname(Name)

      


        Get the bound address of a named server.



    


    
      
        get_stats(Conn)

      


        Get connection statistics for liveness detection.



    


    
      
        get_stream_deadline(Conn, StreamId)

      


        Get the remaining time for a stream deadline. Returns {ok, {RemainingMs, Action}} where RemainingMs is milliseconds until expiry. Returns {error, no_deadline} if no deadline is set.



    


    
      
        get_stream_priority(Conn, StreamId)

      


        Get the priority for a stream. Returns {ok, {Urgency, Incremental}} or {error, not_found}.



    


    
      
        handle_timeout(Conn, NowMs)

      


        Handle connection timeout. Should be called when timer expires. Returns next timeout in ms or 'infinity'.



    


    
      
        has_early_keys(Conn)

      


        Returns whether the connection has derived early keys (i.e. a session ticket was provided and 0-RTT is possible). Used by the H3 layer to choose between the fresh-handshake and 0-RTT paths.



    


    
      
        is_available()

      


        Check if QUIC support is available. Always returns true for pure Erlang implementation.



    


    
      
        migrate(Conn)

      


        Trigger connection migration to a new local address. This initiates path validation on a new network path. The connection will send PATH_CHALLENGE and wait for PATH_RESPONSE.



    


    
      
        migrate(Conn, Opts)

      


        Trigger connection migration with options. This initiates path validation on a new network path. The connection will send PATH_CHALLENGE and wait for PATH_RESPONSE.



    


    
      
        open_stream(Conn)

      


        Open a new bidirectional stream. Returns {ok, StreamId} on success.



    


    
      
        open_unidirectional_stream(Conn)

      


        Open a new unidirectional stream. Returns {ok, StreamId} on success. Unidirectional streams are send-only for the initiator.



    


    
      
        peercert(Conn)

      


        Get the peer certificate. Returns the DER-encoded certificate of the peer if available.



    


    
      
        peername(Conn)

      


        Get the remote address of the connection.



    


    
      
        process(Conn)

      


        Process pending QUIC events. This is called automatically by the connection process.



    


    
      
        reset_stream(Conn, StreamId, ErrorCode)

      


        Reset a stream with an error code.



    


    
      
        reset_stream_at(Conn, StreamId, ErrorCode, ReliableSize)

      


        Reset a stream with reliable delivery up to specified size. Data up to ReliableSize will be delivered before the reset takes effect. Requires peer support for the reliable stream reset extension (draft-ietf-quic-reliable-stream-reset-07). ReliableSize must be less than or equal to the amount of data already sent.



    


    
      
        safe_close(Conn)

      


        Close a connection, ignoring any error if it is already gone. For teardown paths that must not crash when the connection has already closed or the pid is dead.



    


    
      
        safe_close(Conn, Reason)

      


        Like safe_close/1 with a close reason.



    


    
      
        safe_close(Conn, ErrorCode, Reason)

      


        Like safe_close/1 with an application error code and reason phrase.



    


    
      
        send_data(Conn, StreamId, Data, Fin)

      


        Send data on a stream. Fin indicates if this is the final frame on the stream.



    


    
      
        send_data(Conn, StreamId, Data, Fin, Timeout)

      


        Send data on a stream with a timeout. Fin indicates if this is the final frame on the stream. Timeout is in milliseconds; if the operation takes longer, returns {error, timeout}.



    


    
      
        send_data_async(Conn, StreamId, Data, Fin)

      


        Send data on a stream asynchronously (fire-and-forget). This is faster than send_data/4 because it uses cast instead of call, avoiding the round-trip latency. However, errors are silently dropped. Use this for high-throughput scenarios where occasional dropped data is acceptable.



    


    
      
        send_datagram(Conn, Data)

      


        Send a datagram on the connection. Datagrams are unreliable and may be lost.



    


    
      
        send_ping(Conn)

      


        Send a PING frame on the connection.



    


    
      
        server_spec(Name, Port, Opts)

      


        Return a child spec for embedding a QUIC server in your own supervisor.



    


    
      
        set_congestion_control(Conn, Algorithm)

      


        Set the congestion control algorithm for a connection. This changes the algorithm on a live connection. The new algorithm starts fresh (cwnd, ssthresh reset to defaults). Only works in connected state.



    


    
      
        set_owner(Conn, NewOwner)

      


        Set the owner process for a connection. Similar to gen_tcp:controlling_process/2.



    


    
      
        set_owner_sync(Conn, NewOwner)

      


        Set the owner process for a connection (synchronous). Use this when you need to ensure ownership is transferred before continuing.



    


    
      
        set_stream_deadline(Conn, StreamId, TimeoutMs)

      


        Set a deadline for a stream. TimeoutMs is the number of milliseconds from now until the deadline expires. When the deadline expires, the stream will be reset and/or the owner will be notified. Default action is 'both' (notify + reset).



    


    
      
        set_stream_deadline(Conn, StreamId, TimeoutMs, Opts)

      


        Set a deadline for a stream with options. TimeoutMs is the number of milliseconds from now until the deadline expires.



    


    
      
        set_stream_priority(Conn, StreamId, Urgency, Incremental)

      


        Set the priority for a stream. Urgency: 0-7 (lower = more urgent, default 3) Incremental: boolean (data can be processed incrementally, default false) Per RFC 9218 (Extensible Priorities for HTTP).



    


    
      
        setopts(Conn, Opts)

      


        Set connection options.



    


    
      
        sockname(Conn)

      


        Get the local address of the connection.



    


    
      
        start_server(Name, Port, Opts)

      


        Start a named QUIC server on the specified port.



    


    
      
        stop_sending(Conn, StreamId, ErrorCode)

      


        Request peer to stop sending on a stream. Sends a STOP_SENDING frame (RFC 9000 Section 19.5).



    


    
      
        stop_server(Name)

      


        Stop a named QUIC server.



    


    
      
        which_servers()

      


        List all running server names.



    





      


      
        Types


        


  
    
      
    
    
      path_stats/0



        
          
        

    

  


  

      

          -type path_stats() ::
          #{srtt := non_neg_integer(),
            latest_rtt := non_neg_integer(),
            min_rtt := non_neg_integer(),
            rtt_var := non_neg_integer(),
            cwnd := non_neg_integer(),
            bytes_in_flight := non_neg_integer(),
            in_recovery := boolean(),
            congested := boolean()}.


      



  



  
    
      
    
    
      send_queue_info/0



        
          
        

    

  


  

      

          -type send_queue_info() ::
          #{bytes := non_neg_integer(),
            cwnd := non_neg_integer(),
            in_flight := non_neg_integer(),
            in_recovery := boolean(),
            congested := boolean()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      cancel_stream_deadline(Conn, StreamId)



        
          
        

    

  


  

      

          -spec cancel_stream_deadline(Conn, StreamId) -> ok | {error, term()}
                                when Conn :: pid(), StreamId :: non_neg_integer().


      


Cancel a stream deadline. Returns ok if the deadline was cancelled, or {error, not_found} if no deadline exists.

  



  
    
      
    
    
      close(Conn)



        
          
        

    

  


  

      

          -spec close(Conn) -> ok when Conn :: pid().


      


Close a QUIC connection with normal reason.

  



  
    
      
    
    
      close(Conn, Reason)



        
          
        

    

  


  

      

          -spec close(Conn, Reason) -> ok when Conn :: pid(), Reason :: non_neg_integer() | term().


      


Close a QUIC connection with the given reason. An integer is treated as an application error code (RFC 9000 §19.19) and sent verbatim in the CONNECTION_CLOSE frame; any other term keeps its historical pass-through behaviour.

  



  
    
      
    
    
      close(Conn, ErrorCode, Reason)



        
          
        

    

  


  

      

          -spec close(Conn, ErrorCode, Reason) -> ok
               when Conn :: pid(), ErrorCode :: 0..4611686018427387903, Reason :: binary().


      


Close a QUIC connection with application error code and reason phrase. ErrorCode is a 62-bit unsigned integer (RFC 9000). Reason is the reason phrase sent in the CONNECTION_CLOSE frame.

  



  
    
      
    
    
      connect(Host, Port, Opts, Owner)



        
          
        

    

  


  

      

          -spec connect(Host, Port, Opts, Owner) -> {ok, pid()} | {error, term()}
                 when
                     Host :: binary() | string() | inet:ip_address(),
                     Port :: inet:port_number(),
                     Opts :: map(),
                     Owner :: pid().


      


Connect to a QUIC server. Returns {ok, Conn} on success where Conn is a pid(). Host may be a hostname, an IP-literal string (IPv4 or IPv6, optionally bracketed), or an inet:ip_address() tuple. The owner process will receive {quic, Conn, {connected, Info}} when the connection is established.
For a hostname that resolves to both IPv4 and IPv6 addresses, RFC 8305 Happy Eyeballs is used: the addresses are raced IPv6-first and the first to complete its handshake is returned. In that case connect/4 blocks until the first attempt connects (or all fail / time out); a single address, IP literal/tuple, or pre-opened socket keeps the immediate, asynchronous return.
Options:
	happy_eyeballs - Race IPv6/IPv4 for multi-address hostnames (default: true). false forces the legacy IPv4-first resolver.
	family - inet | inet6 | any (default any); restricts resolution to one address family.
	connection_attempt_delay - RFC 8305 stagger between attempts in milliseconds (default: 250).
	connect_timeout - Overall Happy Eyeballs deadline in milliseconds (default: 5000).
	socket - Use an existing UDP socket (gen_udp:socket())
	extra_socket_opts - Options for socket creation (e.g., [{ip, Addr}])
	socket_backend - gen_udp (default), socket (OTP NIF) or adapter (caller-supplied datagram callbacks)
	socket_adapter - Required when socket_backend = adapter. Map with send_fun => fun((IP, Port, Packet) -> ok | {error,_}) and optional close_fun, local. Inbound packets must be delivered to the owning connection as {udp, Socket, IP, Port, Data} messages.
	verify - Validate the server certificate chain, signature and hostname (default: true). Set to false to skip validation (e.g. self-signed test servers).
	cacerts - Trust anchors as a list of DER-encoded CA certificates. Defaults to the OS trust store.
	alpn - ALPN protocols (default: [<<"h3">>])
	server_name - Server Name Indication, also the hostname checked against the certificate (default: Host)
	external_psk - TLS 1.3 external PSK (RFC 8446 §4.2.11). {Identity, Secret} defaults to modes [psk_dhe_ke]; {Identity, Secret, Modes} takes an explicit non-empty list (psk_dhe_ke | psk_ke). Mutually exclusive with session_ticket. See docs/PSK.md.
	groups - key-exchange groups in preference order (x25519 | secp256r1 | secp384r1; default [x25519]). The head gets a key_share; the rest are HelloRetryRequest eligible.
	signature_algs - advertised signature schemes (ecdsa_secp256r1_sha256 | ecdsa_secp384r1_sha384 | rsa_pss_rsae_sha256|384|512 | ed25519 | rsa_pkcs1_sha256). Defaults to the historical wire list.


  



  
    
      
    
    
      datagram_max_size(Conn)



        
          
        

    

  


  

      

          -spec datagram_max_size(Conn) -> non_neg_integer() | {error, term()} when Conn :: pid().


      


Get maximum datagram payload size. Returns 0 if peer doesn't support datagrams (RFC 9221). The returned size is the peer's advertised max_datagram_frame_size.

  



  
    
      
    
    
      datagram_stats(Conn)



        
          
        

    

  


  

      

          -spec datagram_stats(Conn) ->
                        #{delivered := non_neg_integer(),
                          dropped_recv := non_neg_integer(),
                          sent := non_neg_integer(),
                          dropped_send := non_neg_integer()}
                        when Conn :: pid().


      


Get datagram accounting counters. Returns delivered / dropped_recv / sent / dropped_send counters so callers can detect back-pressure when datagram_recv_queue_len has been set to a finite value.

  



  
    
      
    
    
      early_data_accepted(Conn)



        
          
        

    

  


  

      

          -spec early_data_accepted(Conn) -> boolean() | unknown when Conn :: pid().


      


Returns whether the server accepted early data, or unknown if the handshake has not yet completed. Use after the connection enters the connected state to confirm 0-RTT was actually used.

  



  
    
      
    
    
      get_fd(Socket)



        
          
        

    

  


  

      

          -spec get_fd(gen_udp:socket()) -> {ok, integer()} | {error, term()}.


      


Get the file descriptor from a gen_udp socket. This can be used to pass an existing UDP socket to connect/4 via the socket_fd option.

  



  
    
      
    
    
      get_mtu(Conn)



        
          
        

    

  


  

      

          -spec get_mtu(Conn) -> {ok, pos_integer()} | {error, term()} when Conn :: pid().


      


Get the current MTU for a connection.
Returns the effective MTU discovered via DPLPMTUD (RFC 8899). The MTU starts at 1200 bytes (QUIC minimum) and is probed up to the peer's max_udp_payload_size or local configuration.
Returns {ok, MTU} where MTU is the current maximum packet size, or {error, not_found} if the connection doesn't exist.

  



  
    
      
    
    
      get_path_stats(Conn)



        
          
        

    

  


  

      

          -spec get_path_stats(Conn) -> {ok, path_stats()} | {error, term()} when Conn :: pid().


      


Return a snapshot of the connection's path metrics.
The map combines RTT estimates from quic_loss with congestion control state from quic_cc. Intended for routing layers that need per-connection path quality without poking at internal records via sys:get_state/1.
Returns {error, not_connected} if the connection has not yet completed the handshake.

  



  
    
      
    
    
      get_peer_transport_params(Conn)



        
          
        

    

  


  

      

          -spec get_peer_transport_params(Conn) -> {ok, map()} | {error, term()} when Conn :: pid().


      


Get the peer's transport parameters.
Returns the transport parameters received from the peer during handshake. Useful for verifying peer capabilities such as WebTransport support (e.g., checking for reset_stream_at transport parameter).
Returns {ok, TransportParams} where TransportParams is a map of the peer's advertised transport parameters.

  



  
    
      
    
    
      get_send_queue_info(Conn)



        
          
        

    

  


  

      

          -spec get_send_queue_info(Conn) -> {ok, send_queue_info()} | {error, term()} when Conn :: pid().


      


Get send queue information for a connection. This can be used by distribution controllers or other high-level protocols to implement backpressure based on queue state.
Returns a map with: - bytes: Current bytes in send queue - cwnd: Congestion window size - in_flight: Bytes sent but not acknowledged - in_recovery: Whether in congestion recovery - congested: Whether backpressure should be applied
See quic_dist_controller for usage example.

  



  
    
      
    
    
      get_server_connections(Name)



        
          
        

    

  


  

      

          -spec get_server_connections(Name) -> {ok, [pid()]} | {error, not_found} when Name :: atom().


      


Get the list of connection PIDs for a named server.

  



  
    
      
    
    
      get_server_info(Name)



        
          
        

    

  


  

      

          -spec get_server_info(Name) -> {ok, map()} | {error, not_found} when Name :: atom().


      


Get information about a named server.
Returns a map containing:
	pid - Server supervisor PID
	port - Listening port
	opts - Server options
	started_at - Start timestamp in milliseconds


  



  
    
      
    
    
      get_server_port(Name)



        
          
        

    

  


  

      

          -spec get_server_port(Name) -> {ok, inet:port_number()} | {error, not_found} when Name :: atom().


      


Get the listening port of a named server.
Useful when the server was started with port 0 (ephemeral port).

  



  
    
      
    
    
      get_server_sockname(Name)



        
          
        

    

  


  

      

          -spec get_server_sockname(Name) -> {ok, {inet:ip_address(), inet:port_number()}} | {error, term()}
                             when Name :: atom().


      


Get the bound address of a named server.
Returns the listener's actual {IP, Port}, resolved from the socket, so it is correct even when the server was started with port 0, inet6, {ip, _} or {ifaddr, _}.

  



  
    
      
    
    
      get_stats(Conn)



        
          
        

    

  


  

      

          -spec get_stats(Conn) -> {ok, map()} | {error, term()} when Conn :: pid().


      


Get connection statistics for liveness detection.
Returns packet counts that can be used by net_kernel for tick checking. Any QUIC packet (ACK, PING, data) counts as proof of peer liveness.
Returns a map with: - packets_received: Total QUIC packets successfully received - packets_sent: Total QUIC packets sent - data_received: Total bytes of application data received - data_sent: Total bytes of application data sent
See quic_dist_controller for usage in distribution tick checking.

  



  
    
      
    
    
      get_stream_deadline(Conn, StreamId)



        
          
        

    

  


  

      

          -spec get_stream_deadline(Conn, StreamId) ->
                             {ok, {non_neg_integer() | infinity, reset | notify | both}} |
                             {error, term()}
                             when Conn :: pid(), StreamId :: non_neg_integer().


      


Get the remaining time for a stream deadline. Returns {ok, {RemainingMs, Action}} where RemainingMs is milliseconds until expiry. Returns {error, no_deadline} if no deadline is set.

  



  
    
      
    
    
      get_stream_priority(Conn, StreamId)



        
          
        

    

  


  

      

          -spec get_stream_priority(Conn, StreamId) -> {ok, {0..7, boolean()}} | {error, term()}
                             when Conn :: pid(), StreamId :: non_neg_integer().


      


Get the priority for a stream. Returns {ok, {Urgency, Incremental}} or {error, not_found}.

  



  
    
      
    
    
      handle_timeout(Conn, NowMs)



        
          
        

    

  


  

      

          -spec handle_timeout(Conn, NowMs) -> non_neg_integer() | infinity
                        when Conn :: pid(), NowMs :: non_neg_integer().


      


Handle connection timeout. Should be called when timer expires. Returns next timeout in ms or 'infinity'.

  



  
    
      
    
    
      has_early_keys(Conn)



        
          
        

    

  


  

      

          -spec has_early_keys(Conn) -> boolean() when Conn :: pid().


      


Returns whether the connection has derived early keys (i.e. a session ticket was provided and 0-RTT is possible). Used by the H3 layer to choose between the fresh-handshake and 0-RTT paths.

  



  
    
      
    
    
      is_available()



        
          
        

    

  


  

      

          -spec is_available() -> boolean().


      


Check if QUIC support is available. Always returns true for pure Erlang implementation.

  



  
    
      
    
    
      migrate(Conn)



        
          
        

    

  


  

      

          -spec migrate(Conn) -> ok | {error, term()} when Conn :: pid().


      


Trigger connection migration to a new local address. This initiates path validation on a new network path. The connection will send PATH_CHALLENGE and wait for PATH_RESPONSE.

  



  
    
      
    
    
      migrate(Conn, Opts)



        
          
        

    

  


  

      

          -spec migrate(Conn, Opts) -> ok | {error, term()}
                 when Conn :: pid(), Opts :: #{timeout => pos_integer()}.


      


Trigger connection migration with options. This initiates path validation on a new network path. The connection will send PATH_CHALLENGE and wait for PATH_RESPONSE.
Options:
	timeout - Timeout in milliseconds for the gen_statem call (default: 5000)


  



  
    
      
    
    
      open_stream(Conn)



        
          
        

    

  


  

      

          -spec open_stream(Conn) -> {ok, non_neg_integer()} | {error, term()} when Conn :: pid().


      


Open a new bidirectional stream. Returns {ok, StreamId} on success.

  



  
    
      
    
    
      open_unidirectional_stream(Conn)



        
          
        

    

  


  

      

          -spec open_unidirectional_stream(Conn) -> {ok, non_neg_integer()} | {error, term()} when Conn :: pid().


      


Open a new unidirectional stream. Returns {ok, StreamId} on success. Unidirectional streams are send-only for the initiator.

  



  
    
      
    
    
      peercert(Conn)



        
          
        

    

  


  

      

          -spec peercert(Conn) -> {ok, binary()} | {error, term()} when Conn :: pid().


      


Get the peer certificate. Returns the DER-encoded certificate of the peer if available.

  



  
    
      
    
    
      peername(Conn)



        
          
        

    

  


  

      

          -spec peername(Conn) -> {ok, {inet:ip_address(), inet:port_number()}} | {error, term()}
                  when Conn :: pid().


      


Get the remote address of the connection.

  



  
    
      
    
    
      process(Conn)



        
          
        

    

  


  

      

          -spec process(Conn) -> ok when Conn :: pid().


      


Process pending QUIC events. This is called automatically by the connection process.

  



  
    
      
    
    
      reset_stream(Conn, StreamId, ErrorCode)



        
          
        

    

  


  

      

          -spec reset_stream(Conn, StreamId, ErrorCode) -> ok | {error, term()}
                      when Conn :: pid(), StreamId :: non_neg_integer(), ErrorCode :: non_neg_integer().


      


Reset a stream with an error code.

  



  
    
      
    
    
      reset_stream_at(Conn, StreamId, ErrorCode, ReliableSize)



        
          
        

    

  


  

      

          -spec reset_stream_at(Conn, StreamId, ErrorCode, ReliableSize) -> ok | {error, term()}
                         when
                             Conn :: pid(),
                             StreamId :: non_neg_integer(),
                             ErrorCode :: non_neg_integer(),
                             ReliableSize :: non_neg_integer().


      


Reset a stream with reliable delivery up to specified size. Data up to ReliableSize will be delivered before the reset takes effect. Requires peer support for the reliable stream reset extension (draft-ietf-quic-reliable-stream-reset-07). ReliableSize must be less than or equal to the amount of data already sent.

  



  
    
      
    
    
      safe_close(Conn)



        
          
        

    

  


  

      

          -spec safe_close(Conn) -> ok when Conn :: pid().


      


Close a connection, ignoring any error if it is already gone. For teardown paths that must not crash when the connection has already closed or the pid is dead.

  



  
    
      
    
    
      safe_close(Conn, Reason)



        
          
        

    

  


  

      

          -spec safe_close(Conn, Reason) -> ok when Conn :: pid(), Reason :: non_neg_integer() | term().


      


Like safe_close/1 with a close reason.

  



  
    
      
    
    
      safe_close(Conn, ErrorCode, Reason)



        
          
        

    

  


  

      

          -spec safe_close(Conn, ErrorCode, Reason) -> ok
                    when Conn :: pid(), ErrorCode :: 0..4611686018427387903, Reason :: binary().


      


Like safe_close/1 with an application error code and reason phrase.

  



  
    
      
    
    
      send_data(Conn, StreamId, Data, Fin)



        
          
        

    

  


  

      

          -spec send_data(Conn, StreamId, Data, Fin) -> ok | {error, term()}
                   when Conn :: pid(), StreamId :: non_neg_integer(), Data :: iodata(), Fin :: boolean().


      


Send data on a stream. Fin indicates if this is the final frame on the stream.

  



  
    
      
    
    
      send_data(Conn, StreamId, Data, Fin, Timeout)



        
          
        

    

  


  

      

          -spec send_data(Conn, StreamId, Data, Fin, Timeout) -> ok | {error, term()}
                   when
                       Conn :: pid(),
                       StreamId :: non_neg_integer(),
                       Data :: iodata(),
                       Fin :: boolean(),
                       Timeout :: timeout().


      


Send data on a stream with a timeout. Fin indicates if this is the final frame on the stream. Timeout is in milliseconds; if the operation takes longer, returns {error, timeout}.

  



  
    
      
    
    
      send_data_async(Conn, StreamId, Data, Fin)



        
          
        

    

  


  

      

          -spec send_data_async(Conn, StreamId, Data, Fin) -> ok
                         when
                             Conn :: pid(),
                             StreamId :: non_neg_integer(),
                             Data :: iodata(),
                             Fin :: boolean().


      


Send data on a stream asynchronously (fire-and-forget). This is faster than send_data/4 because it uses cast instead of call, avoiding the round-trip latency. However, errors are silently dropped. Use this for high-throughput scenarios where occasional dropped data is acceptable.

  



  
    
      
    
    
      send_datagram(Conn, Data)



        
          
        

    

  


  

      

          -spec send_datagram(Conn, Data) -> ok | {error, term()} when Conn :: pid(), Data :: iodata().


      


Send a datagram on the connection. Datagrams are unreliable and may be lost.

  



  
    
      
    
    
      send_ping(Conn)



        
          
        

    

  


  

      

          -spec send_ping(Conn) -> ok | {error, term()} when Conn :: pid().


      


Send a PING frame on the connection.
PING frames are transport-level frames that bypass congestion control. They elicit an ACK from the peer and can be used for liveness checking. This is useful for distribution tick messages that must get through even when the connection is congested.
Returns ok if the PING was sent, or {error, Reason} if it failed.

  



  
    
      
    
    
      server_spec(Name, Port, Opts)



        
          
        

    

  


  

      

          -spec server_spec(Name, Port, Opts) -> supervisor:child_spec()
                     when Name :: atom(), Port :: inet:port_number(), Opts :: map().


      


Return a child spec for embedding a QUIC server in your own supervisor.
This allows you to supervise QUIC servers within your application's supervision tree instead of using the built-in server management.
Example:
  init([]) ->
      Spec = quic:server_spec(my_quic, 4433, #{
          cert => CertDer,
          key => KeyTerm,
          alpn => [<<"h3">>]
      }),
      {ok, {#{strategy => one_for_one}, [Spec]}}.

  



  
    
      
    
    
      set_congestion_control(Conn, Algorithm)



        
          
        

    

  


  

      

          -spec set_congestion_control(Conn, Algorithm) -> ok | {error, term()}
                                when Conn :: pid(), Algorithm :: newreno | bbr | cubic.


      


Set the congestion control algorithm for a connection. This changes the algorithm on a live connection. The new algorithm starts fresh (cwnd, ssthresh reset to defaults). Only works in connected state.
Algorithm: newreno | bbr | cubic

  



  
    
      
    
    
      set_owner(Conn, NewOwner)



        
          
        

    

  


  

      

          -spec set_owner(Conn, NewOwner) -> ok | {error, term()} when Conn :: pid(), NewOwner :: pid().


      


Set the owner process for a connection. Similar to gen_tcp:controlling_process/2.

  



  
    
      
    
    
      set_owner_sync(Conn, NewOwner)



        
          
        

    

  


  

      

          -spec set_owner_sync(Conn, NewOwner) -> ok | {error, term()} when Conn :: pid(), NewOwner :: pid().


      


Set the owner process for a connection (synchronous). Use this when you need to ensure ownership is transferred before continuing.

  



  
    
      
    
    
      set_stream_deadline(Conn, StreamId, TimeoutMs)



        
          
        

    

  


  

      

          -spec set_stream_deadline(Conn, StreamId, TimeoutMs) -> ok | {error, term()}
                             when
                                 Conn :: pid(),
                                 StreamId :: non_neg_integer(),
                                 TimeoutMs :: pos_integer().


      


Set a deadline for a stream. TimeoutMs is the number of milliseconds from now until the deadline expires. When the deadline expires, the stream will be reset and/or the owner will be notified. Default action is 'both' (notify + reset).

  



  
    
      
    
    
      set_stream_deadline(Conn, StreamId, TimeoutMs, Opts)



        
          
        

    

  


  

      

          -spec set_stream_deadline(Conn, StreamId, TimeoutMs, Opts) -> ok | {error, term()}
                             when
                                 Conn :: pid(),
                                 StreamId :: non_neg_integer(),
                                 TimeoutMs :: pos_integer(),
                                 Opts ::
                                     #{action => reset | notify | both, error_code => non_neg_integer()}.


      


Set a deadline for a stream with options. TimeoutMs is the number of milliseconds from now until the deadline expires.
Options: - action: What to do when deadline expires: - notify: Send {quic, Conn, {stream_deadline, StreamId}} to owner - reset: Send RESET_STREAM and clean up - both (default): Notify AND reset - error_code: Error code for RESET_STREAM (default: 16#FF)

  



  
    
      
    
    
      set_stream_priority(Conn, StreamId, Urgency, Incremental)



        
          
        

    

  


  

      

          -spec set_stream_priority(Conn, StreamId, Urgency, Incremental) -> ok | {error, term()}
                             when
                                 Conn :: pid(),
                                 StreamId :: non_neg_integer(),
                                 Urgency :: 0..7,
                                 Incremental :: boolean().


      


Set the priority for a stream. Urgency: 0-7 (lower = more urgent, default 3) Incremental: boolean (data can be processed incrementally, default false) Per RFC 9218 (Extensible Priorities for HTTP).

  



  
    
      
    
    
      setopts(Conn, Opts)



        
          
        

    

  


  

      

          -spec setopts(Conn, Opts) -> ok | {error, term()} when Conn :: pid(), Opts :: [{atom(), term()}].


      


Set connection options.

  



  
    
      
    
    
      sockname(Conn)



        
          
        

    

  


  

      

          -spec sockname(Conn) -> {ok, {inet:ip_address(), inet:port_number()}} | {error, term()}
                  when Conn :: pid().


      


Get the local address of the connection.

  



  
    
      
    
    
      start_server(Name, Port, Opts)



        
          
        

    

  


  

      

          -spec start_server(Name, Port, Opts) -> {ok, pid()} | {error, term()}
                      when Name :: atom(), Port :: inet:port_number(), Opts :: map().


      


Start a named QUIC server on the specified port.
Creates a listener pool that accepts incoming QUIC connections. Multiple named servers can run on different ports.
At least one authentication method must be configured: either a cert + key pair for X.509 auth, or psks / psk_callback for TLS 1.3 external PSK (RFC 8446 §4.2.11). Both may coexist; the per-handshake selection rules are documented in docs/PSK.md.
Options:
	cert - DER-encoded certificate
	key - Private key term
	psks - #{Identity :: binary() => Secret :: binary()} static PSK table
	psk_callback - fun((Identity :: binary()) -> {ok, Secret} | not_found); takes precedence over psks
	alpn - List of ALPN protocols (default: [<<"h3">>])
	groups - accepted key-exchange groups in preference order (x25519 | secp256r1 | secp384r1; default [x25519]). When the client's key_share matches none of these but a supported_groups entry does, the server sends a HelloRetryRequest.
	signature_algs - accepted/advertised signature schemes; the CertificateVerify scheme is the server's first choice the client also offered. rsa_pkcs1_* is never selected for CertificateVerify (RFC 8446 §4.4.3).
	pool_size - Number of listener processes (default: 1)
	connection_handler - Fun(Conn) -> {ok, HandlerPid} where Conn is the pid

Example:
  {ok, _} = quic:start_server(my_server, 4433, #{
      cert => CertDer,
      key => KeyTerm,
      alpn => [<<"h3">>],
      pool_size => 4
  }).

  



  
    
      
    
    
      stop_sending(Conn, StreamId, ErrorCode)



        
          
        

    

  


  

      

          -spec stop_sending(Conn, StreamId, ErrorCode) -> ok | {error, term()}
                      when Conn :: pid(), StreamId :: non_neg_integer(), ErrorCode :: non_neg_integer().


      


Request peer to stop sending on a stream. Sends a STOP_SENDING frame (RFC 9000 Section 19.5).

  



  
    
      
    
    
      stop_server(Name)



        
          
        

    

  


  

      

          -spec stop_server(Name) -> ok | {error, term()} when Name :: atom().


      


Stop a named QUIC server.
Stops the server and all its connections. The port will be freed for reuse.

  



  
    
      
    
    
      which_servers()



        
          
        

    

  


  

      

          -spec which_servers() -> [atom()].


      


List all running server names.

  


        

      


  

    
quic_listener 
    



      
QUIC server listener for accepting connections.
This module handles: - UDP socket management - Initial packet routing to connections - Connection ID management - Stateless retry (optional)
[bookmark: Connection_Handler_Callback]Connection Handler Callback
The connection_handler option allows custom handling of new connections:
   Opts = #{
       cert => Cert,
       key => Key,
       connection_handler => fun(Conn) ->
           %% Conn is the connection pid
           %% Spawn your handler and return its pid
           HandlerPid = spawn(fun() -> my_handler(Conn) end),
           %% Ownership will be transferred to HandlerPid
           {ok, HandlerPid}
       end
   }

      


      
        Summary


  
    Types
  


    
      
        state/0

      


    





  
    Functions
  


    
      
        code_change(OldVsn, State, Extra)

      


        false



    


    
      
        get_connections(Listener)

      


        Get list of active connections.



    


    
      
        get_port(Listener)

      


        Get the port the listener is bound to.



    


    
      
        get_sockname(Listener)

      


        Get the address the listener is bound to. Resolves the actual bound address from the socket, so it reflects the real value even when the listener was opened with inet6, {ip, Addr} or {ifaddr, Addr}.



    


    
      
        handle_call(Request, From, Listener_state)

      


        false



    


    
      
        handle_cast(Msg, Listener_state)

      


        false



    


    
      
        handle_continue(_, _)

      


        false



    


    
      
        handle_info(Info, Listener_state)

      


        false Handle incoming UDP packets (gen_udp backend)



    


    
      
        init(_)

      


        false



    


    
      
        register_cid(Listener, CID, ConnPid)

      


        Add a connection ID to the routing table. Called by a connection when it issues a new CID (NEW_CONNECTION_ID) so packets the peer sends to the rotated/migrated CID reach the connection (the routing ETS is owned by the listener).



    


    
      
        retire_cid(Listener, CID)

      


        Remove a connection ID from the routing table (CID retired).



    


    
      
        start(Port, Opts)

      


        Start a QUIC listener (without linking to caller).



    


    
      
        start_link(Port, Opts)

      


        Start a QUIC listener on the given port. Options: - cert: Server certificate (DER binary) - cert_chain: Certificate chain [binary()] - key: Private key - alpn: List of supported ALPN protocols - active_n: Number of packets before socket goes passive (default 100) - reuseport: Enable SO_REUSEPORT for multiple listeners (default false) - connections_table: Shared ETS table for connection tracking (pool mode) - preferred_ipv4: {IP, Port} for preferred IPv4 address (RFC 9000 Section 9.6) - preferred_ipv6: {IP, Port} for preferred IPv6 address (RFC 9000 Section 9.6)



    


    
      
        stop(Listener)

      


        Stop the listener.



    


    
      
        terminate(Reason, Listener_state)

      


        false



    





      


      
        Types


        


  
    
      
    
    
      state/0



        
          
        

    

  


  

      

          -type state() ::
          #listener_state{socket :: gen_udp:socket() | socket:socket(),
                          socket_state :: quic_socket:socket_state() | undefined,
                          socket_backend :: gen_udp | socket,
                          gro_receiver :: pid() | undefined,
                          port :: inet:port_number(),
                          cert :: binary() | undefined,
                          cert_chain :: [binary()],
                          private_key :: term() | undefined,
                          psks :: #{binary() => binary()} | undefined,
                          psk_callback :: fun((binary()) -> {ok, binary()} | not_found) | undefined,
                          alpn_list :: [binary()],
                          connections :: ets:tid(),
                          tickets_table :: ets:tid(),
                          owns_tables :: boolean(),
                          reset_secret :: binary(),
                          address_validation :: never | always,
                          token_max_age_ms :: non_neg_integer(),
                          connection_handler ::
                              fun((pid()) -> {ok, pid()} | {error, term()}) |
                              fun((pid(), binary()) -> {ok, pid()} | {error, term()}) |
                              undefined,
                          cid_config ::
                              #cid_config{lb_config ::
                                              #lb_config{config_rotation :: 0..6,
                                                         algorithm ::
                                                             plaintext | stream_cipher | block_cipher,
                                                         server_id :: binary(),
                                                         server_id_len :: 1..15,
                                                         nonce_len :: 4..18,
                                                         key :: binary() | undefined} |
                                              undefined,
                                          cid_len :: 1..20,
                                          reset_secret :: binary() | undefined} |
                              undefined,
                          dcid_len :: pos_integer(),
                          opts :: map()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      code_change(OldVsn, State, Extra)



        
          
        

    

  


  

false

  



  
    
      
    
    
      get_connections(Listener)



        
          
        

    

  


  

      

          -spec get_connections(pid()) -> [pid()].


      


Get list of active connections.

  



  
    
      
    
    
      get_port(Listener)



        
          
        

    

  


  

      

          -spec get_port(pid()) -> inet:port_number().


      


Get the port the listener is bound to.

  



  
    
      
    
    
      get_sockname(Listener)



        
          
        

    

  


  

      

          -spec get_sockname(pid()) -> {ok, {inet:ip_address(), inet:port_number()}} | {error, term()}.


      


Get the address the listener is bound to. Resolves the actual bound address from the socket, so it reflects the real value even when the listener was opened with inet6, {ip, Addr} or {ifaddr, Addr}.

  



  
    
      
    
    
      handle_call(Request, From, Listener_state)



        
          
        

    

  


  

      

          -spec handle_call(term(), gen_server:from(), state()) -> {reply, term(), state()}.


      


false

  



  
    
      
    
    
      handle_cast(Msg, Listener_state)



        
          
        

    

  


  

      

          -spec handle_cast(term(), state()) -> {noreply, state()}.


      


false

  



  
    
      
    
    
      handle_continue(_, _)



        
          
        

    

  


  

false

  



  
    
      
    
    
      handle_info(Info, Listener_state)



        
          
        

    

  


  

false Handle incoming UDP packets (gen_udp backend)

  



  
    
      
    
    
      init(_)



        
          
        

    

  


  

      

          -spec init({inet:port_number(), map()}) -> term().


      


false

  



  
    
      
    
    
      register_cid(Listener, CID, ConnPid)



        
          
        

    

  


  

      

          -spec register_cid(pid(), binary(), pid()) -> ok.


      


Add a connection ID to the routing table. Called by a connection when it issues a new CID (NEW_CONNECTION_ID) so packets the peer sends to the rotated/migrated CID reach the connection (the routing ETS is owned by the listener).

  



  
    
      
    
    
      retire_cid(Listener, CID)



        
          
        

    

  


  

      

          -spec retire_cid(pid(), binary()) -> ok.


      


Remove a connection ID from the routing table (CID retired).

  



  
    
      
    
    
      start(Port, Opts)



        
          
        

    

  


  

      

          -spec start(inet:port_number(), map()) -> {ok, pid()} | {error, term()}.


      


Start a QUIC listener (without linking to caller).

  



  
    
      
    
    
      start_link(Port, Opts)



        
          
        

    

  


  

      

          -spec start_link(inet:port_number(), map()) -> {ok, pid()} | {error, term()}.


      


Start a QUIC listener on the given port. Options: - cert: Server certificate (DER binary) - cert_chain: Certificate chain [binary()] - key: Private key - alpn: List of supported ALPN protocols - active_n: Number of packets before socket goes passive (default 100) - reuseport: Enable SO_REUSEPORT for multiple listeners (default false) - connections_table: Shared ETS table for connection tracking (pool mode) - preferred_ipv4: {IP, Port} for preferred IPv4 address (RFC 9000 Section 9.6) - preferred_ipv6: {IP, Port} for preferred IPv6 address (RFC 9000 Section 9.6)

  



  
    
      
    
    
      stop(Listener)



        
          
        

    

  


  

      

          -spec stop(pid()) -> ok.


      


Stop the listener.

  



  
    
      
    
    
      terminate(Reason, Listener_state)



        
          
        

    

  


  

false

  


        

      


  

    
quic_connection 
    



      
QUIC connection state machine implemented as gen_statem.
This module manages the lifecycle of a QUIC connection, handling: - TLS 1.3 handshake via CRYPTO frames - Packet encryption/decryption at each level - Stream management - Flow control - Timer management
[bookmark: Connection_States]Connection States
idle -> handshaking -> connected -> draining -> closed
[bookmark: Messages_to_Owner]Messages to Owner
{quic, Conn, {connected, Info}} where Conn is the connection pid {quic, Conn, {stream_data, StreamId, Data, Fin}} {quic, Conn, {stream_opened, StreamId}} {quic, Conn, {closed, Reason}}

      


      
        Summary


  
    Functions
  


    
      
        callback_mode()

      


    


    
      
        cancel_stream_deadline(Conn, StreamId)

      


        Cancel a stream deadline.



    


    
      
        close(Conn, Reason)

      


        Close the connection.



    


    
      
        close_stream(Conn, StreamId, ErrorCode)

      


        Close a specific stream.



    


    
      
        closed(EventType, OldState, State)

      


    


    
      
        code_change(OldVsn, StateName, State, Extra)

      


    


    
      
        connect(Host, Port, Opts, Owner)

      


        Initiate a connection to a QUIC server. This is a convenience wrapper that starts the process and initiates handshake.



    


    
      
        connected(EventType, OldState, State)

      


    


    
      
        datagram_max_size(Conn)

      


        Get maximum datagram payload size. Returns 0 if peer doesn't support datagrams.



    


    
      
        datagram_stats(Conn)

      


    


    
      
        draining(EventType, OldState, State)

      


    


    
      
        early_data_accepted(Conn)

      


        Returns whether the server accepted early data, or unknown if the handshake has not yet completed. Useful only after the connection enters the connected state to confirm that 0-RTT was actually used.



    


    
      
        get_mtu(Conn)

      


        Get the current MTU for the connection. Returns the effective MTU discovered via DPLPMTUD (RFC 8899).



    


    
      
        get_path_stats(Conn)

      


        Path metrics snapshot. See quic:get_path_stats/1.



    


    
      
        get_peer_transport_params(Conn)

      


        Get peer's transport parameters. Returns the transport parameters received from the peer during handshake. Useful for verifying peer capabilities (e.g., WebTransport support).



    


    
      
        get_send_queue_info(Conn)

      


        Get send queue status for backpressure decisions. Returns information about the current send queue state including whether the connection is congested and should apply backpressure.



    


    
      
        get_state(Conn)

      


        Get current connection state (for debugging).



    


    
      
        get_stats(Conn)

      


        Get connection statistics for liveness detection. Returns packet counts that can be used by net_kernel for tick checking. Any QUIC packet (ACK, PING, data) counts as proof of peer liveness.



    


    
      
        get_stream_deadline(Conn, StreamId)

      


        Get remaining time for a stream deadline.



    


    
      
        get_stream_priority(Conn, StreamId)

      


        Get stream priority (RFC 9218). Returns {ok, {Urgency, Incremental}} or {error, not_found}.



    


    
      
        handle_timeout(Conn)

      


        Handle a timeout event.



    


    
      
        handle_timeout(Conn, NowMs)

      


        Handle a timeout event with timestamp. The NowMs parameter is currently unused as the connection manages its own timing internally.



    


    
      
        handshaking(EventType, EventContent, State)

      


    


    
      
        has_early_keys(Conn)

      


        Returns whether the connection has derived early keys (RFC 9001 §4.6). True when a session ticket was supplied at connect time and send_client_hello/1 derived 0-RTT traffic keys; the H3 layer uses this to choose between the fresh-handshake and 0-RTT bootstraps.



    


    
      
        idle(EventType, OldState, State)

      


    


    
      
        init(_)

      


    


    
      
        issue_new_connection_ids(State)

      


        Issue new connection IDs to the peer. RFC 9000 Section 5.1.1: Generates new CIDs with stateless reset tokens.



    


    
      
        key_update(Conn)

      


        Initiate a key update (RFC 9001 Section 6). This triggers a key update cycle, deriving new encryption keys. Only valid when connection is in connected state.



    


    
      
        migrate(Conn)

      


        Initiate connection migration. This triggers path validation by sending PATH_CHALLENGE on a new path. Simulates network change by rebinding the socket.



    


    
      
        migrate(Conn, Timeout)

      


        Trigger connection migration with timeout option. Simulates network change by rebinding the socket.



    


    
      
        open_stream(Conn)

      


        Open a new bidirectional stream.



    


    
      
        open_unidirectional_stream(Conn)

      


        Open a new unidirectional stream.



    


    
      
        peercert(Conn)

      


        Get peer certificate (DER-encoded).



    


    
      
        peername(Conn)

      


        Get remote address.



    


    
      
        process(Conn)

      


        Process pending events (called when socket is ready).



    


    
      
        reset_stream(Conn, StreamId, ErrorCode)

      


        Reset a stream.



    


    
      
        reset_stream_at(Conn, StreamId, ErrorCode, ReliableSize)

      


        Reset a stream with reliable delivery up to ReliableSize. Data up to ReliableSize will be delivered before the reset takes effect. Requires peer support via the reset_stream_at transport parameter.



    


    
      
        send_data(Conn, StreamId, Data, Fin)

      


        Send data on a stream.



    


    
      
        send_data_async(Conn, StreamId, Data, Fin)

      


        Send data on a stream asynchronously. This is faster than send_data/4 because it uses cast instead of call, avoiding the round-trip latency. However, errors are silently dropped. Use this for high-throughput scenarios where occasional dropped data is acceptable.



    


    
      
        send_datagram(Conn, Data)

      


        Send a datagram.



    


    
      
        send_ping(Conn)

      


        Send a PING frame (RFC 9000). PING frames bypass congestion control and are useful for liveness checks. The PING elicits an ACK from the peer, confirming the connection is alive.



    


    
      
        set_congestion_control(Conn, Algorithm)

      


        Set the congestion control algorithm for a connection. Algorithm: newreno | bbr | cubic



    


    
      
        set_owner(Conn, NewOwner)

      


        Set new owner process (async).



    


    
      
        set_owner_sync(Conn, NewOwner)

      


        Set new owner process (synchronous). Use this when you need to ensure ownership is transferred before continuing.



    


    
      
        set_stream_deadline(Conn, StreamId, TimeoutMs, Opts)

      


        Set a deadline for a stream. TimeoutMs is milliseconds from now until expiry. Options: action => reset | notify | both, error_code => non_neg_integer()



    


    
      
        set_stream_priority(Conn, StreamId, Urgency, Incremental)

      


        Set stream priority (RFC 9218). Urgency: 0-7 (lower = more urgent, default 3) Incremental: boolean (data can be processed incrementally)



    


    
      
        setopts(Conn, Opts)

      


        Set connection options.



    


    
      
        sockname(Conn)

      


        Get local address.



    


    
      
        start_link(Host, Port, Opts, Owner)

      


        Start a QUIC connection process.



    


    
      
        start_link(Host, Port, Opts, Owner, Socket)

      


        Start a QUIC connection with optional pre-opened socket.



    


    
      
        start_server(Opts)

      


        Start a server-side QUIC connection. Called by quic_listener when a new connection is accepted.



    


    
      
        stop_sending(Conn, StreamId, ErrorCode)

      


        Request peer to stop sending on a stream. Sends a STOP_SENDING frame (RFC 9000 Section 19.5).



    


    
      
        terminate(Reason, StateName, State)

      


    





      


      
        Functions


        


  
    
      
    
    
      callback_mode()



        
          
        

    

  


  


  



  
    
      
    
    
      cancel_stream_deadline(Conn, StreamId)



        
          
        

    

  


  

      

          -spec cancel_stream_deadline(pid(), non_neg_integer()) -> ok | {error, term()}.


      


Cancel a stream deadline.

  



  
    
      
    
    
      close(Conn, Reason)



        
          
        

    

  


  

      

          -spec close(pid(), term()) -> ok.


      


Close the connection.

  



  
    
      
    
    
      close_stream(Conn, StreamId, ErrorCode)



        
          
        

    

  


  

      

          -spec close_stream(pid(), non_neg_integer(), non_neg_integer()) -> ok | {error, term()}.


      


Close a specific stream.

  



  
    
      
    
    
      closed(EventType, OldState, State)



        
          
        

    

  


  


  



  
    
      
    
    
      code_change(OldVsn, StateName, State, Extra)



        
          
        

    

  


  


  



  
    
      
    
    
      connect(Host, Port, Opts, Owner)



        
          
        

    

  


  

      

          -spec connect(binary() | inet:hostname() | inet:ip_address(), inet:port_number(), map(), pid()) ->
                 {ok, reference(), pid()} | {error, term()}.


      


Initiate a connection to a QUIC server. This is a convenience wrapper that starts the process and initiates handshake.

  



  
    
      
    
    
      connected(EventType, OldState, State)



        
          
        

    

  


  


  



  
    
      
    
    
      datagram_max_size(Conn)



        
          
        

    

  


  

      

          -spec datagram_max_size(pid()) -> non_neg_integer().


      


Get maximum datagram payload size. Returns 0 if peer doesn't support datagrams.

  



  
    
      
    
    
      datagram_stats(Conn)



        
          
        

    

  


  

      

          -spec datagram_stats(pid()) ->
                        #{delivered := non_neg_integer(),
                          dropped_recv := non_neg_integer(),
                          sent := non_neg_integer(),
                          dropped_send := non_neg_integer()}.


      



  



  
    
      
    
    
      draining(EventType, OldState, State)



        
          
        

    

  


  


  



  
    
      
    
    
      early_data_accepted(Conn)



        
          
        

    

  


  

      

          -spec early_data_accepted(pid()) -> boolean() | unknown.


      


Returns whether the server accepted early data, or unknown if the handshake has not yet completed. Useful only after the connection enters the connected state to confirm that 0-RTT was actually used.

  



  
    
      
    
    
      get_mtu(Conn)



        
          
        

    

  


  

      

          -spec get_mtu(pid()) -> {ok, pos_integer()} | {error, term()}.


      


Get the current MTU for the connection. Returns the effective MTU discovered via DPLPMTUD (RFC 8899).

  



  
    
      
    
    
      get_path_stats(Conn)



        
          
        

    

  


  

      

          -spec get_path_stats(pid()) -> {ok, quic:path_stats()} | {error, term()}.


      


Path metrics snapshot. See quic:get_path_stats/1.

  



  
    
      
    
    
      get_peer_transport_params(Conn)



        
          
        

    

  


  

      

          -spec get_peer_transport_params(pid()) -> {ok, map()} | {error, term()}.


      


Get peer's transport parameters. Returns the transport parameters received from the peer during handshake. Useful for verifying peer capabilities (e.g., WebTransport support).

  



  
    
      
    
    
      get_send_queue_info(Conn)



        
          
        

    

  


  

      

          -spec get_send_queue_info(pid()) -> {ok, quic:send_queue_info()} | {error, term()}.


      


Get send queue status for backpressure decisions. Returns information about the current send queue state including whether the connection is congested and should apply backpressure.

  



  
    
      
    
    
      get_state(Conn)



        
          
        

    

  


  

      

          -spec get_state(pid()) -> {atom(), map()}.


      


Get current connection state (for debugging).

  



  
    
      
    
    
      get_stats(Conn)



        
          
        

    

  


  

      

          -spec get_stats(pid()) -> {ok, map()} | {error, term()}.


      


Get connection statistics for liveness detection. Returns packet counts that can be used by net_kernel for tick checking. Any QUIC packet (ACK, PING, data) counts as proof of peer liveness.

  



  
    
      
    
    
      get_stream_deadline(Conn, StreamId)



        
          
        

    

  


  

      

          -spec get_stream_deadline(pid(), non_neg_integer()) ->
                             {ok, {non_neg_integer() | infinity, reset | notify | both}} |
                             {error, term()}.


      


Get remaining time for a stream deadline.

  



  
    
      
    
    
      get_stream_priority(Conn, StreamId)



        
          
        

    

  


  

      

          -spec get_stream_priority(pid(), non_neg_integer()) -> {ok, {0..7, boolean()}} | {error, term()}.


      


Get stream priority (RFC 9218). Returns {ok, {Urgency, Incremental}} or {error, not_found}.

  



  
    
      
    
    
      handle_timeout(Conn)



        
          
        

    

  


  

      

          -spec handle_timeout(pid()) -> ok.


      


Handle a timeout event.

  



  
    
      
    
    
      handle_timeout(Conn, NowMs)



        
          
        

    

  


  

      

          -spec handle_timeout(pid(), non_neg_integer()) -> non_neg_integer() | infinity.


      


Handle a timeout event with timestamp. The NowMs parameter is currently unused as the connection manages its own timing internally.

  



  
    
      
    
    
      handshaking(EventType, EventContent, State)



        
          
        

    

  


  


  



  
    
      
    
    
      has_early_keys(Conn)



        
          
        

    

  


  

      

          -spec has_early_keys(pid()) -> boolean().


      


Returns whether the connection has derived early keys (RFC 9001 §4.6). True when a session ticket was supplied at connect time and send_client_hello/1 derived 0-RTT traffic keys; the H3 layer uses this to choose between the fresh-handshake and 0-RTT bootstraps.

  



  
    
      
    
    
      idle(EventType, OldState, State)



        
          
        

    

  


  


  



  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      issue_new_connection_ids(State)



        
          
        

    

  


  

      

          -spec issue_new_connection_ids(#state{scid :: binary(),
                                      dcid :: binary(),
                                      original_dcid :: binary(),
                                      retry_token :: binary(),
                                      retry_received :: boolean(),
                                      address_validated :: boolean(),
                                      amp_rx :: non_neg_integer(),
                                      amp_tx :: non_neg_integer(),
                                      amp_deferred :: [iodata()],
                                      initial_crypto_frame :: binary() | undefined,
                                      hs_rtx_attempts :: non_neg_integer(),
                                      retry_scid_for_tp :: binary() | undefined,
                                      retry_scid :: binary() | undefined,
                                      role :: client | server,
                                      version :: non_neg_integer(),
                                      socket :: gen_udp:socket() | socket:socket() | undefined,
                                      send_socket :: gen_udp:socket() | undefined,
                                      socket_state :: quic_socket:socket_state() | undefined,
                                      client_socket_backend :: gen_udp | socket | adapter,
                                      client_receiver :: pid() | undefined,
                                      remote_addr :: {inet:ip_address(), inet:port_number()},
                                      local_addr :: {inet:ip_address(), inet:port_number()} | undefined,
                                      owner :: pid(),
                                      owner_mon :: reference() | undefined,
                                      conn_ref :: reference(),
                                      server_name :: binary() | undefined,
                                      verify :: boolean(),
                                      cacerts :: [binary()] | undefined,
                                      initial_keys ::
                                          {#crypto_keys{key :: binary(),
                                                        iv :: binary(),
                                                        hp :: binary(),
                                                        cipher ::
                                                            aes_128_gcm | aes_256_gcm |
                                                            chacha20_poly1305},
                                           #crypto_keys{key :: binary(),
                                                        iv :: binary(),
                                                        hp :: binary(),
                                                        cipher ::
                                                            aes_128_gcm | aes_256_gcm |
                                                            chacha20_poly1305}} |
                                          undefined,
                                      handshake_keys ::
                                          {#crypto_keys{key :: binary(),
                                                        iv :: binary(),
                                                        hp :: binary(),
                                                        cipher ::
                                                            aes_128_gcm | aes_256_gcm |
                                                            chacha20_poly1305},
                                           #crypto_keys{key :: binary(),
                                                        iv :: binary(),
                                                        hp :: binary(),
                                                        cipher ::
                                                            aes_128_gcm | aes_256_gcm |
                                                            chacha20_poly1305}} |
                                          undefined,
                                      app_keys ::
                                          {#crypto_keys{key :: binary(),
                                                        iv :: binary(),
                                                        hp :: binary(),
                                                        cipher ::
                                                            aes_128_gcm | aes_256_gcm |
                                                            chacha20_poly1305},
                                           #crypto_keys{key :: binary(),
                                                        iv :: binary(),
                                                        hp :: binary(),
                                                        cipher ::
                                                            aes_128_gcm | aes_256_gcm |
                                                            chacha20_poly1305}} |
                                          undefined,
                                      key_state ::
                                          #key_update_state{current_phase :: 0 | 1,
                                                            current_keys ::
                                                                {#crypto_keys{key :: binary(),
                                                                              iv :: binary(),
                                                                              hp :: binary(),
                                                                              cipher ::
                                                                                  aes_128_gcm |
                                                                                  aes_256_gcm |
                                                                                  chacha20_poly1305},
                                                                 #crypto_keys{key :: binary(),
                                                                              iv :: binary(),
                                                                              hp :: binary(),
                                                                              cipher ::
                                                                                  aes_128_gcm |
                                                                                  aes_256_gcm |
                                                                                  chacha20_poly1305}} |
                                                                undefined,
                                                            prev_keys ::
                                                                {#crypto_keys{key :: binary(),
                                                                              iv :: binary(),
                                                                              hp :: binary(),
                                                                              cipher ::
                                                                                  aes_128_gcm |
                                                                                  aes_256_gcm |
                                                                                  chacha20_poly1305},
                                                                 #crypto_keys{key :: binary(),
                                                                              iv :: binary(),
                                                                              hp :: binary(),
                                                                              cipher ::
                                                                                  aes_128_gcm |
                                                                                  aes_256_gcm |
                                                                                  chacha20_poly1305}} |
                                                                undefined,
                                                            client_app_secret :: binary() | undefined,
                                                            server_app_secret :: binary() | undefined,
                                                            update_state ::
                                                                idle | initiated | responding,
                                                            send_count :: non_neg_integer()} |
                                          undefined,
                                      tls_state :: atom(),
                                      tls_private_key :: binary() | undefined,
                                      tls_transcript :: binary(),
                                      handshake_secret :: binary() | undefined,
                                      master_secret :: binary() | undefined,
                                      server_hs_secret :: binary() | undefined,
                                      client_hs_secret :: binary() | undefined,
                                      tls_groups :: [atom()],
                                      tls_sig_algs :: [atom()] | undefined,
                                      peer_sig_algs :: [non_neg_integer()],
                                      cert_verify_code :: non_neg_integer() | undefined,
                                      tls_group :: atom(),
                                      hrr_sent :: boolean(),
                                      hrr_group :: atom() | undefined,
                                      initial_tx_off :: non_neg_integer(),
                                      tls_ch1_random :: binary() | undefined,
                                      tls_ch1_opts :: map() | undefined,
                                      negotiated_group :: atom() | undefined,
                                      negotiated_scheme :: atom() | undefined,
                                      crypto_buffer :: map(),
                                      crypto_offset :: map(),
                                      tls_buffer :: map(),
                                      alpn :: binary() | undefined,
                                      alpn_list :: [binary()],
                                      pn_initial ::
                                          #pn_space{next_pn :: non_neg_integer(),
                                                    largest_acked :: non_neg_integer() | undefined,
                                                    largest_recv :: non_neg_integer() | undefined,
                                                    recv_time :: non_neg_integer() | undefined,
                                                    ack_ranges ::
                                                        [{non_neg_integer(), non_neg_integer()}],
                                                    ack_eliciting_in_flight :: non_neg_integer(),
                                                    loss_time :: non_neg_integer() | undefined,
                                                    sent_packets ::
                                                        #{non_neg_integer() =>
                                                              #sent_packet{pn :: non_neg_integer(),
                                                                           time_sent ::
                                                                               non_neg_integer(),
                                                                           ack_eliciting :: boolean(),
                                                                           in_flight :: boolean(),
                                                                           size :: non_neg_integer(),
                                                                           frames :: [term()]}}},
                                      pn_handshake ::
                                          #pn_space{next_pn :: non_neg_integer(),
                                                    largest_acked :: non_neg_integer() | undefined,
                                                    largest_recv :: non_neg_integer() | undefined,
                                                    recv_time :: non_neg_integer() | undefined,
                                                    ack_ranges ::
                                                        [{non_neg_integer(), non_neg_integer()}],
                                                    ack_eliciting_in_flight :: non_neg_integer(),
                                                    loss_time :: non_neg_integer() | undefined,
                                                    sent_packets ::
                                                        #{non_neg_integer() =>
                                                              #sent_packet{pn :: non_neg_integer(),
                                                                           time_sent ::
                                                                               non_neg_integer(),
                                                                           ack_eliciting :: boolean(),
                                                                           in_flight :: boolean(),
                                                                           size :: non_neg_integer(),
                                                                           frames :: [term()]}}},
                                      pn_app ::
                                          #pn_space{next_pn :: non_neg_integer(),
                                                    largest_acked :: non_neg_integer() | undefined,
                                                    largest_recv :: non_neg_integer() | undefined,
                                                    recv_time :: non_neg_integer() | undefined,
                                                    ack_ranges ::
                                                        [{non_neg_integer(), non_neg_integer()}],
                                                    ack_eliciting_in_flight :: non_neg_integer(),
                                                    loss_time :: non_neg_integer() | undefined,
                                                    sent_packets ::
                                                        #{non_neg_integer() =>
                                                              #sent_packet{pn :: non_neg_integer(),
                                                                           time_sent ::
                                                                               non_neg_integer(),
                                                                           ack_eliciting :: boolean(),
                                                                           in_flight :: boolean(),
                                                                           size :: non_neg_integer(),
                                                                           frames :: [term()]}}},
                                      max_data_local :: non_neg_integer(),
                                      max_data_remote :: non_neg_integer(),
                                      data_sent :: non_neg_integer(),
                                      data_received :: non_neg_integer(),
                                      max_stream_data_bidi_local :: non_neg_integer(),
                                      max_stream_data_bidi_remote :: non_neg_integer(),
                                      max_stream_data_uni :: non_neg_integer(),
                                      fc_last_stream_update :: integer() | undefined,
                                      fc_last_conn_update :: integer() | undefined,
                                      fc_max_receive_window :: non_neg_integer(),
                                      fc_max_stream_recv_window :: non_neg_integer(),
                                      streams ::
                                          #{non_neg_integer() =>
                                                #stream_state{id :: non_neg_integer(),
                                                              state ::
                                                                  idle | open | half_closed_local |
                                                                  half_closed_remote | closed | reset |
                                                                  stopped,
                                                              send_offset :: non_neg_integer(),
                                                              send_max_data :: non_neg_integer(),
                                                              send_fin :: boolean(),
                                                              send_buffer :: iolist(),
                                                              send_done :: boolean(),
                                                              recv_offset :: non_neg_integer(),
                                                              recv_max_data :: non_neg_integer(),
                                                              recv_fin :: boolean(),
                                                              recv_buffer :: map(),
                                                              recv_done :: boolean(),
                                                              final_size ::
                                                                  non_neg_integer() | undefined,
                                                              urgency :: 0..7,
                                                              incremental :: boolean(),
                                                              deadline ::
                                                                  non_neg_integer() |
                                                                  infinity | undefined,
                                                              deadline_timer :: reference() | undefined,
                                                              deadline_action :: reset | notify | both,
                                                              deadline_error_code :: non_neg_integer(),
                                                              send_reset_at ::
                                                                  non_neg_integer() | undefined,
                                                              recv_reset_at ::
                                                                  non_neg_integer() | undefined,
                                                              send_reset_error ::
                                                                  non_neg_integer() | undefined,
                                                              recv_reset_error ::
                                                                  non_neg_integer() | undefined}},
                                      next_stream_id_bidi :: non_neg_integer(),
                                      next_stream_id_uni :: non_neg_integer(),
                                      max_streams_bidi_local :: non_neg_integer(),
                                      max_streams_bidi_remote :: non_neg_integer(),
                                      max_streams_uni_local :: non_neg_integer(),
                                      max_streams_uni_remote :: non_neg_integer(),
                                      reclaimed_ranges_bidi ::
                                          #{local | peer => [{non_neg_integer(), non_neg_integer()}]},
                                      reclaimed_ranges_uni ::
                                          #{local | peer => [{non_neg_integer(), non_neg_integer()}]},
                                      pending_send_reset_at :: #{non_neg_integer() => non_neg_integer()},
                                      deferred_ctrl_retransmits :: [term()],
                                      max_datagram_frame_size_local :: non_neg_integer(),
                                      max_datagram_frame_size_remote :: non_neg_integer(),
                                      datagram_recv_queue_len :: non_neg_integer() | infinity,
                                      datagram_recv_queue :: queue:queue(binary()),
                                      datagram_recv_delivered :: non_neg_integer(),
                                      datagram_recv_dropped :: non_neg_integer(),
                                      datagram_sent :: non_neg_integer(),
                                      datagram_send_dropped :: non_neg_integer(),
                                      spin_outgoing :: 0 | 1,
                                      spin_recv :: 0 | 1,
                                      spin_recv_largest_pn :: integer(),
                                      spin_bit_enabled :: boolean(),
                                      stateless_reset_secret :: binary() | undefined,
                                      reset_stream_at_enabled :: boolean(),
                                      transport_params :: map(),
                                      idle_timeout :: non_neg_integer(),
                                      last_activity :: non_neg_integer(),
                                      timer_ref :: reference() | undefined,
                                      cc_state :: quic_cc:cc_state() | undefined,
                                      loss_state :: quic_loss:loss_state() | undefined,
                                      pto_timer :: reference() | undefined,
                                      pto_scheduled_at :: integer() | undefined,
                                      idle_timer :: reference() | undefined,
                                      keep_alive_interval :: non_neg_integer() | disabled,
                                      keep_alive_timer :: reference() | undefined,
                                      pacing_timer :: reference() | undefined,
                                      pacing_enabled :: boolean(),
                                      send_queue :: tuple(),
                                      pending_data :: [{non_neg_integer(), iodata(), boolean()}],
                                      send_queue_bytes :: non_neg_integer(),
                                      send_queue_count :: non_neg_integer(),
                                      send_queue_version :: non_neg_integer(),
                                      recv_buffer_bytes :: non_neg_integer(),
                                      close_reason :: term(),
                                      current_path ::
                                          #path_state{remote_addr ::
                                                          {inet:ip_address(), inet:port_number()},
                                                      status ::
                                                          unknown | validating | validated | failed,
                                                      challenge_data :: binary() | undefined,
                                                      challenge_count :: non_neg_integer(),
                                                      bytes_sent :: non_neg_integer(),
                                                      bytes_received :: non_neg_integer(),
                                                      rtt :: non_neg_integer() | undefined,
                                                      dcid :: binary() | undefined,
                                                      is_nat_rebinding :: boolean()} |
                                          undefined,
                                      alt_paths ::
                                          [#path_state{remote_addr ::
                                                           {inet:ip_address(), inet:port_number()},
                                                       status ::
                                                           unknown | validating | validated | failed,
                                                       challenge_data :: binary() | undefined,
                                                       challenge_count :: non_neg_integer(),
                                                       bytes_sent :: non_neg_integer(),
                                                       bytes_received :: non_neg_integer(),
                                                       rtt :: non_neg_integer() | undefined,
                                                       dcid :: binary() | undefined,
                                                       is_nat_rebinding :: boolean()}],
                                      preferred_address ::
                                          #preferred_address{ipv4_addr :: inet:ip4_address() | undefined,
                                                             ipv4_port :: inet:port_number() | undefined,
                                                             ipv6_addr :: inet:ip6_address() | undefined,
                                                             ipv6_port :: inet:port_number() | undefined,
                                                             cid :: binary(),
                                                             stateless_reset_token :: binary()} |
                                          undefined,
                                      migration_state :: idle | validating_peer,
                                      pending_peer_validation ::
                                          #path_state{remote_addr ::
                                                          {inet:ip_address(), inet:port_number()},
                                                      status ::
                                                          unknown | validating | validated | failed,
                                                      challenge_data :: binary() | undefined,
                                                      challenge_count :: non_neg_integer(),
                                                      bytes_sent :: non_neg_integer(),
                                                      bytes_received :: non_neg_integer(),
                                                      rtt :: non_neg_integer() | undefined,
                                                      dcid :: binary() | undefined,
                                                      is_nat_rebinding :: boolean()} |
                                          undefined,
                                      old_path_validation ::
                                          #path_state{remote_addr ::
                                                          {inet:ip_address(), inet:port_number()},
                                                      status ::
                                                          unknown | validating | validated | failed,
                                                      challenge_data :: binary() | undefined,
                                                      challenge_count :: non_neg_integer(),
                                                      bytes_sent :: non_neg_integer(),
                                                      bytes_received :: non_neg_integer(),
                                                      rtt :: non_neg_integer() | undefined,
                                                      dcid :: binary() | undefined,
                                                      is_nat_rebinding :: boolean()} |
                                          undefined,
                                      path_validation_timer :: reference() | undefined,
                                      path_validation_token :: reference() | undefined,
                                      peer_disable_migration :: boolean(),
                                      current_packet_source ::
                                          {inet:ip_address(), inet:port_number()} | undefined,
                                      has_non_probing_frame :: boolean(),
                                      local_cid_pool ::
                                          [#cid_entry{seq_num :: non_neg_integer(),
                                                      cid :: binary(),
                                                      stateless_reset_token :: binary() | undefined,
                                                      status :: active | retired}],
                                      local_cid_seq :: non_neg_integer(),
                                      peer_cid_pool ::
                                          [#cid_entry{seq_num :: non_neg_integer(),
                                                      cid :: binary(),
                                                      stateless_reset_token :: binary() | undefined,
                                                      status :: active | retired}],
                                      local_active_cid_limit :: non_neg_integer(),
                                      peer_active_cid_limit :: non_neg_integer(),
                                      peer_cert :: binary() | undefined,
                                      peer_cert_chain :: [binary()],
                                      listener :: pid() | undefined,
                                      server_cert :: binary() | undefined,
                                      server_cert_chain :: [binary()],
                                      server_private_key :: term() | undefined,
                                      server_preferred_address ::
                                          #preferred_address{ipv4_addr :: inet:ip4_address() | undefined,
                                                             ipv4_port :: inet:port_number() | undefined,
                                                             ipv6_addr :: inet:ip6_address() | undefined,
                                                             ipv6_port :: inet:port_number() | undefined,
                                                             cid :: binary(),
                                                             stateless_reset_token :: binary()} |
                                          undefined,
                                      client_cert :: binary() | undefined,
                                      client_cert_chain :: [binary()],
                                      client_private_key :: term() | undefined,
                                      cert_request_received :: boolean(),
                                      resumption_secret :: binary() | undefined,
                                      max_early_data :: non_neg_integer(),
                                      ticket_store :: quic_ticket:ticket_store(),
                                      external_psk ::
                                          {binary(), binary()} |
                                          {binary(), binary(), [psk_dhe_ke | psk_ke]} |
                                          undefined,
                                      psk_config ::
                                          #{psk_callback =>
                                                fun((binary()) -> {ok, binary()} | not_found) |
                                                undefined,
                                            psks => #{binary() => binary()} | undefined} |
                                          undefined,
                                      selected_psk ::
                                          undefined |
                                          #{identity => binary(),
                                            secret => binary(),
                                            mode => psk_dhe_ke | psk_ke},
                                      early_keys ::
                                          {#crypto_keys{key :: binary(),
                                                        iv :: binary(),
                                                        hp :: binary(),
                                                        cipher ::
                                                            aes_128_gcm | aes_256_gcm |
                                                            chacha20_poly1305},
                                           binary()} |
                                          undefined,
                                      early_data_sent :: non_neg_integer(),
                                      early_data_accepted :: boolean(),
                                      zero_rtt_stream_ids :: sets:set(non_neg_integer()),
                                      cid_config ::
                                          #cid_config{lb_config ::
                                                          #lb_config{config_rotation :: 0..6,
                                                                     algorithm ::
                                                                         plaintext | stream_cipher |
                                                                         block_cipher,
                                                                     server_id :: binary(),
                                                                     server_id_len :: 1..15,
                                                                     nonce_len :: 4..18,
                                                                     key :: binary() | undefined} |
                                                          undefined,
                                                      cid_len :: 1..20,
                                                      reset_secret :: binary() | undefined} |
                                          undefined,
                                      congestion_threshold :: pos_integer(),
                                      packets_received :: non_neg_integer(),
                                      packets_sent :: non_neg_integer(),
                                      ack_sent :: non_neg_integer(),
                                      retransmits :: non_neg_integer(),
                                      active_n :: pos_integer(),
                                      pmtu_state ::
                                          #pmtu_state{state ::
                                                          disabled | base | searching |
                                                          search_complete | error,
                                                      base_mtu :: pos_integer(),
                                                      current_mtu :: pos_integer(),
                                                      max_mtu :: pos_integer(),
                                                      search_min :: pos_integer(),
                                                      lost :: [pos_integer() | undefined],
                                                      last_probe_lost :: boolean(),
                                                      probe_size :: non_neg_integer(),
                                                      probe_pn :: non_neg_integer() | undefined,
                                                      generation :: non_neg_integer(),
                                                      probe_timer :: reference() | undefined,
                                                      raise_timer :: reference() | undefined,
                                                      black_hole_count :: non_neg_integer(),
                                                      black_hole_threshold :: pos_integer()} |
                                          undefined,
                                      pmtu_probe_timer :: reference() | undefined,
                                      pmtu_raise_timer :: reference() | undefined,
                                      pto_dirty :: boolean(),
                                      ack_elicited_count :: non_neg_integer(),
                                      ack_timer :: reference() | undefined,
                                      last_recv_trigger :: sequential | reordered,
                                      qlog_ctx ::
                                          #qlog_ctx{enabled :: boolean(),
                                                    writer :: pid() | undefined,
                                                    odcid :: binary() | undefined,
                                                    reference_time :: integer() | undefined,
                                                    vantage_point :: client | server | undefined,
                                                    events :: all | [atom()],
                                                    dir :: file:filename()} |
                                          undefined}) ->
                                  #state{scid :: binary(),
                                         dcid :: binary(),
                                         original_dcid :: binary(),
                                         retry_token :: binary(),
                                         retry_received :: boolean(),
                                         address_validated :: boolean(),
                                         amp_rx :: non_neg_integer(),
                                         amp_tx :: non_neg_integer(),
                                         amp_deferred :: [iodata()],
                                         initial_crypto_frame :: binary() | undefined,
                                         hs_rtx_attempts :: non_neg_integer(),
                                         retry_scid_for_tp :: binary() | undefined,
                                         retry_scid :: binary() | undefined,
                                         role :: client | server,
                                         version :: non_neg_integer(),
                                         socket :: gen_udp:socket() | socket:socket() | undefined,
                                         send_socket :: gen_udp:socket() | undefined,
                                         socket_state :: quic_socket:socket_state() | undefined,
                                         client_socket_backend :: gen_udp | socket | adapter,
                                         client_receiver :: pid() | undefined,
                                         remote_addr :: {inet:ip_address(), inet:port_number()},
                                         local_addr ::
                                             {inet:ip_address(), inet:port_number()} | undefined,
                                         owner :: pid(),
                                         owner_mon :: reference() | undefined,
                                         conn_ref :: reference(),
                                         server_name :: binary() | undefined,
                                         verify :: boolean(),
                                         cacerts :: [binary()] | undefined,
                                         initial_keys ::
                                             {#crypto_keys{key :: binary(),
                                                           iv :: binary(),
                                                           hp :: binary(),
                                                           cipher ::
                                                               aes_128_gcm | aes_256_gcm |
                                                               chacha20_poly1305},
                                              #crypto_keys{key :: binary(),
                                                           iv :: binary(),
                                                           hp :: binary(),
                                                           cipher ::
                                                               aes_128_gcm | aes_256_gcm |
                                                               chacha20_poly1305}} |
                                             undefined,
                                         handshake_keys ::
                                             {#crypto_keys{key :: binary(),
                                                           iv :: binary(),
                                                           hp :: binary(),
                                                           cipher ::
                                                               aes_128_gcm | aes_256_gcm |
                                                               chacha20_poly1305},
                                              #crypto_keys{key :: binary(),
                                                           iv :: binary(),
                                                           hp :: binary(),
                                                           cipher ::
                                                               aes_128_gcm | aes_256_gcm |
                                                               chacha20_poly1305}} |
                                             undefined,
                                         app_keys ::
                                             {#crypto_keys{key :: binary(),
                                                           iv :: binary(),
                                                           hp :: binary(),
                                                           cipher ::
                                                               aes_128_gcm | aes_256_gcm |
                                                               chacha20_poly1305},
                                              #crypto_keys{key :: binary(),
                                                           iv :: binary(),
                                                           hp :: binary(),
                                                           cipher ::
                                                               aes_128_gcm | aes_256_gcm |
                                                               chacha20_poly1305}} |
                                             undefined,
                                         key_state ::
                                             #key_update_state{current_phase :: 0 | 1,
                                                               current_keys ::
                                                                   {#crypto_keys{key :: binary(),
                                                                                 iv :: binary(),
                                                                                 hp :: binary(),
                                                                                 cipher ::
                                                                                     aes_128_gcm |
                                                                                     aes_256_gcm |
                                                                                     chacha20_poly1305},
                                                                    #crypto_keys{key :: binary(),
                                                                                 iv :: binary(),
                                                                                 hp :: binary(),
                                                                                 cipher ::
                                                                                     aes_128_gcm |
                                                                                     aes_256_gcm |
                                                                                     chacha20_poly1305}} |
                                                                   undefined,
                                                               prev_keys ::
                                                                   {#crypto_keys{key :: binary(),
                                                                                 iv :: binary(),
                                                                                 hp :: binary(),
                                                                                 cipher ::
                                                                                     aes_128_gcm |
                                                                                     aes_256_gcm |
                                                                                     chacha20_poly1305},
                                                                    #crypto_keys{key :: binary(),
                                                                                 iv :: binary(),
                                                                                 hp :: binary(),
                                                                                 cipher ::
                                                                                     aes_128_gcm |
                                                                                     aes_256_gcm |
                                                                                     chacha20_poly1305}} |
                                                                   undefined,
                                                               client_app_secret :: binary() | undefined,
                                                               server_app_secret :: binary() | undefined,
                                                               update_state ::
                                                                   idle | initiated | responding,
                                                               send_count :: non_neg_integer()} |
                                             undefined,
                                         tls_state :: atom(),
                                         tls_private_key :: binary() | undefined,
                                         tls_transcript :: binary(),
                                         handshake_secret :: binary() | undefined,
                                         master_secret :: binary() | undefined,
                                         server_hs_secret :: binary() | undefined,
                                         client_hs_secret :: binary() | undefined,
                                         tls_groups :: [atom()],
                                         tls_sig_algs :: [atom()] | undefined,
                                         peer_sig_algs :: [non_neg_integer()],
                                         cert_verify_code :: non_neg_integer() | undefined,
                                         tls_group :: atom(),
                                         hrr_sent :: boolean(),
                                         hrr_group :: atom() | undefined,
                                         initial_tx_off :: non_neg_integer(),
                                         tls_ch1_random :: binary() | undefined,
                                         tls_ch1_opts :: map() | undefined,
                                         negotiated_group :: atom() | undefined,
                                         negotiated_scheme :: atom() | undefined,
                                         crypto_buffer :: map(),
                                         crypto_offset :: map(),
                                         tls_buffer :: map(),
                                         alpn :: binary() | undefined,
                                         alpn_list :: [binary()],
                                         pn_initial ::
                                             #pn_space{next_pn :: non_neg_integer(),
                                                       largest_acked :: non_neg_integer() | undefined,
                                                       largest_recv :: non_neg_integer() | undefined,
                                                       recv_time :: non_neg_integer() | undefined,
                                                       ack_ranges ::
                                                           [{non_neg_integer(), non_neg_integer()}],
                                                       ack_eliciting_in_flight :: non_neg_integer(),
                                                       loss_time :: non_neg_integer() | undefined,
                                                       sent_packets ::
                                                           #{non_neg_integer() =>
                                                                 #sent_packet{pn :: non_neg_integer(),
                                                                              time_sent ::
                                                                                  non_neg_integer(),
                                                                              ack_eliciting :: boolean(),
                                                                              in_flight :: boolean(),
                                                                              size :: non_neg_integer(),
                                                                              frames :: [term()]}}},
                                         pn_handshake ::
                                             #pn_space{next_pn :: non_neg_integer(),
                                                       largest_acked :: non_neg_integer() | undefined,
                                                       largest_recv :: non_neg_integer() | undefined,
                                                       recv_time :: non_neg_integer() | undefined,
                                                       ack_ranges ::
                                                           [{non_neg_integer(), non_neg_integer()}],
                                                       ack_eliciting_in_flight :: non_neg_integer(),
                                                       loss_time :: non_neg_integer() | undefined,
                                                       sent_packets ::
                                                           #{non_neg_integer() =>
                                                                 #sent_packet{pn :: non_neg_integer(),
                                                                              time_sent ::
                                                                                  non_neg_integer(),
                                                                              ack_eliciting :: boolean(),
                                                                              in_flight :: boolean(),
                                                                              size :: non_neg_integer(),
                                                                              frames :: [term()]}}},
                                         pn_app ::
                                             #pn_space{next_pn :: non_neg_integer(),
                                                       largest_acked :: non_neg_integer() | undefined,
                                                       largest_recv :: non_neg_integer() | undefined,
                                                       recv_time :: non_neg_integer() | undefined,
                                                       ack_ranges ::
                                                           [{non_neg_integer(), non_neg_integer()}],
                                                       ack_eliciting_in_flight :: non_neg_integer(),
                                                       loss_time :: non_neg_integer() | undefined,
                                                       sent_packets ::
                                                           #{non_neg_integer() =>
                                                                 #sent_packet{pn :: non_neg_integer(),
                                                                              time_sent ::
                                                                                  non_neg_integer(),
                                                                              ack_eliciting :: boolean(),
                                                                              in_flight :: boolean(),
                                                                              size :: non_neg_integer(),
                                                                              frames :: [term()]}}},
                                         max_data_local :: non_neg_integer(),
                                         max_data_remote :: non_neg_integer(),
                                         data_sent :: non_neg_integer(),
                                         data_received :: non_neg_integer(),
                                         max_stream_data_bidi_local :: non_neg_integer(),
                                         max_stream_data_bidi_remote :: non_neg_integer(),
                                         max_stream_data_uni :: non_neg_integer(),
                                         fc_last_stream_update :: integer() | undefined,
                                         fc_last_conn_update :: integer() | undefined,
                                         fc_max_receive_window :: non_neg_integer(),
                                         fc_max_stream_recv_window :: non_neg_integer(),
                                         streams ::
                                             #{non_neg_integer() =>
                                                   #stream_state{id :: non_neg_integer(),
                                                                 state ::
                                                                     idle | open | half_closed_local |
                                                                     half_closed_remote | closed |
                                                                     reset | stopped,
                                                                 send_offset :: non_neg_integer(),
                                                                 send_max_data :: non_neg_integer(),
                                                                 send_fin :: boolean(),
                                                                 send_buffer :: iolist(),
                                                                 send_done :: boolean(),
                                                                 recv_offset :: non_neg_integer(),
                                                                 recv_max_data :: non_neg_integer(),
                                                                 recv_fin :: boolean(),
                                                                 recv_buffer :: map(),
                                                                 recv_done :: boolean(),
                                                                 final_size ::
                                                                     non_neg_integer() | undefined,
                                                                 urgency :: 0..7,
                                                                 incremental :: boolean(),
                                                                 deadline ::
                                                                     non_neg_integer() |
                                                                     infinity | undefined,
                                                                 deadline_timer ::
                                                                     reference() | undefined,
                                                                 deadline_action ::
                                                                     reset | notify | both,
                                                                 deadline_error_code ::
                                                                     non_neg_integer(),
                                                                 send_reset_at ::
                                                                     non_neg_integer() | undefined,
                                                                 recv_reset_at ::
                                                                     non_neg_integer() | undefined,
                                                                 send_reset_error ::
                                                                     non_neg_integer() | undefined,
                                                                 recv_reset_error ::
                                                                     non_neg_integer() | undefined}},
                                         next_stream_id_bidi :: non_neg_integer(),
                                         next_stream_id_uni :: non_neg_integer(),
                                         max_streams_bidi_local :: non_neg_integer(),
                                         max_streams_bidi_remote :: non_neg_integer(),
                                         max_streams_uni_local :: non_neg_integer(),
                                         max_streams_uni_remote :: non_neg_integer(),
                                         reclaimed_ranges_bidi ::
                                             #{local | peer => [{non_neg_integer(), non_neg_integer()}]},
                                         reclaimed_ranges_uni ::
                                             #{local | peer => [{non_neg_integer(), non_neg_integer()}]},
                                         pending_send_reset_at ::
                                             #{non_neg_integer() => non_neg_integer()},
                                         deferred_ctrl_retransmits :: [term()],
                                         max_datagram_frame_size_local :: non_neg_integer(),
                                         max_datagram_frame_size_remote :: non_neg_integer(),
                                         datagram_recv_queue_len :: non_neg_integer() | infinity,
                                         datagram_recv_queue :: queue:queue(binary()),
                                         datagram_recv_delivered :: non_neg_integer(),
                                         datagram_recv_dropped :: non_neg_integer(),
                                         datagram_sent :: non_neg_integer(),
                                         datagram_send_dropped :: non_neg_integer(),
                                         spin_outgoing :: 0 | 1,
                                         spin_recv :: 0 | 1,
                                         spin_recv_largest_pn :: integer(),
                                         spin_bit_enabled :: boolean(),
                                         stateless_reset_secret :: binary() | undefined,
                                         reset_stream_at_enabled :: boolean(),
                                         transport_params :: map(),
                                         idle_timeout :: non_neg_integer(),
                                         last_activity :: non_neg_integer(),
                                         timer_ref :: reference() | undefined,
                                         cc_state :: quic_cc:cc_state() | undefined,
                                         loss_state :: quic_loss:loss_state() | undefined,
                                         pto_timer :: reference() | undefined,
                                         pto_scheduled_at :: integer() | undefined,
                                         idle_timer :: reference() | undefined,
                                         keep_alive_interval :: non_neg_integer() | disabled,
                                         keep_alive_timer :: reference() | undefined,
                                         pacing_timer :: reference() | undefined,
                                         pacing_enabled :: boolean(),
                                         send_queue :: tuple(),
                                         pending_data :: [{non_neg_integer(), iodata(), boolean()}],
                                         send_queue_bytes :: non_neg_integer(),
                                         send_queue_count :: non_neg_integer(),
                                         send_queue_version :: non_neg_integer(),
                                         recv_buffer_bytes :: non_neg_integer(),
                                         close_reason :: term(),
                                         current_path ::
                                             #path_state{remote_addr ::
                                                             {inet:ip_address(), inet:port_number()},
                                                         status ::
                                                             unknown | validating | validated | failed,
                                                         challenge_data :: binary() | undefined,
                                                         challenge_count :: non_neg_integer(),
                                                         bytes_sent :: non_neg_integer(),
                                                         bytes_received :: non_neg_integer(),
                                                         rtt :: non_neg_integer() | undefined,
                                                         dcid :: binary() | undefined,
                                                         is_nat_rebinding :: boolean()} |
                                             undefined,
                                         alt_paths ::
                                             [#path_state{remote_addr ::
                                                              {inet:ip_address(), inet:port_number()},
                                                          status ::
                                                              unknown | validating | validated | failed,
                                                          challenge_data :: binary() | undefined,
                                                          challenge_count :: non_neg_integer(),
                                                          bytes_sent :: non_neg_integer(),
                                                          bytes_received :: non_neg_integer(),
                                                          rtt :: non_neg_integer() | undefined,
                                                          dcid :: binary() | undefined,
                                                          is_nat_rebinding :: boolean()}],
                                         preferred_address ::
                                             #preferred_address{ipv4_addr ::
                                                                    inet:ip4_address() | undefined,
                                                                ipv4_port ::
                                                                    inet:port_number() | undefined,
                                                                ipv6_addr ::
                                                                    inet:ip6_address() | undefined,
                                                                ipv6_port ::
                                                                    inet:port_number() | undefined,
                                                                cid :: binary(),
                                                                stateless_reset_token :: binary()} |
                                             undefined,
                                         migration_state :: idle | validating_peer,
                                         pending_peer_validation ::
                                             #path_state{remote_addr ::
                                                             {inet:ip_address(), inet:port_number()},
                                                         status ::
                                                             unknown | validating | validated | failed,
                                                         challenge_data :: binary() | undefined,
                                                         challenge_count :: non_neg_integer(),
                                                         bytes_sent :: non_neg_integer(),
                                                         bytes_received :: non_neg_integer(),
                                                         rtt :: non_neg_integer() | undefined,
                                                         dcid :: binary() | undefined,
                                                         is_nat_rebinding :: boolean()} |
                                             undefined,
                                         old_path_validation ::
                                             #path_state{remote_addr ::
                                                             {inet:ip_address(), inet:port_number()},
                                                         status ::
                                                             unknown | validating | validated | failed,
                                                         challenge_data :: binary() | undefined,
                                                         challenge_count :: non_neg_integer(),
                                                         bytes_sent :: non_neg_integer(),
                                                         bytes_received :: non_neg_integer(),
                                                         rtt :: non_neg_integer() | undefined,
                                                         dcid :: binary() | undefined,
                                                         is_nat_rebinding :: boolean()} |
                                             undefined,
                                         path_validation_timer :: reference() | undefined,
                                         path_validation_token :: reference() | undefined,
                                         peer_disable_migration :: boolean(),
                                         current_packet_source ::
                                             {inet:ip_address(), inet:port_number()} | undefined,
                                         has_non_probing_frame :: boolean(),
                                         local_cid_pool ::
                                             [#cid_entry{seq_num :: non_neg_integer(),
                                                         cid :: binary(),
                                                         stateless_reset_token :: binary() | undefined,
                                                         status :: active | retired}],
                                         local_cid_seq :: non_neg_integer(),
                                         peer_cid_pool ::
                                             [#cid_entry{seq_num :: non_neg_integer(),
                                                         cid :: binary(),
                                                         stateless_reset_token :: binary() | undefined,
                                                         status :: active | retired}],
                                         local_active_cid_limit :: non_neg_integer(),
                                         peer_active_cid_limit :: non_neg_integer(),
                                         peer_cert :: binary() | undefined,
                                         peer_cert_chain :: [binary()],
                                         listener :: pid() | undefined,
                                         server_cert :: binary() | undefined,
                                         server_cert_chain :: [binary()],
                                         server_private_key :: term() | undefined,
                                         server_preferred_address ::
                                             #preferred_address{ipv4_addr ::
                                                                    inet:ip4_address() | undefined,
                                                                ipv4_port ::
                                                                    inet:port_number() | undefined,
                                                                ipv6_addr ::
                                                                    inet:ip6_address() | undefined,
                                                                ipv6_port ::
                                                                    inet:port_number() | undefined,
                                                                cid :: binary(),
                                                                stateless_reset_token :: binary()} |
                                             undefined,
                                         client_cert :: binary() | undefined,
                                         client_cert_chain :: [binary()],
                                         client_private_key :: term() | undefined,
                                         cert_request_received :: boolean(),
                                         resumption_secret :: binary() | undefined,
                                         max_early_data :: non_neg_integer(),
                                         ticket_store :: quic_ticket:ticket_store(),
                                         external_psk ::
                                             {binary(), binary()} |
                                             {binary(), binary(), [psk_dhe_ke | psk_ke]} |
                                             undefined,
                                         psk_config ::
                                             #{psk_callback =>
                                                   fun((binary()) -> {ok, binary()} | not_found) |
                                                   undefined,
                                               psks => #{binary() => binary()} | undefined} |
                                             undefined,
                                         selected_psk ::
                                             undefined |
                                             #{identity => binary(),
                                               secret => binary(),
                                               mode => psk_dhe_ke | psk_ke},
                                         early_keys ::
                                             {#crypto_keys{key :: binary(),
                                                           iv :: binary(),
                                                           hp :: binary(),
                                                           cipher ::
                                                               aes_128_gcm | aes_256_gcm |
                                                               chacha20_poly1305},
                                              binary()} |
                                             undefined,
                                         early_data_sent :: non_neg_integer(),
                                         early_data_accepted :: boolean(),
                                         zero_rtt_stream_ids :: sets:set(non_neg_integer()),
                                         cid_config ::
                                             #cid_config{lb_config ::
                                                             #lb_config{config_rotation :: 0..6,
                                                                        algorithm ::
                                                                            plaintext | stream_cipher |
                                                                            block_cipher,
                                                                        server_id :: binary(),
                                                                        server_id_len :: 1..15,
                                                                        nonce_len :: 4..18,
                                                                        key :: binary() | undefined} |
                                                             undefined,
                                                         cid_len :: 1..20,
                                                         reset_secret :: binary() | undefined} |
                                             undefined,
                                         congestion_threshold :: pos_integer(),
                                         packets_received :: non_neg_integer(),
                                         packets_sent :: non_neg_integer(),
                                         ack_sent :: non_neg_integer(),
                                         retransmits :: non_neg_integer(),
                                         active_n :: pos_integer(),
                                         pmtu_state ::
                                             #pmtu_state{state ::
                                                             disabled | base | searching |
                                                             search_complete | error,
                                                         base_mtu :: pos_integer(),
                                                         current_mtu :: pos_integer(),
                                                         max_mtu :: pos_integer(),
                                                         search_min :: pos_integer(),
                                                         lost :: [pos_integer() | undefined],
                                                         last_probe_lost :: boolean(),
                                                         probe_size :: non_neg_integer(),
                                                         probe_pn :: non_neg_integer() | undefined,
                                                         generation :: non_neg_integer(),
                                                         probe_timer :: reference() | undefined,
                                                         raise_timer :: reference() | undefined,
                                                         black_hole_count :: non_neg_integer(),
                                                         black_hole_threshold :: pos_integer()} |
                                             undefined,
                                         pmtu_probe_timer :: reference() | undefined,
                                         pmtu_raise_timer :: reference() | undefined,
                                         pto_dirty :: boolean(),
                                         ack_elicited_count :: non_neg_integer(),
                                         ack_timer :: reference() | undefined,
                                         last_recv_trigger :: sequential | reordered,
                                         qlog_ctx ::
                                             #qlog_ctx{enabled :: boolean(),
                                                       writer :: pid() | undefined,
                                                       odcid :: binary() | undefined,
                                                       reference_time :: integer() | undefined,
                                                       vantage_point :: client | server | undefined,
                                                       events :: all | [atom()],
                                                       dir :: file:filename()} |
                                             undefined}.


      


Issue new connection IDs to the peer. RFC 9000 Section 5.1.1: Generates new CIDs with stateless reset tokens.

  



  
    
      
    
    
      key_update(Conn)



        
          
        

    

  


  

      

          -spec key_update(pid()) -> ok | {error, term()}.


      


Initiate a key update (RFC 9001 Section 6). This triggers a key update cycle, deriving new encryption keys. Only valid when connection is in connected state.

  



  
    
      
    
    
      migrate(Conn)



        
          
        

    

  


  

      

          -spec migrate(pid()) -> ok | {error, term()}.


      


Initiate connection migration. This triggers path validation by sending PATH_CHALLENGE on a new path. Simulates network change by rebinding the socket.

  



  
    
      
    
    
      migrate(Conn, Timeout)



        
          
        

    

  


  

      

          -spec migrate(pid(), timeout()) -> ok | {error, term()}.


      


Trigger connection migration with timeout option. Simulates network change by rebinding the socket.

  



  
    
      
    
    
      open_stream(Conn)



        
          
        

    

  


  

      

          -spec open_stream(pid()) -> {ok, non_neg_integer()} | {error, term()}.


      


Open a new bidirectional stream.

  



  
    
      
    
    
      open_unidirectional_stream(Conn)



        
          
        

    

  


  

      

          -spec open_unidirectional_stream(pid()) -> {ok, non_neg_integer()} | {error, term()}.


      


Open a new unidirectional stream.

  



  
    
      
    
    
      peercert(Conn)



        
          
        

    

  


  

      

          -spec peercert(pid()) -> {ok, binary()} | {error, term()}.


      


Get peer certificate (DER-encoded).

  



  
    
      
    
    
      peername(Conn)



        
          
        

    

  


  

      

          -spec peername(pid()) -> {ok, {inet:ip_address(), inet:port_number()}} | {error, term()}.


      


Get remote address.

  



  
    
      
    
    
      process(Conn)



        
          
        

    

  


  

      

          -spec process(pid()) -> ok.


      


Process pending events (called when socket is ready).

  



  
    
      
    
    
      reset_stream(Conn, StreamId, ErrorCode)



        
          
        

    

  


  

      

          -spec reset_stream(pid(), non_neg_integer(), non_neg_integer()) -> ok | {error, term()}.


      


Reset a stream.

  



  
    
      
    
    
      reset_stream_at(Conn, StreamId, ErrorCode, ReliableSize)



        
          
        

    

  


  

      

          -spec reset_stream_at(pid(), non_neg_integer(), non_neg_integer(), non_neg_integer()) ->
                         ok | {error, term()}.


      


Reset a stream with reliable delivery up to ReliableSize. Data up to ReliableSize will be delivered before the reset takes effect. Requires peer support via the reset_stream_at transport parameter.

  



  
    
      
    
    
      send_data(Conn, StreamId, Data, Fin)



        
          
        

    

  


  

      

          -spec send_data(pid(), non_neg_integer(), iodata(), boolean()) -> ok | {error, term()}.


      


Send data on a stream.

  



  
    
      
    
    
      send_data_async(Conn, StreamId, Data, Fin)



        
          
        

    

  


  

      

          -spec send_data_async(pid(), non_neg_integer(), iodata(), boolean()) -> ok.


      


Send data on a stream asynchronously. This is faster than send_data/4 because it uses cast instead of call, avoiding the round-trip latency. However, errors are silently dropped. Use this for high-throughput scenarios where occasional dropped data is acceptable.

  



  
    
      
    
    
      send_datagram(Conn, Data)



        
          
        

    

  


  

      

          -spec send_datagram(pid(), iodata()) -> ok | {error, term()}.


      


Send a datagram.

  



  
    
      
    
    
      send_ping(Conn)



        
          
        

    

  


  

      

          -spec send_ping(pid()) -> ok | {error, term()}.


      


Send a PING frame (RFC 9000). PING frames bypass congestion control and are useful for liveness checks. The PING elicits an ACK from the peer, confirming the connection is alive.

  



  
    
      
    
    
      set_congestion_control(Conn, Algorithm)



        
          
        

    

  


  

      

          -spec set_congestion_control(pid(), quic_cc:cc_algorithm()) -> ok | {error, term()}.


      


Set the congestion control algorithm for a connection. Algorithm: newreno | bbr | cubic

  



  
    
      
    
    
      set_owner(Conn, NewOwner)



        
          
        

    

  


  

      

          -spec set_owner(pid(), pid()) -> ok.


      


Set new owner process (async).

  



  
    
      
    
    
      set_owner_sync(Conn, NewOwner)



        
          
        

    

  


  

      

          -spec set_owner_sync(pid(), pid()) -> ok.


      


Set new owner process (synchronous). Use this when you need to ensure ownership is transferred before continuing.

  



  
    
      
    
    
      set_stream_deadline(Conn, StreamId, TimeoutMs, Opts)



        
          
        

    

  


  

      

          -spec set_stream_deadline(pid(), non_neg_integer(), pos_integer(), map()) -> ok | {error, term()}.


      


Set a deadline for a stream. TimeoutMs is milliseconds from now until expiry. Options: action => reset | notify | both, error_code => non_neg_integer()

  



  
    
      
    
    
      set_stream_priority(Conn, StreamId, Urgency, Incremental)



        
          
        

    

  


  

      

          -spec set_stream_priority(pid(), non_neg_integer(), 0..7, boolean()) -> ok | {error, term()}.


      


Set stream priority (RFC 9218). Urgency: 0-7 (lower = more urgent, default 3) Incremental: boolean (data can be processed incrementally)

  



  
    
      
    
    
      setopts(Conn, Opts)



        
          
        

    

  


  

      

          -spec setopts(pid(), [{atom(), term()}]) -> ok | {error, term()}.


      


Set connection options.

  



  
    
      
    
    
      sockname(Conn)



        
          
        

    

  


  

      

          -spec sockname(pid()) -> {ok, {inet:ip_address(), inet:port_number()}} | {error, term()}.


      


Get local address.

  



  
    
      
    
    
      start_link(Host, Port, Opts, Owner)



        
          
        

    

  


  

      

          -spec start_link(binary() | inet:hostname() | inet:ip_address(), inet:port_number(), map(), pid()) ->
                    {ok, pid()} | {error, term()}.


      


Start a QUIC connection process.

  



  
    
      
    
    
      start_link(Host, Port, Opts, Owner, Socket)



        
          
        

    

  


  

      

          -spec start_link(binary() | inet:hostname() | inet:ip_address(),
                 inet:port_number(),
                 map(),
                 pid(),
                 gen_udp:socket() | undefined) ->
                    {ok, pid()} | {error, term()}.


      


Start a QUIC connection with optional pre-opened socket.

  



  
    
      
    
    
      start_server(Opts)



        
          
        

    

  


  

      

          -spec start_server(map()) -> {ok, pid()} | {error, term()}.


      


Start a server-side QUIC connection. Called by quic_listener when a new connection is accepted.

  



  
    
      
    
    
      stop_sending(Conn, StreamId, ErrorCode)



        
          
        

    

  


  

      

          -spec stop_sending(pid(), non_neg_integer(), non_neg_integer()) -> ok | {error, term()}.


      


Request peer to stop sending on a stream. Sends a STOP_SENDING frame (RFC 9000 Section 19.5).

  



  
    
      
    
    
      terminate(Reason, StateName, State)
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QUIC stream state management.
This module manages individual stream state, including: - Stream lifecycle (idle -> open -> half-closed -> closed) - Send and receive buffers - Per-stream flow control - Data ordering and reassembly
[bookmark: Stream_Types]Stream Types
Stream IDs encode the initiator and directionality: - Bit 0: 0 = client-initiated, 1 = server-initiated - Bit 1: 0 = bidirectional, 1 = unidirectional
Client-initiated bidirectional: 0, 4, 8, ... Server-initiated bidirectional: 1, 5, 9, ... Client-initiated unidirectional: 2, 6, 10, ... Server-initiated unidirectional: 3, 7, 11, ...

      


      
        Summary


  
    Types
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    Functions
  


    
      
        ack_send(Stream, AckedOffset)

      


        Acknowledge that sent data was received.



    


    
      
        blocked(Stream)

      


        Check if the stream is blocked on flow control.



    


    
      
        bytes_available(Stream)

      


        Get number of bytes available for reading.



    


    
      
        bytes_to_send(Stream)

      


        Get number of bytes waiting to be sent.



    


    
      
        can_send(Stream)

      


        Check if we can send data on this stream.



    


    
      
        close(Stream)

      


        Close the stream gracefully.



    


    
      
        direction(Stream)

      


        Get the direction of the stream.



    


    
      
        get_priority(Stream)

      


        Get the stream priority. Returns {Urgency, Incremental} where Urgency is 0-7 (lower = more urgent) and Incremental indicates whether data can be processed incrementally.



    


    
      
        get_send_data(Stream, MaxBytes)

      


        Get data to send, up to MaxBytes. Returns {Data, Offset, Fin, UpdatedStream}



    


    
      
        id(Stream)

      


        Get the stream ID.



    


    
      
        initiator(Stream)

      


        Get the initiator of the stream.



    


    
      
        is_bidi(Stream)

      


        Check if this is a bidirectional stream.



    


    
      
        is_closed(Stream)

      


        Check if the stream is fully closed.



    


    
      
        is_local(Stream, Role)

      


        Check if this stream was initiated by us.



    


    
      
        is_recv_closed(Stream)

      


        Check if the receive side is closed.



    


    
      
        is_send_closed(Stream)

      


        Check if the send side is closed.



    


    
      
        new(StreamId, Role)

      


        Create a new stream with default flow control limits.



    


    
      
        new(StreamId, Role, Opts)

      


        Create a new stream with custom options.



    


    
      
        read(Stream)

      


        Read all available contiguous data.



    


    
      
        read(Stream, MaxBytes)

      


        Read up to MaxBytes of contiguous data.



    


    
      
        receive_data(Stream, Offset, Data, Fin)

      


        Receive data at a specific offset.



    


    
      
        receive_fin(Stream, FinalSize)

      


        Mark that FIN was received at the given offset.



    


    
      
        reset(Stream, ErrorCode)

      


        Reset the stream (send RESET_STREAM).



    


    
      
        send(Stream, Data)

      


        Queue data for sending on the stream.



    


    
      
        send_fin(Stream)

      


        Mark the stream as finished for sending (FIN).



    


    
      
        set_priority(Stream, Urgency, Incremental)

      


        Set the stream priority. Urgency: 0-7 (lower = more urgent, default 3) Incremental: boolean (data can be processed incrementally, default false) Returns {ok, UpdatedStream} or {error, invalid_urgency}.



    


    
      
        state(Stream)

      


        Get the current stream state.



    


    
      
        stop_sending(Stream, ErrorCode)

      


        Handle STOP_SENDING frame from peer.



    


    
      
        update_max_data(Stream, NewMax)

      


        Update the maximum data we can receive.



    


    
      
        update_send_window(Stream, NewMax)

      


        Update the send window (peer's MAX_STREAM_DATA).
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      stream/0



        
          
        

    

  


  

      

          -opaque stream()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      ack_send(Stream, AckedOffset)



        
          
        

    

  


  

      

          -spec ack_send(stream(), non_neg_integer()) -> stream().


      


Acknowledge that sent data was received.

  



  
    
      
    
    
      blocked(Stream)



        
          
        

    

  


  

      

          -spec blocked(stream()) -> boolean().


      


Check if the stream is blocked on flow control.

  



  
    
      
    
    
      bytes_available(Stream)



        
          
        

    

  


  

      

          -spec bytes_available(stream()) -> non_neg_integer().


      


Get number of bytes available for reading.

  



  
    
      
    
    
      bytes_to_send(Stream)



        
          
        

    

  


  

      

          -spec bytes_to_send(stream()) -> non_neg_integer().


      


Get number of bytes waiting to be sent.

  



  
    
      
    
    
      can_send(Stream)



        
          
        

    

  


  

      

          -spec can_send(stream()) -> boolean().


      


Check if we can send data on this stream.

  



  
    
      
    
    
      close(Stream)



        
          
        

    

  


  

      

          -spec close(stream()) -> stream().


      


Close the stream gracefully.

  



  
    
      
    
    
      direction(Stream)



        
          
        

    

  


  

      

          -spec direction(stream()) -> bidirectional | unidirectional.


      


Get the direction of the stream.

  



  
    
      
    
    
      get_priority(Stream)



        
          
        

    

  


  

      

          -spec get_priority(stream()) -> {0..7, boolean()}.


      


Get the stream priority. Returns {Urgency, Incremental} where Urgency is 0-7 (lower = more urgent) and Incremental indicates whether data can be processed incrementally.

  



  
    
      
    
    
      get_send_data(Stream, MaxBytes)



        
          
        

    

  


  

      

          -spec get_send_data(stream(), non_neg_integer()) -> {binary(), non_neg_integer(), boolean(), stream()}.


      


Get data to send, up to MaxBytes. Returns {Data, Offset, Fin, UpdatedStream}

  



  
    
      
    
    
      id(Stream)



        
          
        

    

  


  

      

          -spec id(stream()) -> non_neg_integer().


      


Get the stream ID.

  



  
    
      
    
    
      initiator(Stream)



        
          
        

    

  


  

      

          -spec initiator(stream()) -> client | server.


      


Get the initiator of the stream.

  



  
    
      
    
    
      is_bidi(Stream)



        
          
        

    

  


  

      

          -spec is_bidi(stream()) -> boolean().


      


Check if this is a bidirectional stream.

  



  
    
      
    
    
      is_closed(Stream)



        
          
        

    

  


  

      

          -spec is_closed(stream()) -> boolean().


      


Check if the stream is fully closed.

  



  
    
      
    
    
      is_local(Stream, Role)



        
          
        

    

  


  

      

          -spec is_local(stream(), client | server) -> boolean().


      


Check if this stream was initiated by us.

  



  
    
      
    
    
      is_recv_closed(Stream)



        
          
        

    

  


  

      

          -spec is_recv_closed(stream()) -> boolean().


      


Check if the receive side is closed.

  



  
    
      
    
    
      is_send_closed(Stream)



        
          
        

    

  


  

      

          -spec is_send_closed(stream()) -> boolean().


      


Check if the send side is closed.

  



  
    
      
    
    
      new(StreamId, Role)



        
          
        

    

  


  

      

          -spec new(non_neg_integer(), client | server) -> stream().


      


Create a new stream with default flow control limits.

  



  
    
      
    
    
      new(StreamId, Role, Opts)



        
          
        

    

  


  

      

          -spec new(non_neg_integer(), client | server, map()) -> stream().


      


Create a new stream with custom options.

  



  
    
      
    
    
      read(Stream)



        
          
        

    

  


  

      

          -spec read(stream()) -> {binary(), stream()}.


      


Read all available contiguous data.

  



  
    
      
    
    
      read(Stream, MaxBytes)



        
          
        

    

  


  

      

          -spec read(stream(), non_neg_integer() | infinity) -> {binary(), stream()}.


      


Read up to MaxBytes of contiguous data.

  



  
    
      
    
    
      receive_data(Stream, Offset, Data, Fin)



        
          
        

    

  


  

      

          -spec receive_data(stream(), non_neg_integer(), binary(), boolean()) -> {ok, stream()} | {error, term()}.


      


Receive data at a specific offset.

  



  
    
      
    
    
      receive_fin(Stream, FinalSize)



        
          
        

    

  


  

      

          -spec receive_fin(stream(), non_neg_integer()) -> {ok, stream()} | {error, term()}.


      


Mark that FIN was received at the given offset.

  



  
    
      
    
    
      reset(Stream, ErrorCode)



        
          
        

    

  


  

      

          -spec reset(stream(), non_neg_integer()) -> stream().


      


Reset the stream (send RESET_STREAM).

  



  
    
      
    
    
      send(Stream, Data)



        
          
        

    

  


  

      

          -spec send(stream(), binary()) -> {ok, stream()} | {error, term()}.


      


Queue data for sending on the stream.

  



  
    
      
    
    
      send_fin(Stream)



        
          
        

    

  


  

      

          -spec send_fin(stream()) -> {ok, stream()} | {error, term()}.


      


Mark the stream as finished for sending (FIN).

  



  
    
      
    
    
      set_priority(Stream, Urgency, Incremental)



        
          
        

    

  


  

      

          -spec set_priority(stream(), 0..7, boolean()) -> {ok, stream()} | {error, invalid_urgency}.


      


Set the stream priority. Urgency: 0-7 (lower = more urgent, default 3) Incremental: boolean (data can be processed incrementally, default false) Returns {ok, UpdatedStream} or {error, invalid_urgency}.

  



  
    
      
    
    
      state(Stream)



        
          
        

    

  


  

      

          -spec state(stream()) -> idle | open | half_closed_local | half_closed_remote | closed.


      


Get the current stream state.

  



  
    
      
    
    
      stop_sending(Stream, ErrorCode)



        
          
        

    

  


  

      

          -spec stop_sending(stream(), non_neg_integer()) -> stream().


      


Handle STOP_SENDING frame from peer.

  



  
    
      
    
    
      update_max_data(Stream, NewMax)



        
          
        

    

  


  

      

          -spec update_max_data(stream(), non_neg_integer()) -> stream().


      


Update the maximum data we can receive.

  



  
    
      
    
    
      update_send_window(Stream, NewMax)



        
          
        

    

  


  

      

          -spec update_send_window(stream(), non_neg_integer()) -> stream().


      


Update the send window (peer's MAX_STREAM_DATA).

  


        

      


  

    
quic_frame 
    



      
QUIC frame encoding and decoding.
This module handles encoding and decoding of all 21 QUIC frame types as defined in RFC 9000 Section 12.4.

      


      
        Summary


  
    Types
  


    
      
        ecn_counts/0

      


    


    
      
        frame/0

      


    





  
    Functions
  


    
      
        decode(_)

      


        Decode a single frame from binary. Returns {Frame, Rest} or {error, Reason}.



    


    
      
        decode_all(Bin)

      


        Decode all frames from a packet payload. Returns a list of frames.



    


    
      
        encode(_)

      


        Encode a frame to binary.



    


    
      
        encode_iodata(Frame)

      


        Encode a frame as iodata. For STREAM frames with a binary Data this returns [Header, Data] without copying the payload into the frame binary, avoiding one full copy per chunk on the bulk-send hot path. For all other frame types (and STREAM with iolist Data) this falls back to encode/1 wrapped in a list — iolist_to_binary/1 over the result equals encode/1 for any frame.



    





      


      
        Types


        


  
    
      
    
    
      ecn_counts/0



        
          
        

    

  


  

      

          -type ecn_counts() :: {ECT0 :: non_neg_integer(), ECT1 :: non_neg_integer(), ECNCE :: non_neg_integer()}.


      



  



  
    
      
    
    
      frame/0



        
          
        

    

  


  

      

          -type frame() ::
          padding | ping |
          {ack,
           AckRanges :: [{non_neg_integer(), non_neg_integer()}],
           AckDelay :: non_neg_integer(),
           ECNCounts :: ecn_counts() | undefined} |
          {reset_stream,
           StreamId :: non_neg_integer(),
           ErrorCode :: non_neg_integer(),
           FinalSize :: non_neg_integer()} |
          {reset_stream_at,
           StreamId :: non_neg_integer(),
           ErrorCode :: non_neg_integer(),
           FinalSize :: non_neg_integer(),
           ReliableSize :: non_neg_integer()} |
          {stop_sending, StreamId :: non_neg_integer(), ErrorCode :: non_neg_integer()} |
          {crypto, Offset :: non_neg_integer(), Data :: binary()} |
          {new_token, Token :: binary()} |
          {stream,
           StreamId :: non_neg_integer(),
           Offset :: non_neg_integer(),
           Data :: binary(),
           Fin :: boolean()} |
          {max_data, MaxData :: non_neg_integer()} |
          {max_stream_data, StreamId :: non_neg_integer(), MaxData :: non_neg_integer()} |
          {max_streams, bidi | uni, MaxStreams :: non_neg_integer()} |
          {data_blocked, Limit :: non_neg_integer()} |
          {stream_data_blocked, StreamId :: non_neg_integer(), Limit :: non_neg_integer()} |
          {streams_blocked, bidi | uni, Limit :: non_neg_integer()} |
          {new_connection_id,
           SeqNum :: non_neg_integer(),
           RetirePrior :: non_neg_integer(),
           CID :: binary(),
           StatelessResetToken :: binary()} |
          {retire_connection_id, SeqNum :: non_neg_integer()} |
          {path_challenge, Data :: binary()} |
          {path_response, Data :: binary()} |
          {connection_close,
           transport | application,
           ErrorCode :: non_neg_integer(),
           FrameType :: non_neg_integer() | undefined,
           Reason :: binary()} |
          handshake_done |
          {datagram, Data :: binary()} |
          {datagram_with_length, Data :: binary()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      decode(_)



        
          
        

    

  


  

      

          -spec decode(binary()) -> {frame(), binary()} | {error, term()}.


      


Decode a single frame from binary. Returns {Frame, Rest} or {error, Reason}.

  



  
    
      
    
    
      decode_all(Bin)



        
          
        

    

  


  

      

          -spec decode_all(binary()) -> {ok, [frame()]} | {error, term()}.


      


Decode all frames from a packet payload. Returns a list of frames.

  



  
    
      
    
    
      encode(_)



        
          
        

    

  


  

      

          -spec encode(frame()) -> binary().


      


Encode a frame to binary.

  



  
    
      
    
    
      encode_iodata(Frame)



        
          
        

    

  


  

      

          -spec encode_iodata(frame()) -> iodata().


      


Encode a frame as iodata. For STREAM frames with a binary Data this returns [Header, Data] without copying the payload into the frame binary, avoiding one full copy per chunk on the bulk-send hot path. For all other frame types (and STREAM with iolist Data) this falls back to encode/1 wrapped in a list — iolist_to_binary/1 over the result equals encode/1 for any frame.

  


        

      


  

    
quic_packet 
    



      
QUIC packet encoding and decoding.
This module handles encoding and decoding of QUIC packets including: - Long header packets (Initial, Handshake, 0-RTT, Retry) - Short header packets (1-RTT)
[bookmark: Packet_Header_Format]Packet Header Format
Long Header:
   +-+-+-+-+-+-+-+-+
   |1|1|T T|X X X X|
   +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
   |                         Version (32)                          |
   +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
   | DCID Len (8)  |
   +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
   |               Destination Connection ID (0..160)            ...
   +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
   | SCID Len (8)  |
   +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
   |                 Source Connection ID (0..160)               ...
   +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
Short Header:
   +-+-+-+-+-+-+-+-+
   |0|1|S|R|R|K|P P|
   +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
   |                Destination Connection ID (0..160)           ...
   +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

      


      
        Summary


  
    Types
  


    
      
        packet/0

      


    


    
      
        packet_type/0

      


    





  
    Functions
  


    
      
        decode(Bin, DCIDLen)

      


        Decode a QUIC packet. DCIDLen is used for short header packets where DCID length is implicit. Returns {ok, Packet, Rest} or {error, Reason}.



    


    
      
        decode_pn(_, _)

      


        Decode a packet number.



    


    
      
        decode_short_key_phase(FirstByte)

      


        Extract the key phase bit from a short header first byte. The key phase bit is bit 2 of the first byte (after header protection removal). Returns 0 or 1.



    


    
      
        encode_long(Type, Version, DCID, SCID, Opts)

      


        Encode a long header packet. Type is one of: initial, handshake, zero_rtt, retry Returns the encoded packet header + payload. Note: For Initial packets, Token is required. Note: Packet number and payload should already be encrypted.



    


    
      
        encode_pn(PN, _)

      


        Encode a packet number.



    


    
      
        encode_retry(OriginalDCID, DCID, SCID, Token, Version)

      


        Encode a QUIC Retry packet (RFC 9000 §17.2.5).



    


    
      
        encode_short(DCID, PN, Payload, SpinBit)

      


        Encode a short header (1-RTT) packet with default key phase 0. DCIDLen is the expected DCID length (from connection state). Returns the encoded packet.



    


    
      
        encode_short(DCID, PN, Payload, SpinBit, KeyPhase)

      


        Encode a short header (1-RTT) packet with explicit key phase. KeyPhase is 0 or 1, indicating which set of keys was used for encryption. Returns the encoded packet.



    


    
      
        encode_version_negotiation(DCID, SCID, Versions)

      


        Encode a Version Negotiation packet. RFC 9000 Section 17.2.1 - Version Negotiation Packet The server sends this when it receives a packet with an unsupported version. The DCID and SCID are copied from the received packet (swapped). Versions is a list of supported version numbers.



    


    
      
        pn_length(PN)

      


        Calculate the minimum number of bytes needed for a packet number.



    





      


      
        Types


        


  
    
      
    
    
      packet/0



        
          
        

    

  


  

      

          -type packet() ::
          #quic_packet{type :: initial | handshake | zero_rtt | one_rtt | retry,
                       version :: non_neg_integer() | undefined,
                       dcid :: binary(),
                       scid :: binary() | undefined,
                       token :: binary() | undefined,
                       pn :: non_neg_integer() | undefined,
                       payload :: binary() | [term()]}.


      



  



  
    
      
    
    
      packet_type/0



        
          
        

    

  


  

      

          -type packet_type() :: initial | handshake | zero_rtt | one_rtt | retry.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      decode(Bin, DCIDLen)



        
          
        

    

  


  

      

          -spec decode(binary(), non_neg_integer()) -> {ok, packet(), binary()} | {error, term()}.


      


Decode a QUIC packet. DCIDLen is used for short header packets where DCID length is implicit. Returns {ok, Packet, Rest} or {error, Reason}.

  



  
    
      
    
    
      decode_pn(_, _)



        
          
        

    

  


  

      

          -spec decode_pn(binary(), 1..4) -> {non_neg_integer(), binary()}.


      


Decode a packet number.

  



  
    
      
    
    
      decode_short_key_phase(FirstByte)



        
          
        

    

  


  

      

          -spec decode_short_key_phase(non_neg_integer()) -> 0 | 1.


      


Extract the key phase bit from a short header first byte. The key phase bit is bit 2 of the first byte (after header protection removal). Returns 0 or 1.

  



  
    
      
    
    
      encode_long(Type, Version, DCID, SCID, Opts)



        
          
        

    

  


  

      

          -spec encode_long(packet_type(),
                  non_neg_integer(),
                  binary(),
                  binary(),
                  #{token => binary(), pn => non_neg_integer(), payload => binary()}) ->
                     binary().


      


Encode a long header packet. Type is one of: initial, handshake, zero_rtt, retry Returns the encoded packet header + payload. Note: For Initial packets, Token is required. Note: Packet number and payload should already be encrypted.

  



  
    
      
    
    
      encode_pn(PN, _)



        
          
        

    

  


  

      

          -spec encode_pn(non_neg_integer(), 1..4) -> binary().


      


Encode a packet number.

  



  
    
      
    
    
      encode_retry(OriginalDCID, DCID, SCID, Token, Version)



        
          
        

    

  


  

      

          -spec encode_retry(OriginalDCID, DCID, SCID, Token, Version) -> binary()
                      when
                          OriginalDCID :: binary(),
                          DCID :: binary(),
                          SCID :: binary(),
                          Token :: binary(),
                          Version :: non_neg_integer().


      


Encode a QUIC Retry packet (RFC 9000 §17.2.5).
OriginalDCID is the DCID from the Initial that triggered this Retry; it's mixed into the integrity tag per RFC 9001 §5.8 and is NOT part of the wire image. DCID is the client's SCID (the client expects us to address it by that), SCID is the fresh server-side connection ID the client must use as DCID on its retried Initial. Token is opaque; the server later validates its own HMAC over it when the client returns it in the next Initial. Returns the fully signed on-wire packet.

  



  
    
      
    
    
      encode_short(DCID, PN, Payload, SpinBit)



        
          
        

    

  


  

      

          -spec encode_short(binary(), non_neg_integer(), binary(), boolean()) -> binary().


      


Encode a short header (1-RTT) packet with default key phase 0. DCIDLen is the expected DCID length (from connection state). Returns the encoded packet.

  



  
    
      
    
    
      encode_short(DCID, PN, Payload, SpinBit, KeyPhase)



        
          
        

    

  


  

      

          -spec encode_short(binary(), non_neg_integer(), binary(), boolean(), 0 | 1) -> binary().


      


Encode a short header (1-RTT) packet with explicit key phase. KeyPhase is 0 or 1, indicating which set of keys was used for encryption. Returns the encoded packet.

  



  
    
      
    
    
      encode_version_negotiation(DCID, SCID, Versions)



        
          
        

    

  


  

      

          -spec encode_version_negotiation(binary(), binary(), [non_neg_integer()]) -> binary().


      


Encode a Version Negotiation packet. RFC 9000 Section 17.2.1 - Version Negotiation Packet The server sends this when it receives a packet with an unsupported version. The DCID and SCID are copied from the received packet (swapped). Versions is a list of supported version numbers.

  



  
    
      
    
    
      pn_length(PN)



        
          
        

    

  


  

      

          -spec pn_length(non_neg_integer()) -> 1..4.


      


Calculate the minimum number of bytes needed for a packet number.

  


        

      


  

    
quic_varint 
    



      
Variable-length integer encoding/decoding for QUIC.
QUIC uses a variable-length integer encoding scheme where the two most significant bits of the first byte indicate the length:
	2#00xxxxxx - 1 byte, 6-bit value (0-63)
	2#01xxxxxx - 2 bytes, 14-bit value (0-16383)
	2#10xxxxxx - 4 bytes, 30-bit value (0-1073741823)
	2#11xxxxxx - 8 bytes, 62-bit value (0-4611686018427387903)


      


      
        Summary


  
    Functions
  


    
      
        decode(Bin)

      


        Decode a QUIC variable-length integer from a binary. Returns {Value, Rest} where Rest is the remaining binary. Raises error:badarg for invalid input.



    


    
      
        encode(V)

      


        Encode an integer as a QUIC variable-length integer. Returns the encoded binary. Raises error:badarg for negative values or values > 2^62-1.



    


    
      
        encode_len(V)

      


        Return the number of bytes needed to encode a value.



    


    
      
        max_value(_)

      


        Return the maximum value that can be encoded in N bytes.



    





      


      
        Functions


        


  
    
      
    
    
      decode(Bin)



        
          
        

    

  


  

      

          -spec decode(binary()) -> {non_neg_integer(), binary()}.


      


Decode a QUIC variable-length integer from a binary. Returns {Value, Rest} where Rest is the remaining binary. Raises error:badarg for invalid input.

  



  
    
      
    
    
      encode(V)



        
          
        

    

  


  

      

          -spec encode(non_neg_integer()) -> binary().


      


Encode an integer as a QUIC variable-length integer. Returns the encoded binary. Raises error:badarg for negative values or values > 2^62-1.

  



  
    
      
    
    
      encode_len(V)



        
          
        

    

  


  

      

          -spec encode_len(non_neg_integer()) -> 1 | 2 | 4 | 8.


      


Return the number of bytes needed to encode a value.

  



  
    
      
    
    
      max_value(_)



        
          
        

    

  


  

      

          -spec max_value(1 | 2 | 4 | 8) -> non_neg_integer().


      


Return the maximum value that can be encoded in N bytes.

  


        

      


  

    
quic_aead 
    



      
AEAD encryption/decryption for QUIC packet protection.
QUIC uses AEAD algorithms (AES-GCM, ChaCha20-Poly1305) to protect packet payloads. Header protection is applied to hide the packet number and certain header flags.
[bookmark: Packet_Protection]Packet Protection
The nonce for AEAD is computed by XORing the IV with the packet number (left-padded to 12 bytes).
[bookmark: Header_Protection]Header Protection
A sample from the encrypted payload is used to generate a mask that protects the first header byte and packet number bytes.

      


      
        Summary


  
    Types
  


    
      
        cipher/0

      


    





  
    Functions
  


    
      
        compute_hp_mask(_, HP, Sample)

      


    


    
      
        compute_nonce(_, PN)

      


        Compute the nonce for AEAD by XORing IV with packet number. RFC 9001 Section 5.3: The 64 bits of the reconstructed QUIC packet number in network byte order are left-padded with zeros to the size of the IV.



    


    
      
        decrypt(Key, IV, PN, AAD, CiphertextWithTag)

      


        Decrypt a QUIC packet payload using AEAD.



    


    
      
        decrypt(Key, IV, PN, AAD, CiphertextWithTag, Cipher)

      


        Decrypt with explicit cipher type. Useful for ChaCha20-Poly1305 which also uses 32-byte keys.



    


    
      
        decrypt_short_payload(Cipher, Key, IV, UnprotectedHeader, PNLen, TruncatedPN, EncryptedPayload, LargestRecv)

      


        Stage 2: Decrypt short packet payload after key selection. Called after unprotect_short_header with the correct keys based on key_phase.



    


    
      
        encrypt(Key, IV, PN, AAD, Plaintext)

      


        Encrypt a QUIC packet payload using AEAD.



    


    
      
        encrypt(Key, IV, PN, AAD, Plaintext, Cipher)

      


        Encrypt with explicit cipher type. Useful for ChaCha20-Poly1305 which also uses 32-byte keys.



    


    
      
        protect_header(HP, Header, EncryptedPayload, PNOffset)

      


        Apply header protection to a QUIC packet.



    


    
      
        protect_header(Cipher, HP, Header, EncryptedPayload, PNOffset)

      


        Apply header protection with an explicit cipher (avoids the 32-byte key ambiguity between AES-256-GCM and ChaCha20-Poly1305).



    


    
      
        protect_long_packet(Cipher, Key, IV, HP, PN, HeaderPrefix, Plaintext)

      


        Protect a long header (Initial/Handshake/0-RTT) packet. Performs encryption and header protection in a single call.



    


    
      
        protect_short_packet(Cipher, Key, IV, HP, PN, FirstByte, DCID, Plaintext)

      


        Protect a short header (1-RTT) packet. Performs encryption and header protection in a single call.



    


    
      
        unprotect_header(HP, ProtectedHeader, EncryptedPayload, PNOffset)

      


        Remove header protection from a QUIC packet.



    


    
      
        unprotect_header(Cipher, HP, ProtectedHeader, EncryptedPayload, PNOffset)

      


        Remove header protection with an explicit cipher.



    


    
      
        unprotect_long_packet(Cipher, Key, IV, HP, Header, EncryptedPayload, LargestRecv)

      


        Unprotect and decrypt a long header (Initial/Handshake/0-RTT) packet.



    


    
      
        unprotect_short_header(HP, Header, EncryptedPayload, PNOffset)

      


        Stage 1: Unprotect short header to recover key_phase and PN info. Uses HP key (same regardless of key phase) to unprotect header.



    


    
      
        unprotect_short_packet(Cipher, Key, IV, HP, Header, EncryptedPayload, LargestRecv)

      


        Unprotect and decrypt a short header (1-RTT) packet.



    





      


      
        Types


        


  
    
      
    
    
      cipher/0



        
          
        

    

  


  

      

          -type cipher() :: aes_128_gcm | aes_256_gcm | chacha20_poly1305.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      compute_hp_mask(_, HP, Sample)



        
          
        

    

  


  


  



  
    
      
    
    
      compute_nonce(_, PN)



        
          
        

    

  


  

      

          -spec compute_nonce(binary(), non_neg_integer()) -> binary().


      


Compute the nonce for AEAD by XORing IV with packet number. RFC 9001 Section 5.3: The 64 bits of the reconstructed QUIC packet number in network byte order are left-padded with zeros to the size of the IV.

  



  
    
      
    
    
      decrypt(Key, IV, PN, AAD, CiphertextWithTag)



        
          
        

    

  


  

      

          -spec decrypt(binary(), binary(), non_neg_integer(), binary(), binary()) ->
                 {ok, binary()} | {error, bad_tag}.


      


Decrypt a QUIC packet payload using AEAD.
Returns: {ok, Plaintext} | {error, bad_tag}

  



  
    
      
    
    
      decrypt(Key, IV, PN, AAD, CiphertextWithTag, Cipher)



        
          
        

    

  


  

      

          -spec decrypt(binary(), binary(), non_neg_integer(), binary(), binary(), cipher()) ->
                 {ok, binary()} | {error, bad_tag}.


      


Decrypt with explicit cipher type. Useful for ChaCha20-Poly1305 which also uses 32-byte keys.

  



  
    
      
    
    
      decrypt_short_payload(Cipher, Key, IV, UnprotectedHeader, PNLen, TruncatedPN, EncryptedPayload, LargestRecv)



        
          
        

    

  


  

      

          -spec decrypt_short_payload(cipher(),
                            binary(),
                            binary(),
                            binary(),
                            1..4,
                            non_neg_integer(),
                            binary(),
                            non_neg_integer() | undefined) ->
                               {ok, non_neg_integer(), binary()} | {error, term()}.


      


Stage 2: Decrypt short packet payload after key selection. Called after unprotect_short_header with the correct keys based on key_phase.
Cipher: AEAD cipher type Key: AEAD key (selected based on key_phase from stage 1) IV: AEAD IV (selected based on key_phase from stage 1) UnprotectedHeader: From stage 1 (used as AAD) PNLen: From stage 1 TruncatedPN: From stage 1 EncryptedPayload: PN bytes + ciphertext + tag LargestRecv: Largest received packet number for PN reconstruction
Returns: {ok, PN, Plaintext} | {error, term()}

  



  
    
      
    
    
      encrypt(Key, IV, PN, AAD, Plaintext)



        
          
        

    

  


  

      

          -spec encrypt(binary(), binary(), non_neg_integer(), binary(), binary()) -> binary().


      


Encrypt a QUIC packet payload using AEAD.
Key: AEAD key IV: AEAD initialization vector PN: Packet number (used with IV to create nonce) AAD: Additional authenticated data (unprotected header) Plaintext: Payload to encrypt
Returns: Ciphertext with authentication tag appended

  



  
    
      
    
    
      encrypt(Key, IV, PN, AAD, Plaintext, Cipher)



        
          
        

    

  


  

      

          -spec encrypt(binary(), binary(), non_neg_integer(), binary(), binary(), cipher()) -> binary().


      


Encrypt with explicit cipher type. Useful for ChaCha20-Poly1305 which also uses 32-byte keys.

  



  
    
      
    
    
      protect_header(HP, Header, EncryptedPayload, PNOffset)



        
          
        

    

  


  

      

          -spec protect_header(binary(), binary(), binary(), non_neg_integer()) ->
                        binary() | {error, payload_too_short}.


      


Apply header protection to a QUIC packet.
HP: Header protection key Header: The packet header (first byte + rest + PN) EncryptedPayload: The AEAD-encrypted payload (ciphertext + tag) PNOffset: Offset of packet number in the header
The sample is taken starting 4 bytes after the start of the Packet Number. Since PN is at the end of Header, and ciphertext comes after PN: sample_offset = 4 - PNLen (where PNLen is encoded in the first byte)
Returns: Protected header (first byte and PN bytes masked), or {error, payload_too_short} if payload is too small for sampling.

  



  
    
      
    
    
      protect_header(Cipher, HP, Header, EncryptedPayload, PNOffset)



        
          
        

    

  


  

      

          -spec protect_header(cipher(), binary(), binary(), binary(), non_neg_integer()) ->
                        binary() | {error, payload_too_short}.


      


Apply header protection with an explicit cipher (avoids the 32-byte key ambiguity between AES-256-GCM and ChaCha20-Poly1305).

  



  
    
      
    
    
      protect_long_packet(Cipher, Key, IV, HP, PN, HeaderPrefix, Plaintext)



        
          
        

    

  


  

      

          -spec protect_long_packet(cipher(), binary(), binary(), binary(), non_neg_integer(), binary(), iodata()) ->
                             binary().


      


Protect a long header (Initial/Handshake/0-RTT) packet. Performs encryption and header protection in a single call.
Cipher: AEAD cipher type Key: AEAD key IV: AEAD initialization vector HP: Header protection key PN: Packet number HeaderPrefix: Long header up to (but not including) the packet number Plaintext: Payload to encrypt
Returns: Complete protected packet binary

  



  
    
      
    
    
      protect_short_packet(Cipher, Key, IV, HP, PN, FirstByte, DCID, Plaintext)



        
          
        

    

  


  

      

          -spec protect_short_packet(cipher(),
                           binary(),
                           binary(),
                           binary(),
                           non_neg_integer(),
                           byte(),
                           binary(),
                           iodata()) ->
                              binary().


      


Protect a short header (1-RTT) packet. Performs encryption and header protection in a single call.
Cipher: AEAD cipher type Key: AEAD key IV: AEAD initialization vector HP: Header protection key PN: Packet number FirstByte: First byte of header (includes spin bit, key phase, etc.) DCID: Destination Connection ID Plaintext: Payload to encrypt
Returns: Complete protected packet binary

  



  
    
      
    
    
      unprotect_header(HP, ProtectedHeader, EncryptedPayload, PNOffset)



        
          
        

    

  


  

      

          -spec unprotect_header(binary(), binary(), binary(), non_neg_integer()) ->
                          {binary(), pos_integer()} | {error, payload_too_short}.


      


Remove header protection from a QUIC packet.
HP: Header protection key ProtectedHeader: The protected header bytes (up to but not including PN) EncryptedPayload: PN bytes + ciphertext + tag PNOffset: Offset of packet number in the full header (= byte_size(ProtectedHeader))
The sample is taken at position 4 from the start of PN. Since EncryptedPayload starts with PN, sample is at position 4.
Returns: {UnprotectedHeader, PNLength} or {error, payload_too_short}

  



  
    
      
    
    
      unprotect_header(Cipher, HP, ProtectedHeader, EncryptedPayload, PNOffset)



        
          
        

    

  


  

      

          -spec unprotect_header(cipher(), binary(), binary(), binary(), non_neg_integer()) ->
                          {binary(), pos_integer()} | {error, payload_too_short}.


      


Remove header protection with an explicit cipher.

  



  
    
      
    
    
      unprotect_long_packet(Cipher, Key, IV, HP, Header, EncryptedPayload, LargestRecv)



        
          
        

    

  


  

      

          -spec unprotect_long_packet(cipher(),
                            binary(),
                            binary(),
                            binary(),
                            binary(),
                            binary(),
                            non_neg_integer() | undefined) ->
                               {ok, non_neg_integer(), binary(), binary()} | {error, term()}.


      


Unprotect and decrypt a long header (Initial/Handshake/0-RTT) packet.
Cipher: AEAD cipher type Key: AEAD key IV: AEAD initialization vector HP: Header protection key Header: Protected header up to (but not including) the PN EncryptedPayload: PN bytes + ciphertext + tag LargestRecv: Largest received packet number for PN reconstruction
Returns: {ok, PN, UnprotectedHeader, Plaintext} | {error, term()}

  



  
    
      
    
    
      unprotect_short_header(HP, Header, EncryptedPayload, PNOffset)



        
          
        

    

  


  

      

          -spec unprotect_short_header(binary(), binary(), binary(), non_neg_integer()) ->
                                {ok, 0 | 1, 1..4, non_neg_integer(), binary()} | {error, term()}.


      


Stage 1: Unprotect short header to recover key_phase and PN info. Uses HP key (same regardless of key phase) to unprotect header.
HP: Header protection key Header: Protected header (first byte + DCID) EncryptedPayload: PN bytes + ciphertext + tag PNOffset: Offset to packet number in header (= byte_size(Header))
Returns: {ok, KeyPhase, PNLen, TruncatedPN, UnprotectedHeader} | {error, term()}

  



  
    
      
    
    
      unprotect_short_packet(Cipher, Key, IV, HP, Header, EncryptedPayload, LargestRecv)



        
          
        

    

  


  

      

          -spec unprotect_short_packet(cipher(),
                             binary(),
                             binary(),
                             binary(),
                             binary(),
                             binary(),
                             non_neg_integer() | undefined) ->
                                {ok, non_neg_integer(), binary(), binary()} | {error, term()}.


      


Unprotect and decrypt a short header (1-RTT) packet.
Cipher: AEAD cipher type Key: AEAD key IV: AEAD initialization vector HP: Header protection key Header: Protected header (first byte + DCID, without PN) EncryptedPayload: PN bytes + ciphertext + tag LargestRecv: Largest received packet number for PN reconstruction
Returns: {ok, PN, UnprotectedHeader, Plaintext} | {error, term()}

  


        

      


  

    
quic_crypto 
    



      
TLS 1.3 key schedule and cryptographic operations for QUIC.
This module implements the TLS 1.3 key schedule used by QUIC for deriving encryption keys at each handshake stage.
[bookmark: Key_Schedule]Key Schedule
TLS 1.3 uses a three-stage key schedule: 1. Early Secret (from PSK, or zeros for non-PSK) 2. Handshake Secret (from ECDHE shared secret) 3. Master Secret (for application data)
[bookmark: Traffic_Secrets]Traffic Secrets
From each secret, traffic secrets are derived for both client and server directions.

      


      
        Summary


  
    Functions
  


    
      
        cipher_to_hash(_)

      


        Map cipher suite to corresponding hash algorithm.



    


    
      
        compute_finished_verify(FinishedKey, TranscriptHash)

      


        Compute the Finished verify_data. verify_data = HMAC(finished_key, Transcript-Hash(Handshake Context))



    


    
      
        compute_finished_verify(Cipher, FinishedKey, TranscriptHash)

      


        Compute the Finished verify_data with cipher-specific hash.



    


    
      
        compute_psk_binder(EarlySecret, TruncatedClientHelloHash, Type)

      


        Compute PSK binder value for a pre_shared_key extension. RFC 8446 Section 4.2.11.2: binder_key = Derive-Secret(early_secret, "res binder" | "ext binder", "") binder = HMAC(binder_key, Transcript-Hash(Truncated ClientHello)) For resumption PSK, use "res binder". For external PSK, use "ext binder".



    


    
      
        compute_psk_binder(Cipher, EarlySecret, TruncatedClientHelloHash, Type)

      


        Compute PSK binder with cipher-specific hash.



    


    
      
        compute_retry_integrity_tag(OriginalDCID, RetryPacketWithoutTag, Version)

      


        Compute the integrity tag for a Retry packet. Used by servers to generate tags and by clients to verify.



    


    
      
        compute_shared_secret(Curve, OurPrivate, TheirPublic)

      


        Compute ECDHE shared secret. shared_secret = ECDH(our_private, their_public)



    


    
      
        derive_client_app_secret(MasterSecret, TranscriptHash)

      


        Derive client application traffic secret. client_application_traffic_secret_0 = Derive-Secret( master_secret, "c ap traffic", ClientHello...server Finished)



    


    
      
        derive_client_app_secret(Cipher, MasterSecret, TranscriptHash)

      


        Derive client application traffic secret with cipher-specific hash.



    


    
      
        derive_client_early_traffic_secret(EarlySecret, ClientHelloHash)

      


        Derive client early traffic secret. client_early_traffic_secret = Derive-Secret(early_secret, "c e traffic", ClientHello) This is used to encrypt 0-RTT data before the handshake completes.



    


    
      
        derive_client_early_traffic_secret(Cipher, EarlySecret, ClientHelloHash)

      


        Derive client early traffic secret with cipher-specific hash.



    


    
      
        derive_client_handshake_secret(HandshakeSecret, TranscriptHash)

      


        Derive client handshake traffic secret. client_handshake_traffic_secret = Derive-Secret( handshake_secret, "c hs traffic", ClientHello...ServerHello)



    


    
      
        derive_client_handshake_secret(Cipher, HandshakeSecret, TranscriptHash)

      


        Derive client handshake traffic secret with cipher-specific hash.



    


    
      
        derive_early_exporter_master_secret(EarlySecret, ClientHelloHash)

      


        Derive early exporter master secret. early_exporter_master_secret = Derive-Secret(early_secret, "e exp master", ClientHello)



    


    
      
        derive_early_secret()

      


        Derive early secret without PSK (zeros). early_secret = HKDF-Extract(0, 0)



    


    
      
        derive_early_secret(PSK)

      


        Derive early secret with PSK. early_secret = HKDF-Extract(0, PSK)



    


    
      
        derive_early_secret(Cipher, PSK)

      


        Derive early secret with cipher-specific hash.



    


    
      
        derive_finished_key(TrafficSecret)

      


        Derive the finished key from a traffic secret. finished_key = HKDF-Expand-Label(BaseKey, "finished", "", Hash.length)



    


    
      
        derive_finished_key(Cipher, TrafficSecret)

      


        Derive the finished key with cipher-specific hash.



    


    
      
        derive_handshake_secret(EarlySecret, SharedSecret)

      


        Derive handshake secret from early secret and ECDHE shared secret. handshake_secret = HKDF-Extract( Derive-Secret(early_secret, "derived", ""), shared_secret)



    


    
      
        derive_handshake_secret(Cipher, EarlySecret, SharedSecret)

      


        Derive handshake secret with cipher-specific hash.



    


    
      
        derive_handshake_secret_psk_only(EarlySecret)

      


        Derive handshake secret for psk_ke (PSK-only, no DHE). RFC 8446 §7.1: when (EC)DHE is not used, the IKM is a zero-vector of the negotiated hash's length.



    


    
      
        derive_handshake_secret_psk_only(Cipher, EarlySecret)

      


        Derive handshake secret for psk_ke with cipher-specific hash.



    


    
      
        derive_master_secret(HandshakeSecret)

      


        Derive master secret from handshake secret. master_secret = HKDF-Extract( Derive-Secret(handshake_secret, "derived", ""), 0)



    


    
      
        derive_master_secret(Cipher, HandshakeSecret)

      


        Derive master secret with cipher-specific hash.



    


    
      
        derive_secret(Secret, Label, Messages)

      


        Derive-Secret with raw messages (will be hashed). Derive-Secret(Secret, Label, Messages) = HKDF-Expand-Label(Secret, Label, Transcript-Hash(Messages), Hash.length)



    


    
      
        derive_secret(Hash, Secret, Label, Messages)

      


        Derive-Secret with specified hash algorithm.



    


    
      
        derive_server_app_secret(MasterSecret, TranscriptHash)

      


        Derive server application traffic secret. server_application_traffic_secret_0 = Derive-Secret( master_secret, "s ap traffic", ClientHello...server Finished)



    


    
      
        derive_server_app_secret(Cipher, MasterSecret, TranscriptHash)

      


        Derive server application traffic secret with cipher-specific hash.



    


    
      
        derive_server_handshake_secret(HandshakeSecret, TranscriptHash)

      


        Derive server handshake traffic secret. server_handshake_traffic_secret = Derive-Secret( handshake_secret, "s hs traffic", ClientHello...ServerHello)



    


    
      
        derive_server_handshake_secret(Cipher, HandshakeSecret, TranscriptHash)

      


        Derive server handshake traffic secret with cipher-specific hash.



    


    
      
        generate_key_pair(Curve)

      


        Generate an ECDHE key pair for the specified curve. Returns {PublicKey, PrivateKey}



    


    
      
        hash_len(_)

      


    


    
      
        hrr_transcript_prefix(HashOrCipher, HashClientHello1)

      


        Synthetic message_hash handshake message that replaces ClientHello1 in the transcript after a HelloRetryRequest (RFC 8446 §4.4.1). HashClientHello1 is the digest over the complete CH1 handshake message. Both peers prepend the result to the post-HRR transcript.



    


    
      
        transcript_hash(Messages)

      


        Compute transcript hash of handshake messages (default SHA-256).



    


    
      
        transcript_hash(HashOrCipher, Messages)

      


        Compute transcript hash with specified hash algorithm or cipher. Accepts both hash atoms (sha256, sha384) and cipher atoms (aes_128_gcm, aes_256_gcm).



    


    
      
        verify_retry_integrity_tag(OriginalDCID, RetryPacket, Version)

      


        Verify the integrity tag of a Retry packet. RFC 9001 Section 5.8: - Retry Pseudo-Packet = <ODCID length> <ODCID> <Retry packet without tag> - Tag = AES-128-GCM(Key, Nonce, AAD=Pseudo-Packet, "") Returns true if the tag is valid, false otherwise.



    





      


      
        Functions


        


  
    
      
    
    
      cipher_to_hash(_)



        
          
        

    

  


  

      

          -spec cipher_to_hash(atom()) -> atom().


      


Map cipher suite to corresponding hash algorithm.

  



  
    
      
    
    
      compute_finished_verify(FinishedKey, TranscriptHash)



        
          
        

    

  


  

      

          -spec compute_finished_verify(binary(), binary()) -> binary().


      


Compute the Finished verify_data. verify_data = HMAC(finished_key, Transcript-Hash(Handshake Context))

  



  
    
      
    
    
      compute_finished_verify(Cipher, FinishedKey, TranscriptHash)



        
          
        

    

  


  

      

          -spec compute_finished_verify(atom(), binary(), binary()) -> binary().


      


Compute the Finished verify_data with cipher-specific hash.

  



  
    
      
    
    
      compute_psk_binder(EarlySecret, TruncatedClientHelloHash, Type)



        
          
        

    

  


  

      

          -spec compute_psk_binder(binary(), binary(), resumption | external) -> binary().


      


Compute PSK binder value for a pre_shared_key extension. RFC 8446 Section 4.2.11.2: binder_key = Derive-Secret(early_secret, "res binder" | "ext binder", "") binder = HMAC(binder_key, Transcript-Hash(Truncated ClientHello)) For resumption PSK, use "res binder". For external PSK, use "ext binder".

  



  
    
      
    
    
      compute_psk_binder(Cipher, EarlySecret, TruncatedClientHelloHash, Type)



        
          
        

    

  


  

      

          -spec compute_psk_binder(atom(), binary(), binary(), resumption | external) -> binary().


      


Compute PSK binder with cipher-specific hash.

  



  
    
      
    
    
      compute_retry_integrity_tag(OriginalDCID, RetryPacketWithoutTag, Version)



        
          
        

    

  


  

      

          -spec compute_retry_integrity_tag(binary(), binary(), non_neg_integer()) -> binary().


      


Compute the integrity tag for a Retry packet. Used by servers to generate tags and by clients to verify.

  



  
    
      
    
    
      compute_shared_secret(Curve, OurPrivate, TheirPublic)



        
          
        

    

  


  

      

          -spec compute_shared_secret(x25519 | x448 | secp256r1 | secp384r1, binary(), binary()) -> binary().


      


Compute ECDHE shared secret. shared_secret = ECDH(our_private, their_public)

  



  
    
      
    
    
      derive_client_app_secret(MasterSecret, TranscriptHash)



        
          
        

    

  


  

      

          -spec derive_client_app_secret(binary(), binary()) -> binary().


      


Derive client application traffic secret. client_application_traffic_secret_0 = Derive-Secret( master_secret, "c ap traffic", ClientHello...server Finished)

  



  
    
      
    
    
      derive_client_app_secret(Cipher, MasterSecret, TranscriptHash)



        
          
        

    

  


  

      

          -spec derive_client_app_secret(atom(), binary(), binary()) -> binary().


      


Derive client application traffic secret with cipher-specific hash.

  



  
    
      
    
    
      derive_client_early_traffic_secret(EarlySecret, ClientHelloHash)



        
          
        

    

  


  

      

          -spec derive_client_early_traffic_secret(binary(), binary()) -> binary().


      


Derive client early traffic secret. client_early_traffic_secret = Derive-Secret(early_secret, "c e traffic", ClientHello) This is used to encrypt 0-RTT data before the handshake completes.

  



  
    
      
    
    
      derive_client_early_traffic_secret(Cipher, EarlySecret, ClientHelloHash)



        
          
        

    

  


  

      

          -spec derive_client_early_traffic_secret(atom(), binary(), binary()) -> binary().


      


Derive client early traffic secret with cipher-specific hash.

  



  
    
      
    
    
      derive_client_handshake_secret(HandshakeSecret, TranscriptHash)



        
          
        

    

  


  

      

          -spec derive_client_handshake_secret(binary(), binary()) -> binary().


      


Derive client handshake traffic secret. client_handshake_traffic_secret = Derive-Secret( handshake_secret, "c hs traffic", ClientHello...ServerHello)

  



  
    
      
    
    
      derive_client_handshake_secret(Cipher, HandshakeSecret, TranscriptHash)



        
          
        

    

  


  

      

          -spec derive_client_handshake_secret(atom(), binary(), binary()) -> binary().


      


Derive client handshake traffic secret with cipher-specific hash.

  



  
    
      
    
    
      derive_early_exporter_master_secret(EarlySecret, ClientHelloHash)



        
          
        

    

  


  

      

          -spec derive_early_exporter_master_secret(binary(), binary()) -> binary().


      


Derive early exporter master secret. early_exporter_master_secret = Derive-Secret(early_secret, "e exp master", ClientHello)

  



  
    
      
    
    
      derive_early_secret()



        
          
        

    

  


  

      

          -spec derive_early_secret() -> binary().


      


Derive early secret without PSK (zeros). early_secret = HKDF-Extract(0, 0)

  



  
    
      
    
    
      derive_early_secret(PSK)



        
          
        

    

  


  

      

          -spec derive_early_secret(binary()) -> binary().


      


Derive early secret with PSK. early_secret = HKDF-Extract(0, PSK)

  



  
    
      
    
    
      derive_early_secret(Cipher, PSK)



        
          
        

    

  


  

      

          -spec derive_early_secret(atom(), binary()) -> binary().


      


Derive early secret with cipher-specific hash.

  



  
    
      
    
    
      derive_finished_key(TrafficSecret)



        
          
        

    

  


  

      

          -spec derive_finished_key(binary()) -> binary().


      


Derive the finished key from a traffic secret. finished_key = HKDF-Expand-Label(BaseKey, "finished", "", Hash.length)

  



  
    
      
    
    
      derive_finished_key(Cipher, TrafficSecret)



        
          
        

    

  


  

      

          -spec derive_finished_key(atom(), binary()) -> binary().


      


Derive the finished key with cipher-specific hash.

  



  
    
      
    
    
      derive_handshake_secret(EarlySecret, SharedSecret)



        
          
        

    

  


  

      

          -spec derive_handshake_secret(binary(), binary()) -> binary().


      


Derive handshake secret from early secret and ECDHE shared secret. handshake_secret = HKDF-Extract( Derive-Secret(early_secret, "derived", ""), shared_secret)

  



  
    
      
    
    
      derive_handshake_secret(Cipher, EarlySecret, SharedSecret)



        
          
        

    

  


  

      

          -spec derive_handshake_secret(atom(), binary(), binary()) -> binary().


      


Derive handshake secret with cipher-specific hash.

  



  
    
      
    
    
      derive_handshake_secret_psk_only(EarlySecret)



        
          
        

    

  


  

      

          -spec derive_handshake_secret_psk_only(binary()) -> binary().


      


Derive handshake secret for psk_ke (PSK-only, no DHE). RFC 8446 §7.1: when (EC)DHE is not used, the IKM is a zero-vector of the negotiated hash's length.

  



  
    
      
    
    
      derive_handshake_secret_psk_only(Cipher, EarlySecret)



        
          
        

    

  


  

      

          -spec derive_handshake_secret_psk_only(atom(), binary()) -> binary().


      


Derive handshake secret for psk_ke with cipher-specific hash.

  



  
    
      
    
    
      derive_master_secret(HandshakeSecret)



        
          
        

    

  


  

      

          -spec derive_master_secret(binary()) -> binary().


      


Derive master secret from handshake secret. master_secret = HKDF-Extract( Derive-Secret(handshake_secret, "derived", ""), 0)

  



  
    
      
    
    
      derive_master_secret(Cipher, HandshakeSecret)



        
          
        

    

  


  

      

          -spec derive_master_secret(atom(), binary()) -> binary().


      


Derive master secret with cipher-specific hash.

  



  
    
      
    
    
      derive_secret(Secret, Label, Messages)



        
          
        

    

  


  

      

          -spec derive_secret(binary(), binary(), binary()) -> binary().


      


Derive-Secret with raw messages (will be hashed). Derive-Secret(Secret, Label, Messages) = HKDF-Expand-Label(Secret, Label, Transcript-Hash(Messages), Hash.length)

  



  
    
      
    
    
      derive_secret(Hash, Secret, Label, Messages)



        
          
        

    

  


  

      

          -spec derive_secret(atom(), binary(), binary(), binary()) -> binary().


      


Derive-Secret with specified hash algorithm.

  



  
    
      
    
    
      derive_server_app_secret(MasterSecret, TranscriptHash)



        
          
        

    

  


  

      

          -spec derive_server_app_secret(binary(), binary()) -> binary().


      


Derive server application traffic secret. server_application_traffic_secret_0 = Derive-Secret( master_secret, "s ap traffic", ClientHello...server Finished)

  



  
    
      
    
    
      derive_server_app_secret(Cipher, MasterSecret, TranscriptHash)



        
          
        

    

  


  

      

          -spec derive_server_app_secret(atom(), binary(), binary()) -> binary().


      


Derive server application traffic secret with cipher-specific hash.

  



  
    
      
    
    
      derive_server_handshake_secret(HandshakeSecret, TranscriptHash)



        
          
        

    

  


  

      

          -spec derive_server_handshake_secret(binary(), binary()) -> binary().


      


Derive server handshake traffic secret. server_handshake_traffic_secret = Derive-Secret( handshake_secret, "s hs traffic", ClientHello...ServerHello)

  



  
    
      
    
    
      derive_server_handshake_secret(Cipher, HandshakeSecret, TranscriptHash)



        
          
        

    

  


  

      

          -spec derive_server_handshake_secret(atom(), binary(), binary()) -> binary().


      


Derive server handshake traffic secret with cipher-specific hash.

  



  
    
      
    
    
      generate_key_pair(Curve)



        
          
        

    

  


  

      

          -spec generate_key_pair(x25519 | x448 | secp256r1 | secp384r1) -> {binary(), binary()}.


      


Generate an ECDHE key pair for the specified curve. Returns {PublicKey, PrivateKey}

  



  
    
      
    
    
      hash_len(_)



        
          
        

    

  


  


  



  
    
      
    
    
      hrr_transcript_prefix(HashOrCipher, HashClientHello1)



        
          
        

    

  


  

      

          -spec hrr_transcript_prefix(atom(), binary()) -> binary().


      


Synthetic message_hash handshake message that replaces ClientHello1 in the transcript after a HelloRetryRequest (RFC 8446 §4.4.1). HashClientHello1 is the digest over the complete CH1 handshake message. Both peers prepend the result to the post-HRR transcript.

  



  
    
      
    
    
      transcript_hash(Messages)



        
          
        

    

  


  

      

          -spec transcript_hash(binary()) -> binary().


      


Compute transcript hash of handshake messages (default SHA-256).

  



  
    
      
    
    
      transcript_hash(HashOrCipher, Messages)



        
          
        

    

  


  

      

          -spec transcript_hash(atom(), binary()) -> binary().


      


Compute transcript hash with specified hash algorithm or cipher. Accepts both hash atoms (sha256, sha384) and cipher atoms (aes_128_gcm, aes_256_gcm).

  



  
    
      
    
    
      verify_retry_integrity_tag(OriginalDCID, RetryPacket, Version)



        
          
        

    

  


  

      

          -spec verify_retry_integrity_tag(binary(), binary(), non_neg_integer()) -> boolean().


      


Verify the integrity tag of a Retry packet. RFC 9001 Section 5.8: - Retry Pseudo-Packet = <ODCID length> <ODCID> <Retry packet without tag> - Tag = AES-128-GCM(Key, Nonce, AAD=Pseudo-Packet, "") Returns true if the tag is valid, false otherwise.

  


        

      


  

    
quic_hkdf 
    



      
HKDF implementation for QUIC key derivation.
HKDF is used in QUIC/TLS 1.3 for deriving keys from shared secrets. This module implements the Extract-Expand paradigm with SHA-256.

      


      
        Summary


  
    Functions
  


    
      
        expand(PRK, Info, Length)

      


        HKDF-Expand using SHA-256. Expands a pseudorandom key to the desired length.



    


    
      
        expand(Hash, PRK, Info, Length)

      


        HKDF-Expand with specified hash algorithm.



    


    
      
        expand_label(Secret, Label, Context, Length)

      


        HKDF-Expand-Label for TLS 1.3/QUIC. Label format: "tls13 " ++ Label Context is the additional info (often empty for QUIC).



    


    
      
        expand_label(Hash, Secret, Label, Context, Length)

      


        HKDF-Expand-Label with specified hash algorithm. Implements TLS 1.3 HKDF-Expand-Label (RFC 8446 Section 7.1)



    


    
      
        extract(Salt, IKM)

      


        HKDF-Extract using SHA-256. Extracts a pseudorandom key from input keying material. Salt defaults to a string of HashLen zeros if not provided.



    


    
      
        extract(Hash, Salt, IKM)

      


        HKDF-Extract with specified hash algorithm.



    





      


      
        Functions


        


  
    
      
    
    
      expand(PRK, Info, Length)



        
          
        

    

  


  

      

          -spec expand(binary(), binary(), non_neg_integer()) -> binary().


      


HKDF-Expand using SHA-256. Expands a pseudorandom key to the desired length.

  



  
    
      
    
    
      expand(Hash, PRK, Info, Length)



        
          
        

    

  


  

      

          -spec expand(atom(), binary(), binary(), non_neg_integer()) -> binary().


      


HKDF-Expand with specified hash algorithm.

  



  
    
      
    
    
      expand_label(Secret, Label, Context, Length)



        
          
        

    

  


  

      

          -spec expand_label(binary(), binary(), binary(), non_neg_integer()) -> binary().


      


HKDF-Expand-Label for TLS 1.3/QUIC. Label format: "tls13 " ++ Label Context is the additional info (often empty for QUIC).

  



  
    
      
    
    
      expand_label(Hash, Secret, Label, Context, Length)



        
          
        

    

  


  

      

          -spec expand_label(atom(), binary(), binary(), binary(), non_neg_integer()) -> binary().


      


HKDF-Expand-Label with specified hash algorithm. Implements TLS 1.3 HKDF-Expand-Label (RFC 8446 Section 7.1)

  



  
    
      
    
    
      extract(Salt, IKM)



        
          
        

    

  


  

      

          -spec extract(binary(), binary()) -> binary().


      


HKDF-Extract using SHA-256. Extracts a pseudorandom key from input keying material. Salt defaults to a string of HashLen zeros if not provided.

  



  
    
      
    
    
      extract(Hash, Salt, IKM)



        
          
        

    

  


  

      

          -spec extract(atom(), binary(), binary()) -> binary().


      


HKDF-Extract with specified hash algorithm.

  


        

      


  

    
quic_keys 
    



      
QUIC key derivation for packet protection.
This module derives the cryptographic keys used for QUIC packet protection at each encryption level (Initial, Handshake, Application).
[bookmark: Initial_Keys]Initial Keys
Initial keys are derived from the Destination Connection ID using a fixed salt defined in RFC 9001.
[bookmark: Key_Derivation]Key Derivation
Keys are derived using HKDF-Expand-Label with the following labels: - "quic key" for the AEAD key - "quic iv" for the AEAD IV/nonce - "quic hp" for header protection key

      


      
        Summary


  
    Types
  


    
      
        keys/0

      


    





  
    Functions
  


    
      
        derive_initial_client(DCID)

      


        Derive initial client keys from DCID. Returns {Key, IV, HP} for client Initial packets.



    


    
      
        derive_initial_client(DCID, Version)

      


        Derive initial client keys from DCID with version.



    


    
      
        derive_initial_secret(DCID)

      


        Derive the initial secret from DCID using QUIC v1 salt.



    


    
      
        derive_initial_secret(DCID, Version)

      


        Derive the initial secret from DCID. Version determines which salt to use.



    


    
      
        derive_initial_server(DCID)

      


        Derive initial server keys from DCID. Returns {Key, IV, HP} for server Initial packets.



    


    
      
        derive_initial_server(DCID, Version)

      


        Derive initial server keys from DCID with version.



    


    
      
        derive_keys(Secret, Cipher)

      


        Derive keys from a traffic secret. Returns {Key, IV, HP} for the given secret.



    


    
      
        derive_traffic_keys(Secret)

      


        Derive traffic keys (Key, IV, HP) from a traffic secret. Uses AES-128-GCM key sizes (16-byte key, 12-byte IV, 16-byte HP). This is used for Initial and Handshake encryption levels.



    


    
      
        derive_updated_keys(CurrentSecret, Cipher)

      


        Derive updated keys from an updated application secret. This performs the full key update: derives the new secret and then derives keys. Returns {UpdatedSecret, {Key, IV, HP}}.



    


    
      
        derive_updated_secret(CurrentSecret, Cipher)

      


        Derive an updated application secret for key update (RFC 9001 Section 6). The next application secret is computed as: updated_secret = HKDF-Expand-Label(current_secret, "quic ku", "", hash_len) where "quic ku" is the label for key update.



    





      


      
        Types


        


  
    
      
    
    
      keys/0



        
          
        

    

  


  

      

          -type keys() :: {Key :: binary(), IV :: binary(), HP :: binary()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      derive_initial_client(DCID)



        
          
        

    

  


  

      

          -spec derive_initial_client(binary()) -> keys().


      


Derive initial client keys from DCID. Returns {Key, IV, HP} for client Initial packets.

  



  
    
      
    
    
      derive_initial_client(DCID, Version)



        
          
        

    

  


  

      

          -spec derive_initial_client(binary(), non_neg_integer()) -> keys().


      


Derive initial client keys from DCID with version.

  



  
    
      
    
    
      derive_initial_secret(DCID)



        
          
        

    

  


  

      

          -spec derive_initial_secret(binary()) -> binary().


      


Derive the initial secret from DCID using QUIC v1 salt.

  



  
    
      
    
    
      derive_initial_secret(DCID, Version)



        
          
        

    

  


  

      

          -spec derive_initial_secret(binary(), non_neg_integer()) -> binary().


      


Derive the initial secret from DCID. Version determines which salt to use.

  



  
    
      
    
    
      derive_initial_server(DCID)



        
          
        

    

  


  

      

          -spec derive_initial_server(binary()) -> keys().


      


Derive initial server keys from DCID. Returns {Key, IV, HP} for server Initial packets.

  



  
    
      
    
    
      derive_initial_server(DCID, Version)



        
          
        

    

  


  

      

          -spec derive_initial_server(binary(), non_neg_integer()) -> keys().


      


Derive initial server keys from DCID with version.

  



  
    
      
    
    
      derive_keys(Secret, Cipher)



        
          
        

    

  


  

      

          -spec derive_keys(binary(), aes_128_gcm | aes_256_gcm | chacha20_poly1305) -> keys().


      


Derive keys from a traffic secret. Returns {Key, IV, HP} for the given secret.

  



  
    
      
    
    
      derive_traffic_keys(Secret)



        
          
        

    

  


  

      

          -spec derive_traffic_keys(binary()) -> keys().


      


Derive traffic keys (Key, IV, HP) from a traffic secret. Uses AES-128-GCM key sizes (16-byte key, 12-byte IV, 16-byte HP). This is used for Initial and Handshake encryption levels.

  



  
    
      
    
    
      derive_updated_keys(CurrentSecret, Cipher)



        
          
        

    

  


  

      

          -spec derive_updated_keys(binary(), aes_128_gcm | aes_256_gcm | chacha20_poly1305) ->
                             {UpdatedSecret :: binary(), keys()}.


      


Derive updated keys from an updated application secret. This performs the full key update: derives the new secret and then derives keys. Returns {UpdatedSecret, {Key, IV, HP}}.

  



  
    
      
    
    
      derive_updated_secret(CurrentSecret, Cipher)



        
          
        

    

  


  

      

          -spec derive_updated_secret(binary(), aes_128_gcm | aes_256_gcm | chacha20_poly1305) -> binary().


      


Derive an updated application secret for key update (RFC 9001 Section 6). The next application secret is computed as: updated_secret = HKDF-Expand-Label(current_secret, "quic ku", "", hash_len) where "quic ku" is the label for key update.

  


        

      


  

    
quic_tls 
    



      
TLS 1.3 message generation and parsing for QUIC.
This module handles TLS 1.3 handshake messages as they appear in QUIC CRYPTO frames. Messages are encoded without the TLS record layer.
[bookmark: TLS_Messages_in_QUIC]TLS Messages in QUIC
QUIC uses TLS 1.3 for the cryptographic handshake, but without the TLS record layer. TLS handshake messages are sent directly in CRYPTO frames.

      


      
        Summary


  
    Functions
  


    
      
        build_certificate(Context, Certs)

      


        Build Certificate message. Certs is a list of DER-encoded certificates (server cert first).



    


    
      
        build_certificate_request(Context)

      


        Build a CertificateRequest message (RFC 8446 §4.3.2) with the default advertised signature schemes.



    


    
      
        build_certificate_request(Context, SigAlgAtoms)

      


        Build a CertificateRequest advertising the given signature schemes (RFC 8446 §4.3.2; signature_algorithms is required).



    


    
      
        build_certificate_verify(SignatureAlgorithm, PrivateKey, TranscriptHash)

      


        Build CertificateVerify message. PrivateKey is the server's private key. TranscriptHash is the hash of all handshake messages up to (not including) CertificateVerify.



    


    
      
        build_certificate_verify_client(SignatureAlgorithm, PrivateKey, TranscriptHash)

      


        Build a CertificateVerify message for client (RFC 8446 Section 4.4.3). Uses "TLS 1.3, client CertificateVerify" context string.



    


    
      
        build_client_hello(Opts)

      


        Build a TLS 1.3 ClientHello message for QUIC. Options: - server_name: SNI hostname (binary) - alpn: List of ALPN protocols (list of binaries) - transport_params: QUIC transport parameters (map) - session_ticket: #session_ticket{} for resumption with PSK (optional)



    


    
      
        build_encrypted_extensions(Opts)

      


        Build EncryptedExtensions message. Options: - alpn: Selected ALPN protocol - transport_params: QUIC transport parameters



    


    
      
        build_finished(VerifyData)

      


        Build a Finished message. VerifyData should be computed using quic_crypto:compute_finished_verify/2.



    


    
      
        build_hello_retry_request(SessionId, CipherSuite, SelectedGroup)

      


        Build a HelloRetryRequest (RFC 8446 §4.1.4). Wire-encoded as a ServerHello with the HRR sentinel random; its key_share carries only the selected group (no public key). Echoes the client's legacy_session_id and the negotiated cipher suite.



    


    
      
        build_server_hello(Opts)

      


        Build a ServerHello message. Options: - random: Server random (32 bytes, generated if not provided) - session_id: Legacy session ID to echo - cipher_suite: Selected cipher suite - key_share: Server's public key



    


    
      
        decode_handshake_message(_)

      


        Decode a TLS handshake message. Returns {Type, Body, Rest} or {error, Reason}.



    


    
      
        decode_preferred_address(_)

      


        Decode preferred_address transport parameter (RFC 9000 Section 18.2). Format: IPv4 address: 4 bytes IPv4 port: 2 bytes IPv6 address: 16 bytes IPv6 port: 2 bytes CID length: 1 byte Connection ID: variable (0-20 bytes) Stateless reset: 16 bytes



    


    
      
        decode_transport_params(Data)

      


        Decode QUIC transport parameters. RFC 9000 Section 7.4: Validates against duplicate parameters and semantic constraints



    


    
      
        encode_handshake_message(Type, Body)

      


        Encode a TLS handshake message with type and length.



    


    
      
        encode_preferred_address(Preferred_address)

      


        Encode preferred_address transport parameter (RFC 9000 Section 18.2).



    


    
      
        encode_transport_params(Params)

      


        Encode QUIC transport parameters. Params is a map with keys like: original_dcid, max_idle_timeout, max_udp_payload_size, initial_max_data, initial_max_stream_data_bidi_local, etc.



    


    
      
        parse_certificate(_)

      


        Parse Certificate message.



    


    
      
        parse_certificate_request(_)

      


        Parse a CertificateRequest message. Returns the context and the advertised signature_algorithms (wire codes) so an mTLS client can pick a compatible CertificateVerify scheme.



    


    
      
        parse_certificate_verify(_)

      


        Parse CertificateVerify message.



    


    
      
        parse_client_hello(Data)

      


        Parse a ClientHello message. Returns a map with: - random: 32-byte client random - session_id: Legacy session ID - cipher_suites: List of cipher suites offered - extensions: Map of extensions - key_share: Client's public key for key exchange - server_name: SNI hostname (if present) - alpn_protocols: List of ALPN protocols (if present) - transport_params: QUIC transport parameters (if present)



    


    
      
        parse_encrypted_extensions(_)

      


        Parse EncryptedExtensions message. The early_data field signals whether the server accepted 0-RTT by echoing an empty early_data extension (RFC 8446 §4.2.10, RFC 9001 §4.6.2). Presence is the entire signal; the extension body is empty on the EE path.



    


    
      
        parse_extensions_ordered(Data)

      


        Parse an extensions blob preserving order and byte offsets. Returns [{Type, Data, ByteOffset, ByteSize}] where ByteOffset is the position of Type within Data. Rejects duplicate extension types per RFC 8446 §4.2 with {error, {duplicate_extension, Type}}; the caller maps that to an illegal_parameter alert.



    


    
      
        parse_finished(VerifyData)

      


        Parse Finished message.



    


    
      
        parse_server_hello(_)

      


        Parse a ServerHello message. Returns server's public key and selected cipher suite.



    


    
      
        select_psk(_, FullMsg, PskConfig, ServerModes)

      


        Select a PSK from a ClientHello and verify the binder.



    


    
      
        verify_certificate_verify(Body, PeerCertDER, TranscriptHash, Role)

      


        Verify CertificateVerify signature. Role is 'client' or 'server' - determines context string.



    


    
      
        verify_finished(ReceivedVerifyData, TrafficSecret, TranscriptHash)

      


        Verify a Finished message (default SHA-256). TrafficSecret is the sender's traffic secret. TranscriptHash is the hash of all messages up to (but not including) Finished.



    


    
      
        verify_finished(ReceivedVerifyData, TrafficSecret, TranscriptHash, Cipher)

      


        Verify a Finished message with cipher-specific hash.



    


    
      
        verify_resumption_binder(Secret, Cipher, FullClientHello, PskBindersInfo, OfferedBinder)

      


        Verify a resumption PSK binder against a parsed ClientHello. Secret is the resumption PSK, PskBindersInfo is the psk_binders map from parse_client_hello/1, and OfferedBinder is the binder the client sent. Uses the "res binder" label (RFC 8446 §4.2.11.2).



    





      


      
        Functions


        


  
    
      
    
    
      build_certificate(Context, Certs)



        
          
        

    

  


  

      

          -spec build_certificate(binary(), [binary()]) -> binary().


      


Build Certificate message. Certs is a list of DER-encoded certificates (server cert first).

  



  
    
      
    
    
      build_certificate_request(Context)



        
          
        

    

  


  

      

          -spec build_certificate_request(binary()) -> binary().


      


Build a CertificateRequest message (RFC 8446 §4.3.2) with the default advertised signature schemes.

  



  
    
      
    
    
      build_certificate_request(Context, SigAlgAtoms)



        
          
        

    

  


  

      

          -spec build_certificate_request(binary(), [atom()]) -> binary().


      


Build a CertificateRequest advertising the given signature schemes (RFC 8446 §4.3.2; signature_algorithms is required).

  



  
    
      
    
    
      build_certificate_verify(SignatureAlgorithm, PrivateKey, TranscriptHash)



        
          
        

    

  


  

      

          -spec build_certificate_verify(non_neg_integer(), crypto:key_id(), binary()) -> binary().


      


Build CertificateVerify message. PrivateKey is the server's private key. TranscriptHash is the hash of all handshake messages up to (not including) CertificateVerify.

  



  
    
      
    
    
      build_certificate_verify_client(SignatureAlgorithm, PrivateKey, TranscriptHash)



        
          
        

    

  


  

      

          -spec build_certificate_verify_client(non_neg_integer(), term(), binary()) -> binary().


      


Build a CertificateVerify message for client (RFC 8446 Section 4.4.3). Uses "TLS 1.3, client CertificateVerify" context string.

  



  
    
      
    
    
      build_client_hello(Opts)



        
          
        

    

  


  

      

          -spec build_client_hello(map()) -> {binary(), binary(), binary()}.


      


Build a TLS 1.3 ClientHello message for QUIC. Options: - server_name: SNI hostname (binary) - alpn: List of ALPN protocols (list of binaries) - transport_params: QUIC transport parameters (map) - session_ticket: #session_ticket{} for resumption with PSK (optional)
Returns: {ClientHelloMsg, PrivateKey, Random}

  



  
    
      
    
    
      build_encrypted_extensions(Opts)



        
          
        

    

  


  

      

          -spec build_encrypted_extensions(map()) -> binary().


      


Build EncryptedExtensions message. Options: - alpn: Selected ALPN protocol - transport_params: QUIC transport parameters

  



  
    
      
    
    
      build_finished(VerifyData)



        
          
        

    

  


  

      

          -spec build_finished(binary()) -> binary().


      


Build a Finished message. VerifyData should be computed using quic_crypto:compute_finished_verify/2.

  



  
    
      
    
    
      build_hello_retry_request(SessionId, CipherSuite, SelectedGroup)



        
          
        

    

  


  

      

          -spec build_hello_retry_request(binary(), non_neg_integer(), atom()) -> binary().


      


Build a HelloRetryRequest (RFC 8446 §4.1.4). Wire-encoded as a ServerHello with the HRR sentinel random; its key_share carries only the selected group (no public key). Echoes the client's legacy_session_id and the negotiated cipher suite.

  



  
    
      
    
    
      build_server_hello(Opts)



        
          
        

    

  


  

      

          -spec build_server_hello(map()) -> {binary(), binary()}.


      


Build a ServerHello message. Options: - random: Server random (32 bytes, generated if not provided) - session_id: Legacy session ID to echo - cipher_suite: Selected cipher suite - key_share: Server's public key

  



  
    
      
    
    
      decode_handshake_message(_)



        
          
        

    

  


  

      

          -spec decode_handshake_message(binary()) ->
                                  {ok, {non_neg_integer(), binary()}, binary()} | {error, term()}.


      


Decode a TLS handshake message. Returns {Type, Body, Rest} or {error, Reason}.

  



  
    
      
    
    
      decode_preferred_address(_)



        
          
        

    

  


  

      

          -spec decode_preferred_address(binary()) ->
                                  #preferred_address{ipv4_addr :: inet:ip4_address() | undefined,
                                                     ipv4_port :: inet:port_number() | undefined,
                                                     ipv6_addr :: inet:ip6_address() | undefined,
                                                     ipv6_port :: inet:port_number() | undefined,
                                                     cid :: binary(),
                                                     stateless_reset_token :: binary()}.


      


Decode preferred_address transport parameter (RFC 9000 Section 18.2). Format: IPv4 address: 4 bytes IPv4 port: 2 bytes IPv6 address: 16 bytes IPv6 port: 2 bytes CID length: 1 byte Connection ID: variable (0-20 bytes) Stateless reset: 16 bytes

  



  
    
      
    
    
      decode_transport_params(Data)



        
          
        

    

  


  

      

          -spec decode_transport_params(binary()) -> {ok, map()} | {error, term()}.


      


Decode QUIC transport parameters. RFC 9000 Section 7.4: Validates against duplicate parameters and semantic constraints

  



  
    
      
    
    
      encode_handshake_message(Type, Body)



        
          
        

    

  


  

      

          -spec encode_handshake_message(non_neg_integer(), binary()) -> binary().


      


Encode a TLS handshake message with type and length.

  



  
    
      
    
    
      encode_preferred_address(Preferred_address)



        
          
        

    

  


  

      

          -spec encode_preferred_address(#preferred_address{ipv4_addr :: inet:ip4_address() | undefined,
                                                  ipv4_port :: inet:port_number() | undefined,
                                                  ipv6_addr :: inet:ip6_address() | undefined,
                                                  ipv6_port :: inet:port_number() | undefined,
                                                  cid :: binary(),
                                                  stateless_reset_token :: binary()}) ->
                                  binary().


      


Encode preferred_address transport parameter (RFC 9000 Section 18.2).

  



  
    
      
    
    
      encode_transport_params(Params)



        
          
        

    

  


  

      

          -spec encode_transport_params(map()) -> binary().


      


Encode QUIC transport parameters. Params is a map with keys like: original_dcid, max_idle_timeout, max_udp_payload_size, initial_max_data, initial_max_stream_data_bidi_local, etc.

  



  
    
      
    
    
      parse_certificate(_)



        
          
        

    

  


  

      

          -spec parse_certificate(binary()) ->
                           {ok, #{context := binary(), certificates := [binary()]}} | {error, term()}.


      


Parse Certificate message.

  



  
    
      
    
    
      parse_certificate_request(_)



        
          
        

    

  


  

      

          -spec parse_certificate_request(binary()) -> {ok, map()} | {error, term()}.


      


Parse a CertificateRequest message. Returns the context and the advertised signature_algorithms (wire codes) so an mTLS client can pick a compatible CertificateVerify scheme.

  



  
    
      
    
    
      parse_certificate_verify(_)



        
          
        

    

  


  

      

          -spec parse_certificate_verify(binary()) ->
                                  {ok, #{algorithm := non_neg_integer(), signature := binary()}} |
                                  {error, term()}.


      


Parse CertificateVerify message.

  



  
    
      
    
    
      parse_client_hello(Data)



        
          
        

    

  


  

      

          -spec parse_client_hello(binary()) -> {ok, map()} | {error, term()}.


      


Parse a ClientHello message. Returns a map with: - random: 32-byte client random - session_id: Legacy session ID - cipher_suites: List of cipher suites offered - extensions: Map of extensions - key_share: Client's public key for key exchange - server_name: SNI hostname (if present) - alpn_protocols: List of ALPN protocols (if present) - transport_params: QUIC transport parameters (if present)

  



  
    
      
    
    
      parse_encrypted_extensions(_)



        
          
        

    

  


  

      

          -spec parse_encrypted_extensions(binary()) ->
                                    {ok,
                                     #{alpn => binary(),
                                       transport_params => map(),
                                       early_data => boolean()}} |
                                    {error, term()}.


      


Parse EncryptedExtensions message. The early_data field signals whether the server accepted 0-RTT by echoing an empty early_data extension (RFC 8446 §4.2.10, RFC 9001 §4.6.2). Presence is the entire signal; the extension body is empty on the EE path.

  



  
    
      
    
    
      parse_extensions_ordered(Data)



        
          
        

    

  


  

      

          -spec parse_extensions_ordered(binary()) ->
                                  {ok,
                                   [{non_neg_integer(), binary(), non_neg_integer(), non_neg_integer()}]} |
                                  {error, term()}.


      


Parse an extensions blob preserving order and byte offsets. Returns [{Type, Data, ByteOffset, ByteSize}] where ByteOffset is the position of Type within Data. Rejects duplicate extension types per RFC 8446 §4.2 with {error, {duplicate_extension, Type}}; the caller maps that to an illegal_parameter alert.

  



  
    
      
    
    
      parse_finished(VerifyData)



        
          
        

    

  


  

      

          -spec parse_finished(binary()) -> {ok, binary()} | {error, term()}.


      


Parse Finished message.

  



  
    
      
    
    
      parse_server_hello(_)



        
          
        

    

  


  

      

          -spec parse_server_hello(binary()) ->
                            {ok,
                             #{public_key := binary() | undefined,
                               cipher := atom(),
                               random := binary(),
                               selected_psk_identity => non_neg_integer()}} |
                            {hrr,
                             #{cipher := atom(),
                               selected_group := atom() | unknown,
                               extensions := map()}} |
                            {error, term()}.


      


Parse a ServerHello message. Returns server's public key and selected cipher suite.

  



  
    
      
    
    
      select_psk(_, FullMsg, PskConfig, ServerModes)



        
          
        

    

  


  

      

          -spec select_psk(map(), binary(), map(), [psk_dhe_ke | psk_ke]) ->
                    {ok, map()} | none | {error, bad_binder}.


      


Select a PSK from a ClientHello and verify the binder.
ClientHelloMap is the result of parse_client_hello/1. FullHandshakeMsg is the raw 4-byte-headered handshake bytes for ClientHello (msg_type + length + body) — needed to compute the truncated ClientHello hash for binder verification. PskConfig is #{psk_callback => Fn | undefined, psks => Map | undefined}`. `ServerModes is the list of psk_key_exchange modes the server is willing to negotiate (defaults to [psk_dhe_ke]`). Returns: `{ok, #{identity_idx => N, secret => Secret, mode => Mode}}` on successful selection (identity found, binder verified, modes compatible); `none when the client didn't offer pre_shared_key OR offered identities don't match local config OR no compatible mode (caller falls through to cert path or sends unknown_psk_identity); {error, bad_binder}` when an identity matched but the binder didnt verify — caller MUST send decrypt_error (no cert fallback).

  



  
    
      
    
    
      verify_certificate_verify(Body, PeerCertDER, TranscriptHash, Role)



        
          
        

    

  


  

      

          -spec verify_certificate_verify(binary(), binary(), binary(), client | server) -> boolean().


      


Verify CertificateVerify signature. Role is 'client' or 'server' - determines context string.

  



  
    
      
    
    
      verify_finished(ReceivedVerifyData, TrafficSecret, TranscriptHash)



        
          
        

    

  


  

      

          -spec verify_finished(binary(), binary(), binary()) -> boolean().


      


Verify a Finished message (default SHA-256). TrafficSecret is the sender's traffic secret. TranscriptHash is the hash of all messages up to (but not including) Finished.

  



  
    
      
    
    
      verify_finished(ReceivedVerifyData, TrafficSecret, TranscriptHash, Cipher)



        
          
        

    

  


  

      

          -spec verify_finished(binary(), binary(), binary(), atom()) -> boolean().


      


Verify a Finished message with cipher-specific hash.

  



  
    
      
    
    
      verify_resumption_binder(Secret, Cipher, FullClientHello, PskBindersInfo, OfferedBinder)



        
          
        

    

  


  

      

          -spec verify_resumption_binder(binary(), atom(), binary(), map(), binary()) -> boolean().


      


Verify a resumption PSK binder against a parsed ClientHello. Secret is the resumption PSK, PskBindersInfo is the psk_binders map from parse_client_hello/1, and OfferedBinder is the binder the client sent. Uses the "res binder" label (RFC 8446 §4.2.11.2).

  


        

      


  

    
quic_ack 
    



      
QUIC ACK frame generation and processing.
This module handles: - Tracking received packet numbers - Generating ACK frames with ranges - Processing incoming ACK frames - ACK delay calculation
[bookmark: ACK_Ranges]ACK Ranges
ACK ranges are stored as a list of {Start, End} tuples where Start =< End. The list is sorted in descending order by Start. Example: [{100, 105}, {90, 95}, {80, 82}] acknowledges packets 100-105, 90-95, and 80-82.

      


      
        Summary


  
    Types
  


    
      
        ack_state/0

      


    





  
    Functions
  


    
      
        ack_eliciting_in_flight(Ack_state)

      


        Get the number of ACK-eliciting packets in flight.



    


    
      
        ack_frame_to_pn_list(LargestAcked, FirstRange, AckRanges)

      


    


    
      
        ack_frame_to_ranges(LargestAcked, FirstRange, AckRanges)

      


        Convert ACK frame to list of ranges instead of expanded list. Returns a list of {Start, End} tuples where Start is less than or equal to End. Much more efficient than ack_frame_to_pn_list for large ranges. Example: {100, 5, [{2, 3}]} becomes [{95, 100}, {89, 92}]



    


    
      
        ack_ranges(Ack_state)

      


        Get the current ACK ranges.



    


    
      
        generate_ack(State)

      


        Generate an ACK frame for the current state. Returns {ok, AckFrame} or {error, no_packets}.



    


    
      
        generate_ack(Ack_state, Now)

      


        Generate an ACK frame with a specific timestamp.



    


    
      
        largest_acked(Ack_state)

      


        Get the largest acknowledged packet number.



    


    
      
        largest_received(Ack_state)

      


        Get the largest received packet number.



    


    
      
        mark_ack_sent(State)

      


        Mark that an ACK was sent.



    


    
      
        needs_ack(Ack_state)

      


        Check if an ACK needs to be sent.



    


    
      
        new()

      


        Create a new ACK tracking state.



    


    
      
        process_ack(State, AckFrame)

      


        Process a received ACK frame. Returns {NewState, AckedPackets} where AckedPackets is a list of newly acknowledged packet numbers.



    


    
      
        process_ack(State, _, SentPackets)

      


        Process a received ACK frame with sent packet info. SentPackets is a map of PacketNumber => SentPacketInfo



    


    
      
        record_received(State, PacketNumber)

      


        Record that a packet was received.



    


    
      
        record_received(Ack_state, PacketNumber, IsAckEliciting)

      


        Record that a packet was received, optionally marking it as ACK-eliciting.



    





      


      
        Types


        


  
    
      
    
    
      ack_state/0



        
          
        

    

  


  

      

          -opaque ack_state()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      ack_eliciting_in_flight(Ack_state)



        
          
        

    

  


  

      

          -spec ack_eliciting_in_flight(ack_state()) -> non_neg_integer().


      


Get the number of ACK-eliciting packets in flight.

  



  
    
      
    
    
      ack_frame_to_pn_list(LargestAcked, FirstRange, AckRanges)



        
          
        

    

  


  


  



  
    
      
    
    
      ack_frame_to_ranges(LargestAcked, FirstRange, AckRanges)



        
          
        

    

  


  

      

          -spec ack_frame_to_ranges(non_neg_integer(), non_neg_integer(), list()) ->
                             [{non_neg_integer(), non_neg_integer()}] | {error, ack_range_too_large}.


      


Convert ACK frame to list of ranges instead of expanded list. Returns a list of {Start, End} tuples where Start is less than or equal to End. Much more efficient than ack_frame_to_pn_list for large ranges. Example: {100, 5, [{2, 3}]} becomes [{95, 100}, {89, 92}]

  



  
    
      
    
    
      ack_ranges(Ack_state)



        
          
        

    

  


  

      

          -spec ack_ranges(ack_state()) -> [{non_neg_integer(), non_neg_integer()}].


      


Get the current ACK ranges.

  



  
    
      
    
    
      generate_ack(State)



        
          
        

    

  


  

      

          -spec generate_ack(ack_state()) -> {ok, term()} | {error, no_packets}.


      


Generate an ACK frame for the current state. Returns {ok, AckFrame} or {error, no_packets}.

  



  
    
      
    
    
      generate_ack(Ack_state, Now)



        
          
        

    

  


  

      

          -spec generate_ack(ack_state(), non_neg_integer()) -> {ok, term()} | {error, no_packets}.


      


Generate an ACK frame with a specific timestamp.

  



  
    
      
    
    
      largest_acked(Ack_state)



        
          
        

    

  


  

      

          -spec largest_acked(ack_state()) -> non_neg_integer() | undefined.


      


Get the largest acknowledged packet number.

  



  
    
      
    
    
      largest_received(Ack_state)



        
          
        

    

  


  

      

          -spec largest_received(ack_state()) -> non_neg_integer() | undefined.


      


Get the largest received packet number.

  



  
    
      
    
    
      mark_ack_sent(State)



        
          
        

    

  


  

      

          -spec mark_ack_sent(ack_state()) -> ack_state().


      


Mark that an ACK was sent.

  



  
    
      
    
    
      needs_ack(Ack_state)



        
          
        

    

  


  

      

          -spec needs_ack(ack_state()) -> boolean().


      


Check if an ACK needs to be sent.

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          -spec new() -> ack_state().


      


Create a new ACK tracking state.

  



  
    
      
    
    
      process_ack(State, AckFrame)



        
          
        

    

  


  

      

          -spec process_ack(ack_state(), term()) -> {ack_state(), [non_neg_integer()]}.


      


Process a received ACK frame. Returns {NewState, AckedPackets} where AckedPackets is a list of newly acknowledged packet numbers.

  



  
    
      
    
    
      process_ack(State, _, SentPackets)



        
          
        

    

  


  

      

          -spec process_ack(ack_state(), term(), map()) ->
                     {ack_state(), [non_neg_integer()]} | {error, ack_range_too_large}.


      


Process a received ACK frame with sent packet info. SentPackets is a map of PacketNumber => SentPacketInfo

  



  
    
      
    
    
      record_received(State, PacketNumber)



        
          
        

    

  


  

      

          -spec record_received(ack_state(), non_neg_integer()) -> ack_state().


      


Record that a packet was received.

  



  
    
      
    
    
      record_received(Ack_state, PacketNumber, IsAckEliciting)



        
          
        

    

  


  

      

          -spec record_received(ack_state(), non_neg_integer(), boolean()) -> ack_state().


      


Record that a packet was received, optionally marking it as ACK-eliciting.

  


        

      


  

    
quic_cc behaviour
    



      
QUIC congestion control behavior and facade.
This module defines the behavior for pluggable congestion control algorithms and provides a facade that delegates to the selected implementation.
[bookmark: Available_Algorithms]Available Algorithms
- newreno (default): RFC 9002 NewReno implementation - bbr: BBRv3 (future implementation)
[bookmark: Usage]Usage
   %% Create with default algorithm (NewReno)
   State = quic_cc:new(),
   State = quic_cc:new(#{initial_window => 65536}),
  
   %% Create with explicit algorithm
   State = quic_cc:new(newreno, #{}),
   State = quic_cc:new(bbr, #{}).
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        cc_algorithm/0

      


    


    
      
        cc_opts/0

      


    


    
      
        cc_state/0

      


    





  
    Callbacks
  


    
      
        available_cwnd/1

      


    


    
      
        bytes_in_flight/1

      


    


    
      
        can_send/2

      


    


    
      
        can_send_control/2

      


    


    
      
        cwnd/1

      


    


    
      
        detect_persistent_congestion/3

      


    


    
      
        ecn_ce_counter/1

      


    


    
      
        get_pacing_tokens/2

      


    


    
      
        in_recovery/1

      


    


    
      
        in_slow_start/1

      


    


    
      
        max_datagram_size/1

      


    


    
      
        min_recovery_duration/1

      


    


    
      
        new/1

      


    


    
      
        on_congestion_event/2

      


    


    
      
        on_ecn_ce/2

      


    


    
      
        on_packet_sent/2

      


    


    
      
        on_packets_acked/2

      


    


    
      
        on_packets_acked/3

      


    


    
      
        on_packets_lost/2

      


    


    
      
        on_persistent_congestion/1

      


    


    
      
        pacing_allows/2

      


    


    
      
        pacing_delay/2

      


    


    
      
        send_check/3

      


    


    
      
        ssthresh/1

      


    


    
      
        update_mtu/2

      


    


    
      
        update_pacing_rate/2

      


    





  
    Functions
  


    
      
        algorithm(Cc_wrapper)

      


        Get the algorithm name for this CC state.



    


    
      
        available_cwnd(Cc_wrapper)

      


        Get the available congestion window.



    


    
      
        bytes_in_flight(Cc_wrapper)

      


        Get bytes currently in flight.



    


    
      
        can_send(Cc_wrapper, Size)

      


        Check if we can send more bytes.



    


    
      
        can_send_control(Cc_wrapper, Size)

      


        Check if a control message can be sent.



    


    
      
        cwnd(Cc_wrapper)

      


        Get the current congestion window.



    


    
      
        detect_persistent_congestion(LostInfo, PTO, Cc_wrapper)

      


        Detect persistent congestion from lost packets.



    


    
      
        ecn_ce_counter(Cc_wrapper)

      


        Get the current ECN-CE counter.



    


    
      
        get_pacing_tokens(Cc_wrapper, Size)

      


        Get pacing tokens for sending.



    


    
      
        in_recovery(Cc_wrapper)

      


        Check if in recovery phase.



    


    
      
        in_slow_start(Cc_wrapper)

      


        Check if in slow start phase.



    


    
      
        max_datagram_size(Cc_wrapper)

      


        Get the current max datagram size.



    


    
      
        min_recovery_duration(Cc_wrapper)

      


        Get minimum recovery duration setting.



    


    
      
        new()

      


        Create a new congestion control state with default algorithm (NewReno).



    


    
      
        new(Opts)

      


        Create a new congestion control state with options. Uses the algorithm specified in options, or NewReno by default.



    


    
      
        new(Algorithm, Opts)

      


        Create a new congestion control state with explicit algorithm.



    


    
      
        on_congestion_event(Cc_wrapper, SentTime)

      


        Handle a congestion event (packet loss detected).



    


    
      
        on_ecn_ce(Cc_wrapper, ECNCE)

      


        Handle ECN-CE signal.



    


    
      
        on_packet_sent(Cc_wrapper, Size)

      


        Record that a packet was sent.



    


    
      
        on_packets_acked(Cc_wrapper, AckedBytes)

      


        Process acknowledged packets.



    


    
      
        on_packets_acked(Cc_wrapper, AckedBytes, LargestAckedSentTime)

      


        Process acknowledged packets with largest acked sent time.



    


    
      
        on_packets_lost(Cc_wrapper, LostBytes)

      


        Process lost packets.



    


    
      
        on_persistent_congestion(Cc_wrapper)

      


        Handle persistent congestion.



    


    
      
        pacing_allows(Cc_wrapper, Size)

      


        Check if pacing allows sending.



    


    
      
        pacing_delay(Cc_wrapper, Size)

      


        Calculate pacing delay.



    


    
      
        send_check(Cc_wrapper, Size, Urgency)

      


        Fused send check (cwnd + pacing) for the hot send path. See the behavior callback for the return shape.



    


    
      
        ssthresh(Cc_wrapper)

      


        Get the slow start threshold.



    


    
      
        update_mtu(Cc_wrapper, NewMTU)

      


        Update congestion control state when MTU changes.



    


    
      
        update_pacing_rate(Cc_wrapper, SmoothedRTT)

      


        Update pacing rate based on smoothed RTT.



    





      


      
        Types


        


  
    
      
    
    
      cc_algorithm/0



        
          
        

    

  


  

      

          -type cc_algorithm() :: newreno | bbr | cubic.


      



  



  
    
      
    
    
      cc_opts/0



        
          
        

    

  


  

      

          -type cc_opts() ::
          #{initial_window => pos_integer(),
            minimum_window => pos_integer(),
            min_recovery_duration => non_neg_integer(),
            max_datagram_size => pos_integer(),
            algorithm => cc_algorithm()}.


      



  



  
    
      
    
    
      cc_state/0



        
          
        

    

  


  

      

          -opaque cc_state()


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      available_cwnd/1



        
          
        

    

  


  

      

          -callback available_cwnd(State :: term()) -> non_neg_integer().


      



  



  
    
      
    
    
      bytes_in_flight/1



        
          
        

    

  


  

      

          -callback bytes_in_flight(State :: term()) -> non_neg_integer().


      



  



  
    
      
    
    
      can_send/2



        
          
        

    

  


  

      

          -callback can_send(State :: term(), Size :: non_neg_integer()) -> boolean().


      



  



  
    
      
    
    
      can_send_control/2



        
          
        

    

  


  

      

          -callback can_send_control(State :: term(), Size :: non_neg_integer()) -> boolean().


      



  



  
    
      
    
    
      cwnd/1



        
          
        

    

  


  

      

          -callback cwnd(State :: term()) -> non_neg_integer().


      



  



  
    
      
    
    
      detect_persistent_congestion/3



        
          
        

    

  


  

      

          -callback detect_persistent_congestion(LostInfo :: [{non_neg_integer(), non_neg_integer()}],
                                       PTO :: non_neg_integer(),
                                       State :: term()) ->
                                          boolean().


      



  



  
    
      
    
    
      ecn_ce_counter/1



        
          
        

    

  


  

      

          -callback ecn_ce_counter(State :: term()) -> non_neg_integer().


      



  



  
    
      
    
    
      get_pacing_tokens/2



        
          
        

    

  


  

      

          -callback get_pacing_tokens(State :: term(), Size :: non_neg_integer()) ->
                               {non_neg_integer(), State :: term()}.


      



  



  
    
      
    
    
      in_recovery/1



        
          
        

    

  


  

      

          -callback in_recovery(State :: term()) -> boolean().


      



  



  
    
      
    
    
      in_slow_start/1



        
          
        

    

  


  

      

          -callback in_slow_start(State :: term()) -> boolean().


      



  



  
    
      
    
    
      max_datagram_size/1



        
          
        

    

  


  

      

          -callback max_datagram_size(State :: term()) -> pos_integer().


      



  



  
    
      
    
    
      min_recovery_duration/1



        
          
        

    

  


  

      

          -callback min_recovery_duration(State :: term()) -> non_neg_integer().


      



  



  
    
      
    
    
      new/1



        
          
        

    

  


  

      

          -callback new(Opts :: cc_opts()) -> State :: term().


      



  



  
    
      
    
    
      on_congestion_event/2



        
          
        

    

  


  

      

          -callback on_congestion_event(State :: term(), SentTime :: non_neg_integer()) -> State :: term().


      



  



  
    
      
    
    
      on_ecn_ce/2



        
          
        

    

  


  

      

          -callback on_ecn_ce(State :: term(), ECNCE :: non_neg_integer()) -> State :: term().


      



  



  
    
      
    
    
      on_packet_sent/2



        
          
        

    

  


  

      

          -callback on_packet_sent(State :: term(), Size :: non_neg_integer()) -> State :: term().


      



  



  
    
      
    
    
      on_packets_acked/2



        
          
        

    

  


  

      

          -callback on_packets_acked(State :: term(), AckedBytes :: non_neg_integer()) -> State :: term().


      



  



  
    
      
    
    
      on_packets_acked/3



        
          
        

    

  


  

      

          -callback on_packets_acked(State :: term(),
                           AckedBytes :: non_neg_integer(),
                           LargestAckedSentTime :: non_neg_integer()) ->
                              State :: term().


      



  



  
    
      
    
    
      on_packets_lost/2



        
          
        

    

  


  

      

          -callback on_packets_lost(State :: term(), LostBytes :: non_neg_integer()) -> State :: term().


      



  



  
    
      
    
    
      on_persistent_congestion/1



        
          
        

    

  


  

      

          -callback on_persistent_congestion(State :: term()) -> State :: term().


      



  



  
    
      
    
    
      pacing_allows/2



        
          
        

    

  


  

      

          -callback pacing_allows(State :: term(), Size :: non_neg_integer()) -> boolean().


      



  



  
    
      
    
    
      pacing_delay/2



        
          
        

    

  


  

      

          -callback pacing_delay(State :: term(), Size :: non_neg_integer()) -> non_neg_integer().


      



  



  
    
      
    
    
      send_check/3



        
          
        

    

  


  

      

          -callback send_check(State :: term(), Size :: non_neg_integer(), Urgency :: non_neg_integer()) ->
                        {ok, State :: term()} |
                        {blocked_cwnd, non_neg_integer()} |
                        {blocked_pacing, non_neg_integer()}.


      



  



  
    
      
    
    
      ssthresh/1



        
          
        

    

  


  

      

          -callback ssthresh(State :: term()) -> non_neg_integer() | infinity.


      



  



  
    
      
    
    
      update_mtu/2



        
          
        

    

  


  

      

          -callback update_mtu(State :: term(), NewMTU :: pos_integer()) -> State :: term().


      



  



  
    
      
    
    
      update_pacing_rate/2



        
          
        

    

  


  

      

          -callback update_pacing_rate(State :: term(), SmoothedRTT :: non_neg_integer()) -> State :: term().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      algorithm(Cc_wrapper)



        
          
        

    

  


  

      

          -spec algorithm(cc_state()) -> cc_algorithm().


      


Get the algorithm name for this CC state.

  



  
    
      
    
    
      available_cwnd(Cc_wrapper)



        
          
        

    

  


  

      

          -spec available_cwnd(cc_state()) -> non_neg_integer().


      


Get the available congestion window.

  



  
    
      
    
    
      bytes_in_flight(Cc_wrapper)



        
          
        

    

  


  

      

          -spec bytes_in_flight(cc_state()) -> non_neg_integer().


      


Get bytes currently in flight.

  



  
    
      
    
    
      can_send(Cc_wrapper, Size)



        
          
        

    

  


  

      

          -spec can_send(cc_state(), non_neg_integer()) -> boolean().


      


Check if we can send more bytes.

  



  
    
      
    
    
      can_send_control(Cc_wrapper, Size)



        
          
        

    

  


  

      

          -spec can_send_control(cc_state(), non_neg_integer()) -> boolean().


      


Check if a control message can be sent.

  



  
    
      
    
    
      cwnd(Cc_wrapper)



        
          
        

    

  


  

      

          -spec cwnd(cc_state()) -> non_neg_integer().


      


Get the current congestion window.

  



  
    
      
    
    
      detect_persistent_congestion(LostInfo, PTO, Cc_wrapper)



        
          
        

    

  


  

      

          -spec detect_persistent_congestion([{non_neg_integer(), non_neg_integer()}],
                                   non_neg_integer(),
                                   cc_state()) ->
                                      boolean().


      


Detect persistent congestion from lost packets.

  



  
    
      
    
    
      ecn_ce_counter(Cc_wrapper)



        
          
        

    

  


  

      

          -spec ecn_ce_counter(cc_state()) -> non_neg_integer().


      


Get the current ECN-CE counter.

  



  
    
      
    
    
      get_pacing_tokens(Cc_wrapper, Size)



        
          
        

    

  


  

      

          -spec get_pacing_tokens(cc_state(), non_neg_integer()) -> {non_neg_integer(), cc_state()}.


      


Get pacing tokens for sending.

  



  
    
      
    
    
      in_recovery(Cc_wrapper)



        
          
        

    

  


  

      

          -spec in_recovery(cc_state()) -> boolean().


      


Check if in recovery phase.

  



  
    
      
    
    
      in_slow_start(Cc_wrapper)



        
          
        

    

  


  

      

          -spec in_slow_start(cc_state()) -> boolean().


      


Check if in slow start phase.

  



  
    
      
    
    
      max_datagram_size(Cc_wrapper)



        
          
        

    

  


  

      

          -spec max_datagram_size(cc_state()) -> pos_integer().


      


Get the current max datagram size.

  



  
    
      
    
    
      min_recovery_duration(Cc_wrapper)



        
          
        

    

  


  

      

          -spec min_recovery_duration(cc_state()) -> non_neg_integer().


      


Get minimum recovery duration setting.

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          -spec new() -> cc_state().


      


Create a new congestion control state with default algorithm (NewReno).

  



  
    
      
    
    
      new(Opts)



        
          
        

    

  


  

      

          -spec new(cc_opts()) -> cc_state().


      


Create a new congestion control state with options. Uses the algorithm specified in options, or NewReno by default.
Options: - algorithm: CC algorithm (newreno | bbr), default: newreno - max_datagram_size: Maximum datagram size (default: 1200) - initial_window: Override initial congestion window - minimum_window: Lower bound for cwnd after congestion events - min_recovery_duration: Minimum time in recovery before exit (ms)

  



  
    
      
    
    
      new(Algorithm, Opts)



        
          
        

    

  


  

      

          -spec new(cc_algorithm(), cc_opts()) -> cc_state().


      


Create a new congestion control state with explicit algorithm.
Algorithm: newreno | bbr Options: Same as new/1 (algorithm option is ignored)

  



  
    
      
    
    
      on_congestion_event(Cc_wrapper, SentTime)



        
          
        

    

  


  

      

          -spec on_congestion_event(cc_state(), non_neg_integer()) -> cc_state().


      


Handle a congestion event (packet loss detected).

  



  
    
      
    
    
      on_ecn_ce(Cc_wrapper, ECNCE)



        
          
        

    

  


  

      

          -spec on_ecn_ce(cc_state(), non_neg_integer()) -> cc_state().


      


Handle ECN-CE signal.

  



  
    
      
    
    
      on_packet_sent(Cc_wrapper, Size)



        
          
        

    

  


  

      

          -spec on_packet_sent(cc_state(), non_neg_integer()) -> cc_state().


      


Record that a packet was sent.

  



  
    
      
    
    
      on_packets_acked(Cc_wrapper, AckedBytes)



        
          
        

    

  


  

      

          -spec on_packets_acked(cc_state(), non_neg_integer()) -> cc_state().


      


Process acknowledged packets.

  



  
    
      
    
    
      on_packets_acked(Cc_wrapper, AckedBytes, LargestAckedSentTime)



        
          
        

    

  


  

      

          -spec on_packets_acked(cc_state(), non_neg_integer(), non_neg_integer()) -> cc_state().


      


Process acknowledged packets with largest acked sent time.

  



  
    
      
    
    
      on_packets_lost(Cc_wrapper, LostBytes)



        
          
        

    

  


  

      

          -spec on_packets_lost(cc_state(), non_neg_integer()) -> cc_state().


      


Process lost packets.

  



  
    
      
    
    
      on_persistent_congestion(Cc_wrapper)



        
          
        

    

  


  

      

          -spec on_persistent_congestion(cc_state()) -> cc_state().


      


Handle persistent congestion.

  



  
    
      
    
    
      pacing_allows(Cc_wrapper, Size)



        
          
        

    

  


  

      

          -spec pacing_allows(cc_state(), non_neg_integer()) -> boolean().


      


Check if pacing allows sending.

  



  
    
      
    
    
      pacing_delay(Cc_wrapper, Size)



        
          
        

    

  


  

      

          -spec pacing_delay(cc_state(), non_neg_integer()) -> non_neg_integer().


      


Calculate pacing delay.

  



  
    
      
    
    
      send_check(Cc_wrapper, Size, Urgency)



        
          
        

    

  


  

      

          -spec send_check(cc_state(), non_neg_integer(), non_neg_integer()) ->
                    {ok, cc_state()} |
                    {blocked_cwnd, non_neg_integer()} |
                    {blocked_pacing, non_neg_integer()}.


      


Fused send check (cwnd + pacing) for the hot send path. See the behavior callback for the return shape.

  



  
    
      
    
    
      ssthresh(Cc_wrapper)



        
          
        

    

  


  

      

          -spec ssthresh(cc_state()) -> non_neg_integer() | infinity.


      


Get the slow start threshold.

  



  
    
      
    
    
      update_mtu(Cc_wrapper, NewMTU)



        
          
        

    

  


  

      

          -spec update_mtu(cc_state(), pos_integer()) -> cc_state().


      


Update congestion control state when MTU changes.

  



  
    
      
    
    
      update_pacing_rate(Cc_wrapper, SmoothedRTT)



        
          
        

    

  


  

      

          -spec update_pacing_rate(cc_state(), non_neg_integer()) -> cc_state().


      


Update pacing rate based on smoothed RTT.

  


        

      


  

    
quic_flow 
    



      
QUIC connection-level flow control implementation.
This module manages flow control at the connection level: - Tracking bytes sent against peer's MAX_DATA limit - Tracking bytes received against our MAX_DATA limit - Generating MAX_DATA frames when needed - Detecting when we're blocked by flow control
[bookmark: Flow_Control_Concepts]Flow Control Concepts
- MAX_DATA: Maximum total bytes the peer can send - DATA_BLOCKED: Indicates sender is blocked by receiver's limit - Window: The difference between max_data and bytes received

      


      
        Summary


  
    Types
  


    
      
        flow_state/0

      


    





  
    Functions
  


    
      
        bytes_received(Flow_state)

      


        Get total bytes we've received.



    


    
      
        bytes_sent(Flow_state)

      


        Get total bytes we've sent.



    


    
      
        can_send(Flow_state, Size)

      


        Check if we can send the specified number of bytes.



    


    
      
        generate_max_data(Flow_state)

      


        Generate a new MAX_DATA value to send. Returns {NewMaxData, UpdatedState}.



    


    
      
        new()

      


        Create a new flow control state.



    


    
      
        new(Opts)

      


        Create a new flow control state with options.



    


    
      
        on_data_received(Flow_state, Size)

      


        Record that we received data.



    


    
      
        on_data_sent(Flow_state, Size)

      


        Record that we sent data. Returns {ok, NewState} or {blocked, NewState} if we hit the limit.



    


    
      
        on_max_data_received(Flow_state, NewMax)

      


        Process a MAX_DATA frame from peer. Updates our send limit.



    


    
      
        recv_limit(Flow_state)

      


        Get our current receive limit (our MAX_DATA).



    


    
      
        recv_window(Flow_state)

      


        Get available receive window.



    


    
      
        send_blocked(Flow_state)

      


        Check if we're currently blocked on send flow control.



    


    
      
        send_limit(Flow_state)

      


        Get our current send limit (peer's MAX_DATA).



    


    
      
        send_window(Flow_state)

      


        Get available send window.



    


    
      
        should_send_max_data(Flow_state)

      


        Check if we should send a MAX_DATA update. Returns true if we've consumed more than the threshold.



    





      


      
        Types


        


  
    
      
    
    
      flow_state/0



        
          
        

    

  


  

      

          -opaque flow_state()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      bytes_received(Flow_state)



        
          
        

    

  


  

      

          -spec bytes_received(flow_state()) -> non_neg_integer().


      


Get total bytes we've received.

  



  
    
      
    
    
      bytes_sent(Flow_state)



        
          
        

    

  


  

      

          -spec bytes_sent(flow_state()) -> non_neg_integer().


      


Get total bytes we've sent.

  



  
    
      
    
    
      can_send(Flow_state, Size)



        
          
        

    

  


  

      

          -spec can_send(flow_state(), non_neg_integer()) -> boolean().


      


Check if we can send the specified number of bytes.

  



  
    
      
    
    
      generate_max_data(Flow_state)



        
          
        

    

  


  

      

          -spec generate_max_data(flow_state()) -> {non_neg_integer(), flow_state()}.


      


Generate a new MAX_DATA value to send. Returns {NewMaxData, UpdatedState}.

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          -spec new() -> flow_state().


      


Create a new flow control state.

  



  
    
      
    
    
      new(Opts)



        
          
        

    

  


  

      

          -spec new(map()) -> flow_state().


      


Create a new flow control state with options.

  



  
    
      
    
    
      on_data_received(Flow_state, Size)



        
          
        

    

  


  

      

          -spec on_data_received(flow_state(), non_neg_integer()) ->
                          {ok, flow_state()} | {error, flow_control_error}.


      


Record that we received data.

  



  
    
      
    
    
      on_data_sent(Flow_state, Size)



        
          
        

    

  


  

      

          -spec on_data_sent(flow_state(), non_neg_integer()) -> {ok | blocked, flow_state()}.


      


Record that we sent data. Returns {ok, NewState} or {blocked, NewState} if we hit the limit.

  



  
    
      
    
    
      on_max_data_received(Flow_state, NewMax)



        
          
        

    

  


  

      

          -spec on_max_data_received(flow_state(), non_neg_integer()) -> flow_state().


      


Process a MAX_DATA frame from peer. Updates our send limit.

  



  
    
      
    
    
      recv_limit(Flow_state)



        
          
        

    

  


  

      

          -spec recv_limit(flow_state()) -> non_neg_integer().


      


Get our current receive limit (our MAX_DATA).

  



  
    
      
    
    
      recv_window(Flow_state)



        
          
        

    

  


  

      

          -spec recv_window(flow_state()) -> non_neg_integer().


      


Get available receive window.

  



  
    
      
    
    
      send_blocked(Flow_state)



        
          
        

    

  


  

      

          -spec send_blocked(flow_state()) -> boolean().


      


Check if we're currently blocked on send flow control.

  



  
    
      
    
    
      send_limit(Flow_state)



        
          
        

    

  


  

      

          -spec send_limit(flow_state()) -> non_neg_integer().


      


Get our current send limit (peer's MAX_DATA).

  



  
    
      
    
    
      send_window(Flow_state)



        
          
        

    

  


  

      

          -spec send_window(flow_state()) -> non_neg_integer().


      


Get available send window.

  



  
    
      
    
    
      should_send_max_data(Flow_state)



        
          
        

    

  


  

      

          -spec should_send_max_data(flow_state()) -> boolean().


      


Check if we should send a MAX_DATA update. Returns true if we've consumed more than the threshold.

  


        

      


  

    
quic_loss 
    



      
QUIC loss detection implementation.
This module implements: - Packet loss detection using time and packet thresholds - RTT estimation (smoothed RTT, RTT variance) - Probe Timeout (PTO) calculation - Loss detection timer management
[bookmark: Loss_Detection_Methods]Loss Detection Methods
1. Packet Threshold: A packet is lost if a packet sent more than kPacketThreshold (3) later has been acknowledged.
2. Time Threshold: A packet is lost if it was sent more than max(kTimeThreshold * smoothed_rtt, kGranularity) ago and a later packet has been acknowledged.

      


      
        Summary


  
    Types
  


    
      
        loss_state/0

      


    





  
    Functions
  


    
      
        bytes_in_flight(Loss_state)

      


        Get bytes currently in flight.



    


    
      
        detect_lost_packets(Loss_state, LargestAcked)

      


        Detect lost packets based on time and packet thresholds. Scans the sent queue head-to-tail (oldest first) and splits into {Lost, Surviving}. Returns the new loss_state and the lost packets.



    


    
      
        get_loss_time_and_space(Loss_state)

      


        Get the loss time for setting timers. The queue is oldest-first, so the earliest in_flight packet is at the head; this turns the previous O(n) map fold into an O(1) head peek in the common case (head is in_flight).



    


    
      
        get_pto(Loss_state)

      


        Calculate the Probe Timeout. PTO = smoothed_rtt + max(4 * rttvar, kGranularity) + max_ack_delay



    


    
      
        has_rtt_sample(Loss_state)

      


        Check if we have received a real RTT sample. Returns false until the first ACK provides a real RTT measurement.



    


    
      
        latest_rtt(Loss_state)

      


        Get the latest RTT sample.



    


    
      
        min_rtt(Loss_state)

      


        Get the minimum RTT.



    


    
      
        new()

      


        Create a new loss detection state.



    


    
      
        new(Opts)

      


        Create a new loss detection state with options. Options: - max_ack_delay: Maximum ACK delay (default: 25ms) - initial_rtt: Initial RTT estimate in ms (default: 100ms)



    


    
      
        oldest_unacked(Loss_state)

      


        Get the oldest unacked packet (for PTO probe selection). Returns {ok, #sent_packet{}} or none. Head of the sent queue is by construction the oldest in-flight packet.



    


    
      
        on_ack_received(State, _, Now)

      


        Process an ACK frame. Returns {NewState, AckedPackets, LostPackets, AckMeta} or {error, ack_range_too_large} AckMeta is a map containing: - acked_bytes: total bytes from ack-eliciting packets that were acknowledged - largest_ae_time: sent_time of the largest ack-eliciting packet acknowledged



    


    
      
        on_packet_sent(State, PacketNumber, Size, AckEliciting)

      


        Record that a packet was sent (without frames).



    


    
      
        on_packet_sent(State, PacketNumber, Size, AckEliciting, Frames)

      


        Record that a packet was sent with frames. Samples the send time itself. Callers that already hold a Now should use on_packet_sent/6 to avoid a duplicate monotonic_time/1 BIF call.



    


    
      
        on_packet_sent(Loss_state, PacketNumber, Size, AckEliciting, Frames, Now)

      


        Like on_packet_sent/5 but uses the caller-supplied monotonic millisecond timestamp. The connection send loop reuses one Now per packet for both loss tracking and last_activity, saving a BIF call.



    


    
      
        on_pto_expired(Loss_state)

      


        Handle PTO expiration.



    


    
      
        pto_count(Loss_state)

      


        Get current PTO count.



    


    
      
        retransmittable_frames(Frames)

      


        Filter frames to get only retransmittable ones. Per RFC 9002, PADDING, ACK, and CONNECTION_CLOSE frames are not retransmitted.



    


    
      
        rtt_var(Loss_state)

      


        Get the RTT variance.



    


    
      
        sent_packets(Loss_state)

      


        Get all sent packets. Returned as a map for API compatibility. Built on demand from the queue; intended for tests and diagnostics, not the hot path.



    


    
      
        smoothed_rtt(Loss_state)

      


        Get the smoothed RTT.



    


    
      
        stream_has_unacked_below(Loss_state, StreamId, ReliableSize)

      


    


    
      
        update_rtt(Loss_state, LatestRTT, AckDelay)

      


        Update RTT estimates with a new sample.



    





      


      
        Types


        


  
    
      
    
    
      loss_state/0



        
          
        

    

  


  

      

          -opaque loss_state()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      bytes_in_flight(Loss_state)



        
          
        

    

  


  

      

          -spec bytes_in_flight(loss_state()) -> non_neg_integer().


      


Get bytes currently in flight.

  



  
    
      
    
    
      detect_lost_packets(Loss_state, LargestAcked)



        
          
        

    

  


  

      

          -spec detect_lost_packets(loss_state(), non_neg_integer()) ->
                             {loss_state(),
                              [#sent_packet{pn :: non_neg_integer(),
                                            time_sent :: non_neg_integer(),
                                            ack_eliciting :: boolean(),
                                            in_flight :: boolean(),
                                            size :: non_neg_integer(),
                                            frames :: [term()]}]}.


      


Detect lost packets based on time and packet thresholds. Scans the sent queue head-to-tail (oldest first) and splits into {Lost, Surviving}. Returns the new loss_state and the lost packets.

  



  
    
      
    
    
      get_loss_time_and_space(Loss_state)



        
          
        

    

  


  

      

          -spec get_loss_time_and_space(loss_state()) -> {non_neg_integer() | undefined, atom()}.


      


Get the loss time for setting timers. The queue is oldest-first, so the earliest in_flight packet is at the head; this turns the previous O(n) map fold into an O(1) head peek in the common case (head is in_flight).

  



  
    
      
    
    
      get_pto(Loss_state)



        
          
        

    

  


  

      

          -spec get_pto(loss_state()) -> non_neg_integer().


      


Calculate the Probe Timeout. PTO = smoothed_rtt + max(4 * rttvar, kGranularity) + max_ack_delay

  



  
    
      
    
    
      has_rtt_sample(Loss_state)



        
          
        

    

  


  

      

          -spec has_rtt_sample(loss_state()) -> boolean().


      


Check if we have received a real RTT sample. Returns false until the first ACK provides a real RTT measurement.

  



  
    
      
    
    
      latest_rtt(Loss_state)



        
          
        

    

  


  

      

          -spec latest_rtt(loss_state()) -> non_neg_integer().


      


Get the latest RTT sample.

  



  
    
      
    
    
      min_rtt(Loss_state)



        
          
        

    

  


  

      

          -spec min_rtt(loss_state()) -> non_neg_integer() | infinity.


      


Get the minimum RTT.

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          -spec new() -> loss_state().


      


Create a new loss detection state.

  



  
    
      
    
    
      new(Opts)



        
          
        

    

  


  

      

          -spec new(map()) -> loss_state().


      


Create a new loss detection state with options. Options: - max_ack_delay: Maximum ACK delay (default: 25ms) - initial_rtt: Initial RTT estimate in ms (default: 100ms)

  



  
    
      
    
    
      oldest_unacked(Loss_state)



        
          
        

    

  


  

      

          -spec oldest_unacked(loss_state()) ->
                        {ok,
                         #sent_packet{pn :: non_neg_integer(),
                                      time_sent :: non_neg_integer(),
                                      ack_eliciting :: boolean(),
                                      in_flight :: boolean(),
                                      size :: non_neg_integer(),
                                      frames :: [term()]}} |
                        none.


      


Get the oldest unacked packet (for PTO probe selection). Returns {ok, #sent_packet{}} or none. Head of the sent queue is by construction the oldest in-flight packet.

  



  
    
      
    
    
      on_ack_received(State, _, Now)



        
          
        

    

  


  

      

          -spec on_ack_received(loss_state(), term(), non_neg_integer()) ->
                         {loss_state(),
                          [#sent_packet{pn :: non_neg_integer(),
                                        time_sent :: non_neg_integer(),
                                        ack_eliciting :: boolean(),
                                        in_flight :: boolean(),
                                        size :: non_neg_integer(),
                                        frames :: [term()]}],
                          [#sent_packet{pn :: non_neg_integer(),
                                        time_sent :: non_neg_integer(),
                                        ack_eliciting :: boolean(),
                                        in_flight :: boolean(),
                                        size :: non_neg_integer(),
                                        frames :: [term()]}],
                          map()} |
                         {error, ack_range_too_large}.


      


Process an ACK frame. Returns {NewState, AckedPackets, LostPackets, AckMeta} or {error, ack_range_too_large} AckMeta is a map containing: - acked_bytes: total bytes from ack-eliciting packets that were acknowledged - largest_ae_time: sent_time of the largest ack-eliciting packet acknowledged
Implementation: three passes over the sent queue. 1. classify_ack_q: split queue into (acked, kept-unacked) by the ACK ranges in a single head-to-tail walk. Stops early once we pass LargestAcked. 2. maybe_update_rtt: RTT sample derived from the largest acked ack-eliciting packet, if present. 3. detect_lost_q: over the kept survivors, apply packet-threshold and time-threshold loss criteria using the freshly updated SRTT.

  



  
    
      
    
    
      on_packet_sent(State, PacketNumber, Size, AckEliciting)



        
          
        

    

  


  

      

          -spec on_packet_sent(loss_state(), non_neg_integer(), non_neg_integer(), boolean()) -> loss_state().


      


Record that a packet was sent (without frames).

  



  
    
      
    
    
      on_packet_sent(State, PacketNumber, Size, AckEliciting, Frames)



        
          
        

    

  


  

      

          -spec on_packet_sent(loss_state(), non_neg_integer(), non_neg_integer(), boolean(), [term()]) ->
                        loss_state().


      


Record that a packet was sent with frames. Samples the send time itself. Callers that already hold a Now should use on_packet_sent/6 to avoid a duplicate monotonic_time/1 BIF call.

  



  
    
      
    
    
      on_packet_sent(Loss_state, PacketNumber, Size, AckEliciting, Frames, Now)



        
          
        

    

  


  

      

          -spec on_packet_sent(loss_state(), non_neg_integer(), non_neg_integer(), boolean(), [term()], integer()) ->
                        loss_state().


      


Like on_packet_sent/5 but uses the caller-supplied monotonic millisecond timestamp. The connection send loop reuses one Now per packet for both loss tracking and last_activity, saving a BIF call.

  



  
    
      
    
    
      on_pto_expired(Loss_state)



        
          
        

    

  


  

      

          -spec on_pto_expired(loss_state()) -> loss_state().


      


Handle PTO expiration.

  



  
    
      
    
    
      pto_count(Loss_state)



        
          
        

    

  


  

      

          -spec pto_count(loss_state()) -> non_neg_integer().


      


Get current PTO count.

  



  
    
      
    
    
      retransmittable_frames(Frames)



        
          
        

    

  


  

      

          -spec retransmittable_frames([term()]) -> [term()].


      


Filter frames to get only retransmittable ones. Per RFC 9002, PADDING, ACK, and CONNECTION_CLOSE frames are not retransmitted.

  



  
    
      
    
    
      rtt_var(Loss_state)



        
          
        

    

  


  

      

          -spec rtt_var(loss_state()) -> non_neg_integer().


      


Get the RTT variance.

  



  
    
      
    
    
      sent_packets(Loss_state)



        
          
        

    

  


  

      

          -spec sent_packets(loss_state()) ->
                      #{non_neg_integer() =>
                            #sent_packet{pn :: non_neg_integer(),
                                         time_sent :: non_neg_integer(),
                                         ack_eliciting :: boolean(),
                                         in_flight :: boolean(),
                                         size :: non_neg_integer(),
                                         frames :: [term()]}}.


      


Get all sent packets. Returned as a map for API compatibility. Built on demand from the queue; intended for tests and diagnostics, not the hot path.

  



  
    
      
    
    
      smoothed_rtt(Loss_state)



        
          
        

    

  


  

      

          -spec smoothed_rtt(loss_state()) -> non_neg_integer().


      


Get the smoothed RTT.

  



  
    
      
    
    
      stream_has_unacked_below(Loss_state, StreamId, ReliableSize)



        
          
        

    

  


  

      

          -spec stream_has_unacked_below(loss_state(), non_neg_integer(), non_neg_integer()) -> boolean().


      



  



  
    
      
    
    
      update_rtt(Loss_state, LatestRTT, AckDelay)



        
          
        

    

  


  

      

          -spec update_rtt(loss_state(), non_neg_integer(), non_neg_integer()) -> loss_state().


      


Update RTT estimates with a new sample.

  


        

      


  

    
quic_ticket 
    



      
Session ticket storage and PSK derivation for 0-RTT.
This module handles: - Storing and retrieving NewSessionTicket messages - Deriving PSK from resumption_master_secret - Managing ticket lifetimes and early data limits

      


      
        Summary


  
    Types
  


    
      
        session_ticket/0

      


    


    
      
        ticket_store/0

      


    





  
    Functions
  


    
      
        build_new_session_ticket(Session_ticket)

      


        Build a NewSessionTicket message.



    


    
      
        clear_expired(Store)

      


        Remove all expired tickets from the store.



    


    
      
        clear_ticket(ServerName, Store)

      


        Remove a ticket for a server.



    


    
      
        create_ticket(ServerName, ResumptionSecret, MaxEarlyData, Cipher, ALPN)

      


        Create a session ticket from connection state. This is used by the server to issue tickets to clients.



    


    
      
        derive_psk(ResumptionSecret, Session_ticket)

      


        Derive PSK from resumption_master_secret and ticket nonce. RFC 8446 Section 4.6.1: PSK = HKDF-Expand-Label(resumption_master_secret, "resumption", ticket_nonce, Hash.length)



    


    
      
        derive_resumption_secret(Cipher, MasterSecret, TranscriptHash, ClientFinished)

      


        Derive the resumption_master_secret from the master secret. RFC 8446 Section 7.1: resumption_master_secret = Derive-Secret(Master Secret, "res master", ClientHello..client Finished)



    


    
      
        lookup_ticket(ServerName, Store)

      


        Look up a ticket for a server. Returns {ok, Ticket} if found and not expired, error otherwise.



    


    
      
        new_store()

      


        Create a new empty ticket store.



    


    
      
        parse_new_session_ticket(_)

      


        Parse a NewSessionTicket message from the server. RFC 8446 Section 4.6.1: struct { uint32 ticket_lifetime; uint32 ticket_age_add; opaque ticket_nonce<0..255>; opaque ticket<1..2^16-1>; Extension extensions<0..2^16-2>; } NewSessionTicket;



    


    
      
        store_ticket(ServerName, Ticket, Store)

      


        Store a session ticket for a server. The ticket is indexed by server name.



    





      


      
        Types


        


  
    
      
    
    
      session_ticket/0



        
          
        

    

  


  

      

          -type session_ticket() ::
          #session_ticket{server_name :: binary(),
                          ticket :: binary(),
                          lifetime :: non_neg_integer(),
                          age_add :: non_neg_integer(),
                          nonce :: binary(),
                          resumption_secret :: binary(),
                          max_early_data :: non_neg_integer(),
                          received_at :: non_neg_integer(),
                          cipher :: atom(),
                          alpn :: binary() | undefined}.


      



  



  
    
      
    
    
      ticket_store/0



        
          
        

    

  


  

      

          -type ticket_store() ::
          #{binary() =>
                #session_ticket{server_name :: binary(),
                                ticket :: binary(),
                                lifetime :: non_neg_integer(),
                                age_add :: non_neg_integer(),
                                nonce :: binary(),
                                resumption_secret :: binary(),
                                max_early_data :: non_neg_integer(),
                                received_at :: non_neg_integer(),
                                cipher :: atom(),
                                alpn :: binary() | undefined}}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      build_new_session_ticket(Session_ticket)



        
          
        

    

  


  

      

          -spec build_new_session_ticket(#session_ticket{server_name :: binary(),
                                               ticket :: binary(),
                                               lifetime :: non_neg_integer(),
                                               age_add :: non_neg_integer(),
                                               nonce :: binary(),
                                               resumption_secret :: binary(),
                                               max_early_data :: non_neg_integer(),
                                               received_at :: non_neg_integer(),
                                               cipher :: atom(),
                                               alpn :: binary() | undefined}) ->
                                  binary().


      


Build a NewSessionTicket message.

  



  
    
      
    
    
      clear_expired(Store)



        
          
        

    

  


  

      

          -spec clear_expired(ticket_store()) -> ticket_store().


      


Remove all expired tickets from the store.

  



  
    
      
    
    
      clear_ticket(ServerName, Store)



        
          
        

    

  


  

      

          -spec clear_ticket(binary(), ticket_store()) -> ticket_store().


      


Remove a ticket for a server.

  



  
    
      
    
    
      create_ticket(ServerName, ResumptionSecret, MaxEarlyData, Cipher, ALPN)



        
          
        

    

  


  

      

          -spec create_ticket(binary(), binary(), non_neg_integer(), atom(), binary() | undefined) ->
                       #session_ticket{server_name :: binary(),
                                       ticket :: binary(),
                                       lifetime :: non_neg_integer(),
                                       age_add :: non_neg_integer(),
                                       nonce :: binary(),
                                       resumption_secret :: binary(),
                                       max_early_data :: non_neg_integer(),
                                       received_at :: non_neg_integer(),
                                       cipher :: atom(),
                                       alpn :: binary() | undefined}.


      


Create a session ticket from connection state. This is used by the server to issue tickets to clients.

  



  
    
      
    
    
      derive_psk(ResumptionSecret, Session_ticket)



        
          
        

    

  


  

      

          -spec derive_psk(binary(),
                 #session_ticket{server_name :: binary(),
                                 ticket :: binary(),
                                 lifetime :: non_neg_integer(),
                                 age_add :: non_neg_integer(),
                                 nonce :: binary(),
                                 resumption_secret :: binary(),
                                 max_early_data :: non_neg_integer(),
                                 received_at :: non_neg_integer(),
                                 cipher :: atom(),
                                 alpn :: binary() | undefined}) ->
                    binary().


      


Derive PSK from resumption_master_secret and ticket nonce. RFC 8446 Section 4.6.1: PSK = HKDF-Expand-Label(resumption_master_secret, "resumption", ticket_nonce, Hash.length)

  



  
    
      
    
    
      derive_resumption_secret(Cipher, MasterSecret, TranscriptHash, ClientFinished)



        
          
        

    

  


  

      

          -spec derive_resumption_secret(atom(), binary(), binary(), binary()) -> binary().


      


Derive the resumption_master_secret from the master secret. RFC 8446 Section 7.1: resumption_master_secret = Derive-Secret(Master Secret, "res master", ClientHello..client Finished)

  



  
    
      
    
    
      lookup_ticket(ServerName, Store)



        
          
        

    

  


  

      

          -spec lookup_ticket(binary(), ticket_store()) -> {ok, session_ticket()} | error.


      


Look up a ticket for a server. Returns {ok, Ticket} if found and not expired, error otherwise.

  



  
    
      
    
    
      new_store()



        
          
        

    

  


  

      

          -spec new_store() -> ticket_store().


      


Create a new empty ticket store.

  



  
    
      
    
    
      parse_new_session_ticket(_)



        
          
        

    

  


  

      

          -spec parse_new_session_ticket(binary()) ->
                                  {ok,
                                   #{lifetime := non_neg_integer(),
                                     age_add := non_neg_integer(),
                                     nonce := binary(),
                                     ticket := binary(),
                                     max_early_data := non_neg_integer()}} |
                                  {error, term()}.


      


Parse a NewSessionTicket message from the server. RFC 8446 Section 4.6.1: struct { uint32 ticket_lifetime; uint32 ticket_age_add; opaque ticket_nonce<0..255>; opaque ticket<1..2^16-1>; Extension extensions<0..2^16-2>; } NewSessionTicket;

  



  
    
      
    
    
      store_ticket(ServerName, Ticket, Store)



        
          
        

    

  


  

      

          -spec store_ticket(binary(), session_ticket(), ticket_store()) -> ticket_store().


      


Store a session ticket for a server. The ticket is indexed by server name.

  


        

      


  

    
quic_discovery behaviour
    



      
Behaviour definition for node discovery backends.
Discovery modules are used to locate nodes in a QUIC cluster without requiring EPMD. Implementations can use:
- Static configuration - DNS SRV records - Consul/etcd/Kubernetes service discovery - Custom protocols
[bookmark: Implementing_a_Backend]Implementing a Backend
   -module(my_discovery).
   -behaviour(quic_discovery).
  
   -export([init/1, register/3, lookup/2, list_nodes/1]).
  
   init(Opts) ->
       %% Initialize backend state
       {ok, State}.
  
   register(NodeName, Port, State) ->
       %% Register this node
       {ok, State}.
  
   lookup(NodeName, Host) ->
       %% Find a node's address
       {ok, {IP, Port}} | {error, not_found}.
  
   list_nodes(Host) ->
       %% List all known nodes
       {ok, [{NodeName, Port}]}.

      


      
        Summary


  
    Callbacks
  


    
      
        init/1

      


    


    
      
        list_nodes/1

      


    


    
      
        lookup/2

      


    


    
      
        register/3

      


    





  
    Functions
  


    
      
        list_nodes(Host)

      


        List all known nodes.



    


    
      
        lookup(Node, Host)

      


        Look up a node's address using the configured discovery module.



    


    
      
        register_node(NodeName, Port, Opts)

      


        Register this node with the discovery backend.



    





      


      
        Callbacks


        


  
    
      
    
    
      init/1


        (optional)


        
          
        

    

  


  

      

          -callback init(Opts :: proplists:proplist() | map()) -> {ok, State :: term()} | {error, Reason :: term()}.


      



  



  
    
      
    
    
      list_nodes/1


        (optional)


        
          
        

    

  


  

      

          -callback list_nodes(Host :: string()) ->
                        {ok, [{NodeName :: atom(), inet:port_number()}]} | {error, Reason :: term()}.


      



  



  
    
      
    
    
      lookup/2



        
          
        

    

  


  

      

          -callback lookup(NodeName :: atom(), Host :: string()) ->
                    {ok, {inet:ip_address() | string(), inet:port_number()}} | {error, Reason :: term()}.


      



  



  
    
      
    
    
      register/3


        (optional)


        
          
        

    

  


  

      

          -callback register(NodeName :: atom(), Port :: inet:port_number(), State :: term()) ->
                      {ok, State :: term()} | {error, Reason :: term()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      list_nodes(Host)



        
          
        

    

  


  

      

          -spec list_nodes(Host :: string()) -> {ok, [{atom(), inet:port_number()}]} | {error, term()}.


      


List all known nodes.

  



  
    
      
    
    
      lookup(Node, Host)



        
          
        

    

  


  

      

          -spec lookup(Node :: node(), Host :: string()) ->
                {ok, {inet:ip_address() | string(), inet:port_number()}} | {error, term()}.


      


Look up a node's address using the configured discovery module.

  



  
    
      
    
    
      register_node(NodeName, Port, Opts)



        
          
        

    

  


  

      

          -spec register_node(NodeName :: atom(), Port :: inet:port_number(), Opts :: proplists:proplist()) ->
                       ok | {error, term()}.


      


Register this node with the discovery backend.

  


        

      


  

    
quic_discovery_dns 
    



      
DNS SRV record discovery backend.
This backend uses DNS SRV records to discover nodes in a cluster. It queries _erlang-dist._quic.{domain}` for SRV records. == Configuration == In sys.config: ``` {quic, [ {dist, [ {discovery_module, quic_discovery_dns}, {dns_domain, "cluster.example.com"}, {dns_ttl, 30} % Cache TTL in seconds ]} ]}''
[bookmark: DNS_Records]DNS Records
   _erlang-dist._quic.cluster.example.com. SRV 0 0 4433 node1.cluster.example.com.
   _erlang-dist._quic.cluster.example.com. SRV 0 0 4433 node2.cluster.example.com.

      


      
        Summary


  
    Functions
  


    
      
        init(Opts)

      


        Initialize DNS discovery backend.



    


    
      
        list_nodes(Host)

      


        List all nodes via DNS SRV query.



    


    
      
        lookup(NodeName, Host)

      


        Look up a node's address via DNS.



    





      


      
        Functions


        


  
    
      
    
    
      init(Opts)



        
          
        

    

  


  

      

          -spec init(Opts :: proplists:proplist() | map()) -> {ok, map()}.


      


Initialize DNS discovery backend.

  



  
    
      
    
    
      list_nodes(Host)



        
          
        

    

  


  

      

          -spec list_nodes(Host :: string()) -> {ok, [{atom(), inet:port_number()}]} | {error, term()}.


      


List all nodes via DNS SRV query.

  



  
    
      
    
    
      lookup(NodeName, Host)



        
          
        

    

  


  

      

          -spec lookup(NodeName :: atom(), Host :: string()) ->
                {ok, {inet:ip_address() | string(), inet:port_number()}} | {error, term()}.


      


Look up a node's address via DNS.

  


        

      


  

    
quic_discovery_static 
    



      
Static node discovery backend.
This backend uses a static list of nodes configured in the application environment or vm.args.
[bookmark: Configuration]Configuration
In sys.config:
   {quic, [
     {dist, [
       {discovery_module, quic_discovery_static},
       {nodes, [
         {'node1@host1', {"192.168.1.1", 4433}},
         {'node2@host2', {"192.168.1.2", 4433}}
       ]}
     ]}
   ]}
In vm.args:
   -quic_dist nodes [{'node1@host1',{"192.168.1.1",4433}}]

      


      
        Summary


  
    Functions
  


    
      
        init(Opts)

      


        Initialize the static discovery backend.



    


    
      
        list_nodes(Host)

      


        List all known nodes.



    


    
      
        lookup(NodeName, Host)

      


        Look up a node's address.



    


    
      
        register(NodeName, Address)

      


        Register a node with its address directly. This is a simplified API for manual registration during testing or when you need to add a node outside of the behaviour callback. Address can be {IP, Port} where IP is a tuple or string.



    


    
      
        register(NodeName, Port, State)

      


        Register a node in the static table. This allows runtime updates to the node list.



    


    
      
        unregister(NodeName)

      


        Unregister a node.



    





      


      
        Functions


        


  
    
      
    
    
      init(Opts)



        
          
        

    

  


  

      

          -spec init(Opts :: proplists:proplist() | map()) -> {ok, map()}.


      


Initialize the static discovery backend.

  



  
    
      
    
    
      list_nodes(Host)



        
          
        

    

  


  

      

          -spec list_nodes(Host :: string()) -> {ok, [{atom(), inet:port_number()}]}.


      


List all known nodes.

  



  
    
      
    
    
      lookup(NodeName, Host)



        
          
        

    

  


  

      

          -spec lookup(NodeName :: atom(), Host :: string()) ->
                {ok, {inet:ip_address() | string(), inet:port_number()}} | {error, not_found}.


      


Look up a node's address.

  



  
    
      
    
    
      register(NodeName, Address)



        
          
        

    

  


  

      

          -spec register(NodeName :: atom(), Address :: {inet:ip_address() | string(), inet:port_number()}) -> ok.


      


Register a node with its address directly. This is a simplified API for manual registration during testing or when you need to add a node outside of the behaviour callback. Address can be {IP, Port} where IP is a tuple or string.

  



  
    
      
    
    
      register(NodeName, Port, State)



        
          
        

    

  


  

      

          -spec register(NodeName :: atom(), Port :: inet:port_number(), State :: map()) -> {ok, map()}.


      


Register a node in the static table. This allows runtime updates to the node list.

  



  
    
      
    
    
      unregister(NodeName)



        
          
        

    

  


  

      

          -spec unregister(NodeName :: atom()) -> ok.


      


Unregister a node.

  


        

      


  

    
quic_dist 
    



      
Erlang distribution protocol implementation over QUIC.
This module implements the Erlang distribution protocol callbacks using QUIC as the transport layer. It provides:
- Connection establishment via TLS 1.3 (built into QUIC) - Multiple streams for parallel message delivery - Head-of-line blocking avoidance - Connection migration for NAT traversal - 0-RTT reconnection for fast session resumption
[bookmark: Configuration]Configuration
Enable QUIC distribution in vm.args:
   -proto_dist quic
   -epmd_module quic_epmd
   -start_epmd false
Configure in sys.config:
   {quic, [
     {dist, [
       {cert_file, "/path/to/cert.pem"},
       {key_file, "/path/to/key.pem"},
       {cacert_file, "/path/to/ca.pem"},
       {verify, verify_peer}
     ]}
   ]}

      


      
        Summary


  
    Types
  


    
      
        stream_info/0

      


    


    
      
        stream_opt/0

      


    


    
      
        stream_ref/0

      


    





  
    Functions
  


    
      
        accept(Listen)

      


        Accept a connection from the distribution listener.



    


    
      
        accept_connection(AcceptPid, Socket, MyNode, Allowed, SetupTime)

      


        Handle an accepted connection. Called by net_kernel when a new connection is accepted.



    


    
      
        accept_streams(Node)

      


        Register to accept incoming user streams from a node. Joins the acceptor pool for the node. Multiple processes can register as acceptors. Incoming streams are assigned to acceptors using round-robin selection.



    


    
      
        address()

      


        Return the address family to use.



    


    
      
        clear_connect_options(Node)

      


        Drop any pending connect-option overrides for Node.



    


    
      
        close(Listen)

      


        Close the distribution listener.



    


    
      
        close_stream(StreamRef)

      


        Close a user stream gracefully. This sends a FIN to the peer. When both sides have sent FIN, the owner receives {quic_dist_stream, StreamRef, closed}.



    


    
      
        controlling_process(StreamRef, NewOwner)

      


        Transfer stream ownership to another process. The new owner will receive all subsequent messages for this stream.



    


    
      
        get_connect_options(Node)

      


        Look up the pending connect-option overrides for Node without consuming them. Returns an empty map if none are registered.



    


    
      
        get_controller(Node)

      


        Get the distribution controller for a connected node. Returns {ok, ControllerPid} if the node is connected, {error, not_connected} otherwise.



    


    
      
        is_node_name(Node)

      


        Check if a node name is valid.



    


    
      
        list_streams()

      


        List all user streams across all connected nodes.



    


    
      
        list_streams(Node)

      


        List user streams for a specific connected node.



    


    
      
        listen(Name)

      


        Start listening for incoming distribution connections.



    


    
      
        listen(Name, Opts)

      


        Start listening with options.



    


    
      
        open_stream(Node)

      


        Open a bidirectional user stream to a connected node. Returns {ok, StreamRef} on success where StreamRef can be used with send/2,3 and close_stream/1. The caller becomes the stream owner.



    


    
      
        open_stream(Node, Options)

      


        Open a bidirectional user stream with options. Options: {priority, 16..255} - Stream priority (default: 128, lower = higher priority) Note: priorities 0-15 are reserved for distribution



    


    
      
        reset_stream(StreamRef)

      


        Reset/cancel a user stream immediately (notifies peer). Uses default error code 0.



    


    
      
        reset_stream(StreamRef, ErrorCode)

      


        Reset/cancel a user stream with a specific error code. The peer receives the reset notification immediately.



    


    
      
        select(Node)

      


        Check if this distribution module should be used for the given node. Returns true if the node name is valid and we can potentially connect.



    


    
      
        send(StreamRef, Data)

      


        Send data on a user stream. Equivalent to send(StreamRef, Data, false).



    


    
      
        send(StreamRef, Data, Fin)

      


        Send data on a user stream. When Fin is true, this marks the end of data on this stream (half-close).



    


    
      
        set_connect_options(Node, Opts)

      


        Register per-node connect-time option overrides for the next setup/5 attempt against Node. The map is merged on top of the defaults that connect_to_node/7 builds, so callers can override any key, including socket_backend and socket_adapter to route the underlying UDP packets through a custom transport (for example a MASQUE CONNECT-UDP tunnel), or external_psk to authenticate this peer with a different identity/secret than the cluster-wide default. See docs/PSK.md for the PSK option shapes.



    


    
      
        setup(Node, Type, MyNode, LongOrShortNames, SetupTime)

      


        Set up an outgoing distribution connection. Called by net_kernel to establish a connection to another node.



    


    
      
        stop_accepting(Node)

      


        Stop accepting incoming user streams from a node. Removes the calling process from the acceptor pool.



    





      


      
        Types


        


  
    
      
    
    
      stream_info/0



        
          
        

    

  


  

      

          -type stream_info() ::
          #{ref => stream_ref(),
            node => node(),
            stream_id => non_neg_integer(),
            owner => pid(),
            priority => 16..255,
            recv_fin => boolean(),
            send_fin => boolean()}.


      



  



  
    
      
    
    
      stream_opt/0



        
          
        

    

  


  

      

          -type stream_opt() :: {priority, 16..255}.


      



  



  
    
      
    
    
      stream_ref/0



        
          
        

    

  


  

      

          -type stream_ref() :: {quic_dist_stream, node(), non_neg_integer()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      accept(Listen)



        
          
        

    

  


  

      

          -spec accept(Listen :: term()) -> AcceptPid :: pid().


      


Accept a connection from the distribution listener.

  



  
    
      
    
    
      accept_connection(AcceptPid, Socket, MyNode, Allowed, SetupTime)



        
          
        

    

  


  

      

          -spec accept_connection(AcceptPid :: pid(),
                        Socket :: term(),
                        MyNode :: node(),
                        Allowed :: term(),
                        SetupTime :: non_neg_integer()) ->
                           pid().


      


Handle an accepted connection. Called by net_kernel when a new connection is accepted.

  



  
    
      
    
    
      accept_streams(Node)



        
          
        

    

  


  

      

          -spec accept_streams(Node :: node()) -> ok | {error, term()}.


      


Register to accept incoming user streams from a node. Joins the acceptor pool for the node. Multiple processes can register as acceptors. Incoming streams are assigned to acceptors using round-robin selection.
When a new stream arrives, one acceptor receives: {quic_dist_stream, StreamRef, {data, Data, Fin}}
The acceptor automatically becomes the stream owner (implicit ownership). Use controlling_process/2 to transfer ownership to a worker process.
If no acceptors are registered, incoming streams are refused with RESET.

  



  
    
      
    
    
      address()



        
          
        

    

  


  

      

          -spec address() -> #net_address{address :: term(), host :: term(), protocol :: term(), family :: term()}.


      


Return the address family to use.

  



  
    
      
    
    
      clear_connect_options(Node)



        
          
        

    

  


  

      

          -spec clear_connect_options(node()) -> ok.


      


Drop any pending connect-option overrides for Node.

  



  
    
      
    
    
      close(Listen)



        
          
        

    

  


  

      

          -spec close(Listen :: term()) -> ok.


      


Close the distribution listener.

  



  
    
      
    
    
      close_stream(StreamRef)



        
          
        

    

  


  

      

          -spec close_stream(StreamRef :: stream_ref()) -> ok | {error, term()}.


      


Close a user stream gracefully. This sends a FIN to the peer. When both sides have sent FIN, the owner receives {quic_dist_stream, StreamRef, closed}.

  



  
    
      
    
    
      controlling_process(StreamRef, NewOwner)



        
          
        

    

  


  

      

          -spec controlling_process(StreamRef :: stream_ref(), NewOwner :: pid()) -> ok | {error, term()}.


      


Transfer stream ownership to another process. The new owner will receive all subsequent messages for this stream.

  



  
    
      
    
    
      get_connect_options(Node)



        
          
        

    

  


  

      

          -spec get_connect_options(node()) -> map().


      


Look up the pending connect-option overrides for Node without consuming them. Returns an empty map if none are registered.

  



  
    
      
    
    
      get_controller(Node)



        
          
        

    

  


  

      

          -spec get_controller(Node :: node()) -> {ok, pid()} | {error, not_connected | not_quic_connection}.


      


Get the distribution controller for a connected node. Returns {ok, ControllerPid} if the node is connected, {error, not_connected} otherwise.

  



  
    
      
    
    
      is_node_name(Node)



        
          
        

    

  


  

      

          -spec is_node_name(atom()) -> boolean().


      


Check if a node name is valid.

  



  
    
      
    
    
      list_streams()



        
          
        

    

  


  

      

          -spec list_streams() -> [stream_info()].


      


List all user streams across all connected nodes.

  



  
    
      
    
    
      list_streams(Node)



        
          
        

    

  


  

      

          -spec list_streams(Node :: node()) -> [stream_info()].


      


List user streams for a specific connected node.

  



  
    
      
    
    
      listen(Name)



        
          
        

    

  


  

      

          -spec listen(Name :: atom()) ->
                {ok, {LSocket :: term(), TcpAddress :: term(), Creation :: non_neg_integer()}} |
                {error, Reason :: term()}.


      


Start listening for incoming distribution connections.

  



  
    
      
    
    
      listen(Name, Opts)



        
          
        

    

  


  

      

          -spec listen(Name :: atom(), Opts :: map()) ->
                {ok, {LSocket :: term(), TcpAddress :: term(), Creation :: non_neg_integer()}} |
                {error, Reason :: term()}.


      


Start listening with options.

  



  
    
      
    
    
      open_stream(Node)



        
          
        

    

  


  

      

          -spec open_stream(Node :: node()) -> {ok, stream_ref()} | {error, term()}.


      


Open a bidirectional user stream to a connected node. Returns {ok, StreamRef} on success where StreamRef can be used with send/2,3 and close_stream/1. The caller becomes the stream owner.

  



  
    
      
    
    
      open_stream(Node, Options)



        
          
        

    

  


  

      

          -spec open_stream(Node :: node(), Options :: [stream_opt()]) -> {ok, stream_ref()} | {error, term()}.


      


Open a bidirectional user stream with options. Options: {priority, 16..255} - Stream priority (default: 128, lower = higher priority) Note: priorities 0-15 are reserved for distribution

  



  
    
      
    
    
      reset_stream(StreamRef)



        
          
        

    

  


  

      

          -spec reset_stream(StreamRef :: stream_ref()) -> ok | {error, term()}.


      


Reset/cancel a user stream immediately (notifies peer). Uses default error code 0.

  



  
    
      
    
    
      reset_stream(StreamRef, ErrorCode)



        
          
        

    

  


  

      

          -spec reset_stream(StreamRef :: stream_ref(), ErrorCode :: non_neg_integer()) -> ok | {error, term()}.


      


Reset/cancel a user stream with a specific error code. The peer receives the reset notification immediately.

  



  
    
      
    
    
      select(Node)



        
          
        

    

  


  

      

          -spec select(node()) -> boolean().


      


Check if this distribution module should be used for the given node. Returns true if the node name is valid and we can potentially connect.

  



  
    
      
    
    
      send(StreamRef, Data)



        
          
        

    

  


  

      

          -spec send(StreamRef :: stream_ref(), Data :: iodata()) -> ok | {error, term()}.


      


Send data on a user stream. Equivalent to send(StreamRef, Data, false).

  



  
    
      
    
    
      send(StreamRef, Data, Fin)



        
          
        

    

  


  

      

          -spec send(StreamRef :: stream_ref(), Data :: iodata(), Fin :: boolean()) -> ok | {error, term()}.


      


Send data on a user stream. When Fin is true, this marks the end of data on this stream (half-close).

  



  
    
      
    
    
      set_connect_options(Node, Opts)



        
          
        

    

  


  

      

          -spec set_connect_options(node(), map()) -> ok.


      


Register per-node connect-time option overrides for the next setup/5 attempt against Node. The map is merged on top of the defaults that connect_to_node/7 builds, so callers can override any key, including socket_backend and socket_adapter to route the underlying UDP packets through a custom transport (for example a MASQUE CONNECT-UDP tunnel), or external_psk to authenticate this peer with a different identity/secret than the cluster-wide default. See docs/PSK.md for the PSK option shapes.
The entry is consumed once (the first matching connect_to_node call clears it). Use clear_connect_options/1 to drop it without triggering a connect.

  



  
    
      
    
    
      setup(Node, Type, MyNode, LongOrShortNames, SetupTime)



        
          
        

    

  


  

      

          -spec setup(Node :: node(),
            Type :: atom(),
            MyNode :: node(),
            LongOrShortNames :: shortnames | longnames,
            SetupTime :: non_neg_integer()) ->
               pid().


      


Set up an outgoing distribution connection. Called by net_kernel to establish a connection to another node.

  



  
    
      
    
    
      stop_accepting(Node)



        
          
        

    

  


  

      

          -spec stop_accepting(Node :: node()) -> ok | {error, term()}.


      


Stop accepting incoming user streams from a node. Removes the calling process from the acceptor pool.

  


        

      


  

    
quic_dist_controller 
    



      
Per-connection distribution controller.
This module manages a single distribution connection over QUIC, handling:
- Control stream (stream 0) for handshake and tick messages - Data stream pool for distribution messages - Message framing with length prefixes - Tick handling for connection liveness - Stream prioritization
[bookmark: Stream_Layout]Stream Layout
Stream 0: Control (urgency 0) - Distribution handshake messages - Tick messages - Link/monitor signals
Streams 4,8,12...: Data (urgency 4-6) - Regular distribution messages - Round-robin scheduling

      


      
        Summary


  
    Functions
  


    
      
        accept_user_streams(Controller, Acceptor)

      


        Register to accept incoming user streams. The controller auto-assigns ownership of each new incoming stream to the registered acceptor and delivers data directly as {quic_dist_stream, StreamRef, {data, Data, Fin}} messages. No prior {incoming, StreamId} handshake.



    


    
      
        callback_mode()

      


    


    
      
        close_user_stream(Controller, StreamId)

      


        Close a user stream.



    


    
      
        code_change(OldVsn, StateName, State, Extra)

      


    


    
      
        connected(EventType, OldState, State)

      


    


    
      
        controlling_process(Controller, StreamId, NewOwner)

      


        Transfer stream ownership to another process.



    


    
      
        get_address(Controller, Node)

      


        Get address information for the connection.



    


    
      
        get_node(Controller)

      


        Get the other node name.



    


    
      
        getll(Controller)

      


        Get low-level controller (self).



    


    
      
        getstat(Controller)

      


        Get connection statistics.



    


    
      
        handshaking(EventType, OldState, State)

      


    


    
      
        init(_)

      


    


    
      
        init_state(EventType, OldState, State)

      


    


    
      
        list_user_streams(Controller)

      


        List all user streams. Returns a list of stream info maps.



    


    
      
        open_user_stream(Controller, Owner)

      


        Open a user stream for application use. Returns {ok, StreamId} on success.



    


    
      
        open_user_stream(Controller, Owner, Opts)

      


        Open a user stream with options. Options: {priority, 16..255} - Stream priority (default: 128, lower = higher priority)



    


    
      
        pre_nodeup(Controller)

      


        Pre-nodeup callback - sends dist_ctrlr message to kernel. Called by f_setopts_pre_nodeup. SetupPid is the calling process.



    


    
      
        recv(Controller, Length, Timeout)

      


        Receive data from the control stream.



    


    
      
        reset_user_stream(Controller, StreamId)

      


        Reset/cancel a user stream (notifies peer immediately). Uses default error code 0.



    


    
      
        reset_user_stream(Controller, StreamId, ErrorCode)

      


        Reset/cancel a user stream with a specific error code.



    


    
      
        send(Controller, Data)

      


        Send data on the control stream.



    


    
      
        send_user_data(Controller, StreamId, Data, Fin)

      


        Send data on a user stream. Fin=true marks the end of data on this stream.



    


    
      
        set_node(Controller, Node)

      


        Set the other node name.



    


    
      
        set_supervisor(Controller, Supervisor)

      


        Set the supervisor process (kernel).



    


    
      
        start_link(Conn, Role)

      


        Start a controller for a QUIC distribution connection.



    


    
      
        stop_accepting_streams(Controller)

      


        Stop accepting incoming user streams.



    


    
      
        terminate(Reason, StateName, State)

      


    


    
      
        tick(Controller)

      


        Send a tick message.



    





      


      
        Functions


        


  
    
      
    
    
      accept_user_streams(Controller, Acceptor)



        
          
        

    

  


  

      

          -spec accept_user_streams(Controller :: pid(), Acceptor :: pid()) -> ok | {error, term()}.


      


Register to accept incoming user streams. The controller auto-assigns ownership of each new incoming stream to the registered acceptor and delivers data directly as {quic_dist_stream, StreamRef, {data, Data, Fin}} messages. No prior {incoming, StreamId} handshake.

  



  
    
      
    
    
      callback_mode()



        
          
        

    

  


  


  



  
    
      
    
    
      close_user_stream(Controller, StreamId)



        
          
        

    

  


  

      

          -spec close_user_stream(Controller :: pid(), StreamId :: non_neg_integer()) -> ok | {error, term()}.


      


Close a user stream.

  



  
    
      
    
    
      code_change(OldVsn, StateName, State, Extra)



        
          
        

    

  


  


  



  
    
      
    
    
      connected(EventType, OldState, State)



        
          
        

    

  


  


  



  
    
      
    
    
      controlling_process(Controller, StreamId, NewOwner)



        
          
        

    

  


  

      

          -spec controlling_process(Controller :: pid(), StreamId :: non_neg_integer(), NewOwner :: pid()) ->
                             ok | {error, term()}.


      


Transfer stream ownership to another process.

  



  
    
      
    
    
      get_address(Controller, Node)



        
          
        

    

  


  

      

          -spec get_address(Controller :: pid(), Node :: node()) ->
                     {ok,
                      #net_address{address :: term(),
                                   host :: term(),
                                   protocol :: term(),
                                   family :: term()}}.


      


Get address information for the connection.

  



  
    
      
    
    
      get_node(Controller)



        
          
        

    

  


  

      

          -spec get_node(Controller :: pid()) -> {ok, node()} | undefined.


      


Get the other node name.

  



  
    
      
    
    
      getll(Controller)



        
          
        

    

  


  

      

          -spec getll(Controller :: pid()) -> {ok, pid()}.


      


Get low-level controller (self).

  



  
    
      
    
    
      getstat(Controller)



        
          
        

    

  


  

      

          -spec getstat(Controller :: pid()) ->
                 {ok,
                  RecvCnt :: non_neg_integer(),
                  SendCnt :: non_neg_integer(),
                  SendPend :: non_neg_integer()}.


      


Get connection statistics.

  



  
    
      
    
    
      handshaking(EventType, OldState, State)



        
          
        

    

  


  


  



  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      init_state(EventType, OldState, State)



        
          
        

    

  


  


  



  
    
      
    
    
      list_user_streams(Controller)



        
          
        

    

  


  

      

          -spec list_user_streams(Controller :: pid()) -> [map()].


      


List all user streams. Returns a list of stream info maps.

  



  
    
      
    
    
      open_user_stream(Controller, Owner)



        
          
        

    

  


  

      

          -spec open_user_stream(Controller :: pid(), Owner :: pid()) -> {ok, non_neg_integer()} | {error, term()}.


      


Open a user stream for application use. Returns {ok, StreamId} on success.

  



  
    
      
    
    
      open_user_stream(Controller, Owner, Opts)



        
          
        

    

  


  

      

          -spec open_user_stream(Controller :: pid(), Owner :: pid(), Opts :: list()) ->
                          {ok, non_neg_integer()} | {error, term()}.


      


Open a user stream with options. Options: {priority, 16..255} - Stream priority (default: 128, lower = higher priority)

  



  
    
      
    
    
      pre_nodeup(Controller)



        
          
        

    

  


  

      

          -spec pre_nodeup(Controller :: pid()) -> ok.


      


Pre-nodeup callback - sends dist_ctrlr message to kernel. Called by f_setopts_pre_nodeup. SetupPid is the calling process.

  



  
    
      
    
    
      recv(Controller, Length, Timeout)



        
          
        

    

  


  

      

          -spec recv(Controller :: pid(), Length :: non_neg_integer(), Timeout :: timeout()) ->
              {ok, [byte()]} | {error, term()}.


      


Receive data from the control stream.

  



  
    
      
    
    
      reset_user_stream(Controller, StreamId)



        
          
        

    

  


  

      

          -spec reset_user_stream(Controller :: pid(), StreamId :: non_neg_integer()) -> ok | {error, term()}.


      


Reset/cancel a user stream (notifies peer immediately). Uses default error code 0.

  



  
    
      
    
    
      reset_user_stream(Controller, StreamId, ErrorCode)



        
          
        

    

  


  

      

          -spec reset_user_stream(Controller :: pid(),
                        StreamId :: non_neg_integer(),
                        ErrorCode :: non_neg_integer()) ->
                           ok | {error, term()}.


      


Reset/cancel a user stream with a specific error code.

  



  
    
      
    
    
      send(Controller, Data)



        
          
        

    

  


  

      

          -spec send(Controller :: pid(), Data :: iodata()) -> ok | {error, term()}.


      


Send data on the control stream.

  



  
    
      
    
    
      send_user_data(Controller, StreamId, Data, Fin)



        
          
        

    

  


  

      

          -spec send_user_data(Controller :: pid(),
                     StreamId :: non_neg_integer(),
                     Data :: iodata(),
                     Fin :: boolean()) ->
                        ok | {error, term()}.


      


Send data on a user stream. Fin=true marks the end of data on this stream.

  



  
    
      
    
    
      set_node(Controller, Node)



        
          
        

    

  


  

      

          -spec set_node(Controller :: pid(), Node :: node()) -> ok.


      


Set the other node name.

  



  
    
      
    
    
      set_supervisor(Controller, Supervisor)



        
          
        

    

  


  

      

          -spec set_supervisor(Controller :: pid(), Supervisor :: pid()) -> ok.


      


Set the supervisor process (kernel).

  



  
    
      
    
    
      start_link(Conn, Role)



        
          
        

    

  


  

      

          -spec start_link(Conn :: pid(), Role :: client | server) -> {ok, pid()} | {error, term()}.


      


Start a controller for a QUIC distribution connection.

  



  
    
      
    
    
      stop_accepting_streams(Controller)



        
          
        

    

  


  

      

          -spec stop_accepting_streams(Controller :: pid()) -> ok.


      


Stop accepting incoming user streams.

  



  
    
      
    
    
      terminate(Reason, StateName, State)



        
          
        

    

  


  


  



  
    
      
    
    
      tick(Controller)



        
          
        

    

  


  

      

          -spec tick(Controller :: pid()) -> ok.


      


Send a tick message.

  


        

      


  

    
quic_dist_sup 
    



      
Supervisor for QUIC distribution components.
This module supervises: - Session ticket storage (quic_dist_tickets)

      


      
        Summary


  
    Functions
  


    
      
        init(Opts)

      


    


    
      
        start_link()

      


        Start the distribution supervisor.



    


    
      
        start_link(Opts)

      


        Start the distribution supervisor with options.



    





      


      
        Functions


        


  
    
      
    
    
      init(Opts)



        
          
        

    

  


  


  



  
    
      
    
    
      start_link()



        
          
        

    

  


  

      

          -spec start_link() -> {ok, pid()} | {error, term()}.


      


Start the distribution supervisor.

  



  
    
      
    
    
      start_link(Opts)



        
          
        

    

  


  

      

          -spec start_link(Opts :: proplists:proplist()) -> {ok, pid()} | {error, term()}.


      


Start the distribution supervisor with options.

  


        

      


  

    
quic_dist_tickets 
    



      
Session ticket storage for 0-RTT fast reconnection.
This module manages session tickets received from peer nodes, enabling 0-RTT reconnection which reduces connection latency significantly.
[bookmark: How_It_Works]How It Works
1. After a successful TLS handshake, the server sends session tickets 2. The client stores these tickets associated with the node name 3. On reconnection, the client can use the ticket for 0-RTT 4. Tickets expire after their lifetime and are cleaned up

      


      
        Summary


  
    Functions
  


    
      
        cleanup()

      


        Manually trigger cleanup of expired tickets.



    


    
      
        code_change(OldVsn, State, Extra)

      


    


    
      
        delete(Node)

      


        Delete a session ticket for a node.



    


    
      
        handle_call(Request, From, State)

      


    


    
      
        handle_cast(Msg, State)

      


    


    
      
        handle_info(Info, State)

      


    


    
      
        init(_)

      


    


    
      
        lookup(Node)

      


        Look up a session ticket for a node.



    


    
      
        start_link()

      


        Start the ticket storage server.



    


    
      
        store(Node, Ticket)

      


        Store a session ticket for a node.



    


    
      
        terminate(Reason, State)

      


    





      


      
        Functions


        


  
    
      
    
    
      cleanup()



        
          
        

    

  


  

      

          -spec cleanup() -> ok.


      


Manually trigger cleanup of expired tickets.

  



  
    
      
    
    
      code_change(OldVsn, State, Extra)



        
          
        

    

  


  


  



  
    
      
    
    
      delete(Node)



        
          
        

    

  


  

      

          -spec delete(Node :: node()) -> ok.


      


Delete a session ticket for a node.

  



  
    
      
    
    
      handle_call(Request, From, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_cast(Msg, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_info(Info, State)



        
          
        

    

  


  


  



  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      lookup(Node)



        
          
        

    

  


  

      

          -spec lookup(Node :: node()) -> {ok, term()} | {error, not_found | expired}.


      


Look up a session ticket for a node.

  



  
    
      
    
    
      start_link()



        
          
        

    

  


  

      

          -spec start_link() -> {ok, pid()} | {error, term()}.


      


Start the ticket storage server.

  



  
    
      
    
    
      store(Node, Ticket)



        
          
        

    

  


  

      

          -spec store(Node :: node(), Ticket :: term()) -> ok.


      


Store a session ticket for a node.

  



  
    
      
    
    
      terminate(Reason, State)



        
          
        

    

  


  


  


        

      


  

    
quic_epmd 
    



      
EPMD replacement module for QUIC distribution.
This module implements the erl_epmd behaviour to provide node discovery without requiring the traditional EPMD daemon. It delegates to the configured discovery backend.
[bookmark: Usage]Usage
   erl -proto_dist quic -epmd_module quic_epmd -start_epmd false

      


      
        Summary


  
    Functions
  


    
      
        address_please(Name, Host, AddressFamily)

      


        Get the address for a node. This is called when we need to connect to another node.



    


    
      
        names(Host)

      


        List all registered nodes on a host.



    


    
      
        port_please(Name, Host)

      


        Look up a node's port.



    


    
      
        port_please(Name, Host, Timeout)

      


        Look up a node's port with timeout.



    


    
      
        register_node(Name, Port)

      


        Register this node with the name server.



    


    
      
        register_node(Name, Port, Family)

      


        Register this node with address family.



    


    
      
        start_link()

      


        Start the EPMD replacement. This is a no-op since we don't need a separate process.



    





      


      
        Functions


        


  
    
      
    
    
      address_please(Name, Host, AddressFamily)



        
          
        

    

  


  

      

          -spec address_please(Name :: string(), Host :: string(), AddressFamily :: inet | inet6) ->
                        {ok, inet:ip_address()} |
                        {ok,
                         inet:ip_address(),
                         Port :: inet:port_number(),
                         Version :: non_neg_integer()} |
                        {error, term()}.


      


Get the address for a node. This is called when we need to connect to another node.

  



  
    
      
    
    
      names(Host)



        
          
        

    

  


  

      

          -spec names(Host :: string()) ->
               {ok, [{Name :: string(), Port :: inet:port_number()}]} | {error, term()}.


      


List all registered nodes on a host.

  



  
    
      
    
    
      port_please(Name, Host)



        
          
        

    

  


  

      

          -spec port_please(Name :: string(), Host :: string()) ->
                     {port, Port :: inet:port_number(), Version :: non_neg_integer()} | noport.


      


Look up a node's port.

  



  
    
      
    
    
      port_please(Name, Host, Timeout)



        
          
        

    

  


  

      

          -spec port_please(Name :: string(), Host :: string(), Timeout :: timeout()) ->
                     {port, Port :: inet:port_number(), Version :: non_neg_integer()} | noport.


      


Look up a node's port with timeout.

  



  
    
      
    
    
      register_node(Name, Port)



        
          
        

    

  


  

      

          -spec register_node(Name :: atom(), Port :: inet:port_number()) ->
                       {ok, Creation :: non_neg_integer()} | {error, term()}.


      


Register this node with the name server.

  



  
    
      
    
    
      register_node(Name, Port, Family)



        
          
        

    

  


  

      

          -spec register_node(Name :: atom(), Port :: inet:port_number(), Family :: inet | inet6) ->
                       {ok, Creation :: non_neg_integer()} | {error, term()}.


      


Register this node with address family.

  



  
    
      
    
    
      start_link()



        
          
        

    

  


  

      

          -spec start_link() -> {ok, pid()} | ignore.


      


Start the EPMD replacement. This is a no-op since we don't need a separate process.

  


        

      


  

    
quic_h3 
    



      
HTTP/3 client and server API.
This module provides the public interface for HTTP/3 connections built on top of QUIC transport.
[bookmark: Client_Usage]Client Usage
   %% Connect to an HTTP/3 server
   {ok, Conn} = quic_h3:connect("example.com", 443),
  
   %% Send a request
   Headers = [
       {<<":method">>, <<"GET">>},
       {<<":scheme">>, <<"https">>},
       {<<":path">>, <<"/">>},
       {<<":authority">>, <<"example.com">>}
   ],
   {ok, StreamId} = quic_h3:request(Conn, Headers),
  
   %% Receive response (async messages to owner)
   receive
       {quic_h3, Conn, {response, StreamId, Status, RespHeaders}} ->
           io:format("Status: ~p~n", [Status])
   end,
  
   %% Close connection
   ok = quic_h3:close(Conn).
[bookmark: Server_Usage]Server Usage
   %% Start an HTTP/3 server
   {ok, _} = quic_h3:start_server(my_server, 4433, #{
       cert => CertDer,
       key => KeyTerm,
       handler => fun handle_request/5
   }),
  
   %% Handler function
   handle_request(Conn, StreamId, Method, Path, Headers) ->
       quic_h3:send_response(Conn, StreamId, 200, [{<<"content-type">>, <<"text/plain">>}]),
       quic_h3:send_data(Conn, StreamId, <<"Hello, HTTP/3!">>, true).
[bookmark: Server_Push_(RFC_9114_Section_4.6)]Server Push (RFC 9114 Section 4.6)
Server push allows a server to pre-emptively send resources to a client.
Server side:
   %% In request handler, push associated resources
   {ok, PushId} = quic_h3:push(Conn, StreamId, [
       {<<":method">>, <<"GET">>},
       {<<":scheme">>, <<"https">>},
       {<<":authority">>, <<"example.com">>},
       {<<":path">>, <<"/style.css">>}
   ]),
   ok = quic_h3:send_push_response(Conn, PushId, 200,
       [{<<"content-type">>, <<"text/css">>}]),
   ok = quic_h3:send_push_data(Conn, PushId, CssBody, true).
Client side:
   %% Enable push after connecting
   ok = quic_h3:set_max_push_id(Conn, 10),
  
   %% Handle push notifications
   receive
       {quic_h3, Conn, {push_promise, PushId, ReqStreamId, Headers}} ->
           %% Server announced it will push this resource
           ok;
       {quic_h3, Conn, {push_response, PushId, Status, Headers}} ->
           %% Push response headers received
           ok;
       {quic_h3, Conn, {push_data, PushId, Data, Fin}} ->
           %% Push response data received
           ok
   end.
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        conn/0

      


    


    
      
        connect_opts/0

      


    


    
      
        connection_handler_fun/0

      


    


    
      
        error_code/0

      


    


    
      
        headers/0

      


    


    
      
        per_connection_opts/0

      


    


    
      
        push_id/0

      


    


    
      
        server_opts/0

      


    


    
      
        status/0

      


    


    
      
        stream_id/0

      


    


    
      
        stream_type_handler/0

      


    





  
    Functions
  


    
      
        cancel(Conn, StreamId)

      


        Cancel a stream with H3_REQUEST_CANCELLED error.



    


    
      
        cancel(Conn, StreamId, ErrorCode)

      


        Cancel a stream with a specific error code.



    


    
      
        cancel_push(Conn, PushId)

      


        Cancel a push (client only).



    


    
      
        close(Conn)

      


        Close the connection.



    


    
      
        connect(Host, Port)

      


        Connect to an HTTP/3 server.



    


    
      
        connect(Host, Port, Opts)

      


        Connect to an HTTP/3 server with options.



    


    
      
        early_data_accepted(Conn)

      


        Report whether the peer accepted 0-RTT early data.



    


    
      
        get_peer_settings(Conn)

      


        Get peer HTTP/3 settings.



    


    
      
        get_quic_conn(Conn)

      


        Get the underlying QUIC connection for an H3 connection.



    


    
      
        get_settings(Conn)

      


        Get local HTTP/3 settings.



    


    
      
        goaway(Conn)

      


        Initiate graceful shutdown.



    


    
      
        h3_datagrams_enabled(Conn)

      


        Whether both sides negotiated RFC 9297 support and the extension is live on this connection.



    


    
      
        max_datagram_size(Conn, StreamId)

      


        Max payload we can fit in one H3 DATAGRAM for the given stream. Returns 0 if RFC 9297 isn't live or the peer advertised 0 for max_datagram_frame_size.



    


    
      
        open_bidi_stream(Conn)

      


        Open a client-initiated bidirectional stream outside the H3 request/response flow. Equivalent to open_bidi_stream(Conn, undefined) — the stream is a plain request stream and the caller is responsible for HEADERS/DATA framing (typically not useful on its own; prefer the /2 form below).



    


    
      
        open_bidi_stream(Conn, SignalType)

      


        Open a client-initiated bidirectional stream and pre-claim it with an extension signal type (e.g. WebTransport's 16#41).



    


    
      
        push(Conn, RequestStreamId, Headers)

      


        Initiate a server push (server only).



    


    
      
        request(Conn, Headers)

      


        Send an HTTP request.



    


    
      
        request(Conn, Headers, Opts)

      


        Send an HTTP request with options.



    


    
      
        send_data(Conn, StreamId, Data)

      


        Send body data on a request stream.



    


    
      
        send_data(Conn, StreamId, Data, Fin)

      


        Send body data with fin flag.



    


    
      
        send_datagram(Conn, StreamId, Data)

      


        Send an HTTP Datagram bound to a request stream.



    


    
      
        send_push_data(Conn, PushId, Data, Fin)

      


        Send data on a push stream (server only).



    


    
      
        send_push_response(Conn, PushId, Status, Headers)

      


        Send response headers on a push stream (server only).



    


    
      
        send_response(Conn, StreamId, Status, Headers)

      


        Send an HTTP response (server only).



    


    
      
        send_trailers(Conn, StreamId, Trailers)

      


        Send trailers on a request stream.



    


    
      
        set_max_push_id(Conn, MaxPushId)

      


        Set the maximum push ID (client only).



    


    
      
        set_stream_handler(Conn, StreamId, HandlerPid)

      


        Register a handler to receive stream body data.



    


    
      
        set_stream_handler(Conn, StreamId, HandlerPid, Opts)

      


        Register a handler with options.



    


    
      
        start_server(Name, Port, Opts)

      


        Start an HTTP/3 server.



    


    
      
        stop_server(Name)

      


        Stop an HTTP/3 server.



    


    
      
        unset_stream_handler(Conn, StreamId)

      


        Unregister a stream handler.



    


    
      
        wait_connected(Conn, Timeout)

      


        Wait for H3 connection to be ready.



    





      


      
        Types


        


  
    
      
    
    
      conn/0



        
          
        

    

  


  

      

          -type conn() :: pid().


      



  



  
    
      
    
    
      connect_opts/0



        
          
        

    

  


  

      

          -type connect_opts() ::
          #{cert => binary(),
            key => term(),
            cacerts => [binary()],
            verify => verify_none | verify_peer,
            settings => map(),
            quic_opts => map(),
            stream_type_handler => stream_type_handler()}.


      



  



  
    
      
    
    
      connection_handler_fun/0



        
          
        

    

  


  

      

          -type connection_handler_fun() :: fun((QuicConnPid :: pid()) -> per_connection_opts()).


      



  



  
    
      
    
    
      error_code/0



        
          
        

    

  


  

      

          -type error_code() :: non_neg_integer().


      



  



  
    
      
    
    
      headers/0



        
          
        

    

  


  

      

          -type headers() :: [{binary(), binary()}].


      



  



  
    
      
    
    
      per_connection_opts/0



        
          
        

    

  


  

      

          -type per_connection_opts() ::
          #{owner => pid(),
            handler => fun((conn(), stream_id(), binary(), binary(), headers()) -> any()) | module(),
            settings => map(),
            stream_type_handler => stream_type_handler(),
            h3_datagram_enabled => boolean()}.


      



  



  
    
      
    
    
      push_id/0



        
          
        

    

  


  

      

          -type push_id() :: non_neg_integer().


      



  



  
    
      
    
    
      server_opts/0



        
          
        

    

  


  

      

          -type server_opts() ::
          #{cert := binary(),
            key := term(),
            handler => fun((conn(), stream_id(), binary(), binary(), headers()) -> any()) | module(),
            settings => map(),
            quic_opts => map(),
            stream_type_handler => stream_type_handler(),
            connection_handler => connection_handler_fun()}.


      



  



  
    
      
    
    
      status/0



        
          
        

    

  


  

      

          -type status() :: 100..599.


      



  



  
    
      
    
    
      stream_id/0



        
          
        

    

  


  

      

          -type stream_id() :: non_neg_integer().


      



  



  
    
      
    
    
      stream_type_handler/0



        
          
        

    

  


  

      

          -type stream_type_handler() :: fun((uni | bidi, stream_id(), non_neg_integer()) -> claim | ignore).


      



  


        

      

      
        Functions


        


  
    
      
    
    
      cancel(Conn, StreamId)



        
          
        

    

  


  

      

          -spec cancel(conn(), stream_id()) -> ok.


      


Cancel a stream with H3_REQUEST_CANCELLED error.

  



  
    
      
    
    
      cancel(Conn, StreamId, ErrorCode)



        
          
        

    

  


  

      

          -spec cancel(conn(), stream_id(), error_code()) -> ok.


      


Cancel a stream with a specific error code.

  



  
    
      
    
    
      cancel_push(Conn, PushId)



        
          
        

    

  


  

      

          -spec cancel_push(conn(), push_id()) -> ok.


      


Cancel a push (client only).
Sends CANCEL_PUSH to tell the server we don't want this push. Can be called after receiving a push_promise notification.

  



  
    
      
    
    
      close(Conn)



        
          
        

    

  


  

      

          -spec close(conn()) -> ok.


      


Close the connection.
Immediately closes the HTTP/3 connection and underlying QUIC connection.

  



  
    
      
    
    
      connect(Host, Port)



        
          
        

    

  


  

      

          -spec connect(Host, Port) -> {ok, conn()} | {error, term()}
                 when Host :: binary() | string() | inet:ip_address(), Port :: inet:port_number().


      


Connect to an HTTP/3 server.
Establishes a QUIC connection with ALPN "h3" and starts the HTTP/3 connection layer.
The calling process becomes the owner and will receive HTTP/3 events as messages.

  



  
    
      
    
    
      connect(Host, Port, Opts)



        
          
        

    

  


  

      

          -spec connect(Host, Port, Opts) -> {ok, conn()} | {error, term()}
                 when
                     Host :: binary() | string() | inet:ip_address(),
                     Port :: inet:port_number(),
                     Opts :: connect_opts().


      


Connect to an HTTP/3 server with options.
Options:
	sync - If true, wait for H3 connection to be established before returning. This ensures requests can be made immediately. Default: false.
	connect_timeout - Timeout in ms for sync connect. Default: 5000.


  



  
    
      
    
    
      early_data_accepted(Conn)



        
          
        

    

  


  

      

          -spec early_data_accepted(conn()) -> boolean() | unknown.


      


Report whether the peer accepted 0-RTT early data.
Returns true if the server accepted 0-RTT, false if it rejected the early data, or unknown before the handshake reaches a state where the outcome is known. RFC 9001 Section 4.6.

  



  
    
      
    
    
      get_peer_settings(Conn)



        
          
        

    

  


  

      

          -spec get_peer_settings(conn()) -> map() | undefined.


      


Get peer HTTP/3 settings.
Returns undefined if SETTINGS has not been received yet.

  



  
    
      
    
    
      get_quic_conn(Conn)



        
          
        

    

  


  

      

          -spec get_quic_conn(conn()) -> pid().


      


Get the underlying QUIC connection for an H3 connection.
Needed for WebTransport which uses native QUIC streams alongside H3.

  



  
    
      
    
    
      get_settings(Conn)



        
          
        

    

  


  

      

          -spec get_settings(conn()) -> map().


      


Get local HTTP/3 settings.

  



  
    
      
    
    
      goaway(Conn)



        
          
        

    

  


  

      

          -spec goaway(conn()) -> ok.


      


Initiate graceful shutdown.
Sends a GOAWAY frame to the peer. No new requests will be accepted, but existing streams will complete.

  



  
    
      
    
    
      h3_datagrams_enabled(Conn)



        
          
        

    

  


  

      

          -spec h3_datagrams_enabled(conn()) -> boolean().


      


Whether both sides negotiated RFC 9297 support and the extension is live on this connection.

  



  
    
      
    
    
      max_datagram_size(Conn, StreamId)



        
          
        

    

  


  

      

          -spec max_datagram_size(conn(), stream_id()) -> non_neg_integer().


      


Max payload we can fit in one H3 DATAGRAM for the given stream. Returns 0 if RFC 9297 isn't live or the peer advertised 0 for max_datagram_frame_size.

  



  
    
      
    
    
      open_bidi_stream(Conn)



        
          
        

    

  


  

      

          -spec open_bidi_stream(conn()) -> {ok, stream_id()} | {error, term()}.


      


Open a client-initiated bidirectional stream outside the H3 request/response flow. Equivalent to open_bidi_stream(Conn, undefined) — the stream is a plain request stream and the caller is responsible for HEADERS/DATA framing (typically not useful on its own; prefer the /2 form below).

  



  
    
      
    
    
      open_bidi_stream(Conn, SignalType)



        
          
        

    

  


  

      

          -spec open_bidi_stream(conn(), non_neg_integer() | undefined) -> {ok, stream_id()} | {error, term()}.


      


Open a client-initiated bidirectional stream and pre-claim it with an extension signal type (e.g. WebTransport's 16#41).
When SignalType is a non-negative integer, the stream is recorded in the H3 connection's claimed-bidi table. Subsequent inbound data on that stream bypasses the HTTP/3 request parser and is delivered to the connection owner as {quic_h3, Conn, {stream_type_data, bidi, StreamId, Data, Fin}}. The owner also receives {quic_h3, Conn, {stream_type_open, bidi, StreamId, SignalType}} at open time, mirroring the peer-initiated claimed-bidi path.
The caller sends the extension signal varint (and any session/header prefix) itself via send_data/4 — this API is extension-agnostic.
When SignalType is undefined, no claim is recorded and the stream behaves as a normal H3 request stream.

  



  
    
      
    
    
      push(Conn, RequestStreamId, Headers)



        
          
        

    

  


  

      

          -spec push(conn(), stream_id(), headers()) -> {ok, push_id()} | {error, term()}.


      


Initiate a server push (server only).
Sends a PUSH_PROMISE on the request stream and allocates a push ID. Returns the push ID for subsequent send_push_response/send_push_data calls.
The Headers should contain the pseudo-headers for the pushed request: :method, :scheme, :authority, and :path.

  



  
    
      
    
    
      request(Conn, Headers)



        
          
        

    

  


  

      

          -spec request(conn(), headers()) -> {ok, stream_id()} | {error, term()}.


      


Send an HTTP request.
Opens a new request stream and sends the HEADERS frame. Returns the stream ID for tracking the response.
Required pseudo-headers:
	:method - HTTP method (GET, POST, etc.)
	:scheme - URL scheme (https)
	:path - Request path
	:authority - Host authority


  



  
    
      
    
    
      request(Conn, Headers, Opts)



        
          
        

    

  


  

      

          -spec request(conn(), headers(), map()) -> {ok, stream_id()} | {error, term()}.


      


Send an HTTP request with options.

  



  
    
      
    
    
      send_data(Conn, StreamId, Data)



        
          
        

    

  


  

      

          -spec send_data(conn(), stream_id(), binary()) -> ok | {error, term()}.


      


Send body data on a request stream.
For clients, this sends request body data. For servers, this sends response body data.

  



  
    
      
    
    
      send_data(Conn, StreamId, Data, Fin)



        
          
        

    

  


  

      

          -spec send_data(conn(), stream_id(), binary(), boolean()) -> ok | {error, term()}.


      


Send body data with fin flag.
Set Fin to true to indicate the end of the body.

  



  
    
      
    
    
      send_datagram(Conn, StreamId, Data)



        
          
        

    

  


  

      

          -spec send_datagram(conn(), stream_id(), iodata()) -> ok | {error, term()}.


      


Send an HTTP Datagram bound to a request stream.
Enabled by passing h3_datagram_enabled => true to connect/3 or start_server/3; the underlying QUIC connection must also advertise a non-zero max_datagram_frame_size (RFC 9221) for the H3 extension to go live.
Returns {error, h3_datagrams_disabled} when the extension was not negotiated, {error, unknown_stream} when the stream id is not a known request stream, or one of the RFC 9221 error atoms (datagrams_not_supported, datagram_too_large, datagram_too_large_for_path, congestion_limited) forwarded from the QUIC layer.
Payload for a WebTransport-style CONNECT session is typically handed over unmodified; the quarter-stream-id prefix is added automatically.

  



  
    
      
    
    
      send_push_data(Conn, PushId, Data, Fin)



        
          
        

    

  


  

      

          -spec send_push_data(conn(), push_id(), binary(), boolean()) -> ok | {error, term()}.


      


Send data on a push stream (server only).
Set Fin to true to indicate this is the last data.

  



  
    
      
    
    
      send_push_response(Conn, PushId, Status, Headers)



        
          
        

    

  


  

      

          -spec send_push_response(conn(), push_id(), status(), headers()) -> ok | {error, term()}.


      


Send response headers on a push stream (server only).
After push/3 returns a push ID, use this to send the response headers. The :status pseudo-header is added automatically.

  



  
    
      
    
    
      send_response(Conn, StreamId, Status, Headers)



        
          
        

    

  


  

      

          -spec send_response(conn(), stream_id(), status(), headers()) -> ok | {error, term()}.


      


Send an HTTP response (server only).
Sends the response status and headers. The body should be sent separately using send_data/4.

  



  
    
      
    
    
      send_trailers(Conn, StreamId, Trailers)



        
          
        

    

  


  

      

          -spec send_trailers(conn(), stream_id(), headers()) -> ok | {error, term()}.


      


Send trailers on a request stream.
Trailers are sent after the body and signal the end of the stream.

  



  
    
      
    
    
      set_max_push_id(Conn, MaxPushId)



        
          
        

    

  


  

      

          -spec set_max_push_id(conn(), push_id()) -> ok | {error, term()}.


      


Set the maximum push ID (client only).
This enables server push up to the specified push ID. Call this after connecting to allow the server to push resources. The MaxPushId cannot be decreased once set.
Example:
  %% Enable push with up to 10 promised resources (push IDs 0-9)
  ok = quic_h3:set_max_push_id(Conn, 9).

  



  
    
      
    
    
      set_stream_handler(Conn, StreamId, HandlerPid)



        
          
        

    

  


  

      

          -spec set_stream_handler(conn(), stream_id(), pid()) ->
                            ok | {ok, [{binary(), boolean()}]} | {error, term()}.


      


Register a handler to receive stream body data.
By default, body data messages are sent to the connection owner. For server handlers that need to receive body data (e.g., POST bodies), call this function to redirect data to the handler process.
The handler will receive messages of the form: {quic_h3, Conn, {data, StreamId, Data, Fin}}
If data arrived before registration, it is returned as a list of {Data, Fin} tuples that the handler should process.
Example:
  handle_request(Conn, StreamId, <<"POST">>, _Path, _Headers) ->
      case quic_h3:set_stream_handler(Conn, StreamId, self()) of
          ok ->
              receive_body(Conn, StreamId, <<>>);
          {ok, BufferedChunks} ->
              Body = process_chunks(BufferedChunks),
              receive_body(Conn, StreamId, Body)
      end.

  



  
    
      
    
    
      set_stream_handler(Conn, StreamId, HandlerPid, Opts)



        
          
        

    

  


  

      

          -spec set_stream_handler(conn(), stream_id(), pid(), map()) ->
                            ok | {ok, [{binary(), boolean()}]} | {error, term()}.


      


Register a handler with options.
Options:
	drain_buffer - If true (default), returns buffered data. If false, sends buffered data as messages.


  



  
    
      
    
    
      start_server(Name, Port, Opts)



        
          
        

    

  


  

      

          -spec start_server(Name, Port, Opts) -> {ok, pid()} | {error, term()}
                      when Name :: atom(), Port :: inet:port_number(), Opts :: server_opts().


      


Start an HTTP/3 server.
The server listens on the given port and accepts HTTP/3 connections. Each incoming request triggers the handler with request details.
The handler can be:
	A function: fun(Conn, StreamId, Method, Path, Headers) -> ok
	A module implementing handle_request/5

Example:
  {ok, _} = quic_h3:start_server(my_server, 4433, #{
       cert => CertDer,
       key => KeyTerm,
       handler => fun(Conn, StreamId, <<"GET">>, Path, _) ->
           Body = <<"Hello from ", Path/binary>>,
           quic_h3:send_response(Conn, StreamId, 200, []),
           quic_h3:send_data(Conn, StreamId, Body, true)
       end
   }).
Receiving datagrams / stream-type events: when h3_datagram_enabled or stream_type_handler is used, owner-addressed messages are emitted per connection. Supply a durable receiver by returning #{owner => Pid} from the per-connection connection_handler callback. Without an explicit owner those messages route to the listener process, where they are discarded.
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          -spec stop_server(atom()) -> ok | {error, term()}.


      


Stop an HTTP/3 server.
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          -spec unset_stream_handler(conn(), stream_id()) -> ok.


      


Unregister a stream handler.
Future data will be sent to the connection owner.

  



  
    
      
    
    
      wait_connected(Conn, Timeout)



        
          
        

    

  


  

      

          -spec wait_connected(conn(), timeout()) -> ok | {error, timeout}.


      


Wait for H3 connection to be ready.
Blocks until the connection is established and SETTINGS exchanged, or until the timeout expires.

  


        

      


  

    
quic_h3_client 
    



      
HTTP/3 test client escript.
Usage: quic_h3_client https://host:port/path [options]
Options: -v, --verbose Show detailed output --cert FILE Client certificate (PEM) --key FILE Client private key (PEM) --cacerts FILE CA certificates (PEM) --insecure Skip certificate verification -H, --header Add request header (can be repeated) -d, --data Request body (for POST) -X, --method HTTP method (default: GET) -o, --output Write response body to file --timeout Connection timeout in seconds (default: 30)
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quic_h3_connection 
    



      
HTTP/3 connection management.
This module implements the HTTP/3 connection layer on top of QUIC. It manages critical unidirectional streams (control, QPACK encoder/decoder), request/response streams, and the HTTP/3 protocol state machine.
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        awaiting_quic(EventType, OldState, State)

      


    


    
      
        bootstrapping(EventType, OldState, State)

      


    


    
      
        callback_mode()

      


    


    
      
        cancel_push(Conn, PushId)

      


        Cancel a push (client only). Sends CANCEL_PUSH to tell server we don't want this push.



    


    
      
        cancel_stream(Conn, StreamId)

      


        Cancel a stream.



    


    
      
        cancel_stream(Conn, StreamId, ErrorCode)

      


    


    
      
        close(Conn)

      


        Close the connection.



    


    
      
        closing(EventType, OldState, State)

      


    


    
      
        code_change(OldVsn, StateName, State, Extra)

      


    


    
      
        connected(EventType, OldState, State)

      


    


    
      
        early_data(EventType, OldState, State)

      


    


    
      
        get_peer_settings(Conn)

      


        Get peer settings.



    


    
      
        get_quic_conn(Conn)

      


        Get the underlying QUIC connection pid.



    


    
      
        get_settings(Conn)

      


        Get local settings.



    


    
      
        goaway(Conn)

      


        Initiate graceful shutdown.
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        goaway_sent(EventType, OldState, State)

      


    


    
      
        h3_connecting(EventType, OldState, State)

      


    


    
      
        h3_datagrams_enabled(Conn)

      


        Whether both sides negotiated RFC 9297 support.



    


    
      
        init(_)

      


    


    
      
        max_datagram_size(Conn, StreamId)

      


        Max payload we can fit in one H3 DATAGRAM for this stream, given the peer's max_datagram_frame_size minus the quarter-stream-id prefix. Returns 0 if RFC 9297 isn't live.



    


    
      
        open_bidi_stream(Conn, SignalType)

      


        Open a client-initiated bidirectional stream outside the H3 request/response flow. When SignalType is a non-negative integer, the stream is pre-claimed so inbound data is delivered as stream_type_data owner messages. When undefined, behaves as a plain unclaimed stream.



    


    
      
        prime(Conn)

      


        Prime a client H3 connection after ownership transfer.



    


    
      
        push(Conn, RequestStreamId, Headers)

      


        Initiate a server push (server only). Sends a PUSH_PROMISE on the request stream and allocates a push ID. Returns the push ID for subsequent send_push_response/send_push_data calls.



    


    
      
        request(Conn, Headers)

      


        Send a request (client only). Returns the stream ID for tracking the response.
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        send_data(Conn, StreamId, Data)

      


        Send body data on a stream.



    


    
      
        send_data(Conn, StreamId, Data, Fin)

      


    


    
      
        send_datagram(Conn, StreamId, Data)

      


        Send an HTTP Datagram (RFC 9297) associated with a request stream.



    


    
      
        send_push_data(Conn, PushId, Data, Fin)

      


        Send data on a push stream (server only).



    


    
      
        send_push_response(Conn, PushId, Status, Headers)

      


        Send response headers on a push stream (server only).
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        Send a response (server only).



    


    
      
        send_trailers(Conn, StreamId, Trailers)

      


        Send trailers on a stream.



    


    
      
        set_max_push_id(Conn, MaxPushId)

      


        Set the maximum push ID (client only). This enables server push up to the specified push ID.



    


    
      
        set_stream_handler(Conn, StreamId, HandlerPid)

      


        Register a handler process to receive stream data. The handler will receive {quic_h3, Conn, {data, StreamId, Data, Fin}} messages. Any data buffered before registration is returned.



    


    
      
        set_stream_handler(Conn, StreamId, HandlerPid, Opts)

      


        Register a handler with options. Options: - drain_buffer: If true (default), returns buffered data instead of sending as messages
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        Start an HTTP/3 connection as a client.
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        Start an HTTP/3 connection with options.
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        unset_stream_handler(Conn, StreamId)

      


        Unregister a stream handler. Future data will be sent to the connection owner.
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          -spec cancel_push(pid(), non_neg_integer()) -> ok.


      


Cancel a push (client only). Sends CANCEL_PUSH to tell server we don't want this push.
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          -spec cancel_stream(pid(), stream_id()) -> ok.


      


Cancel a stream.
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          -spec cancel_stream(pid(), stream_id(), error_code()) -> ok.
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          -spec close(pid()) -> ok.


      


Close the connection.
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          -spec get_peer_settings(pid()) -> map() | undefined.


      


Get peer settings.
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          -spec get_quic_conn(pid()) -> pid().


      


Get the underlying QUIC connection pid.
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          -spec get_settings(pid()) -> map().


      


Get local settings.
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          -spec goaway(pid()) -> ok.


      


Initiate graceful shutdown.

  



  
    
      
    
    
      goaway_received(EventType, OldState, State)



        
          
        

    

  


  


  



  
    
      
    
    
      goaway_sent(EventType, OldState, State)



        
          
        

    

  


  


  



  
    
      
    
    
      h3_connecting(EventType, OldState, State)



        
          
        

    

  


  


  



  
    
      
    
    
      h3_datagrams_enabled(Conn)



        
          
        

    

  


  

      

          -spec h3_datagrams_enabled(pid()) -> boolean().


      


Whether both sides negotiated RFC 9297 support.
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          -spec max_datagram_size(pid(), stream_id()) -> non_neg_integer().


      


Max payload we can fit in one H3 DATAGRAM for this stream, given the peer's max_datagram_frame_size minus the quarter-stream-id prefix. Returns 0 if RFC 9297 isn't live.
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          -spec open_bidi_stream(pid(), non_neg_integer() | undefined) -> {ok, stream_id()} | {error, term()}.


      


Open a client-initiated bidirectional stream outside the H3 request/response flow. When SignalType is a non-negative integer, the stream is pre-claimed so inbound data is delivered as stream_type_data owner messages. When undefined, behaves as a plain unclaimed stream.
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          -spec prime(pid()) -> ok.


      


Prime a client H3 connection after ownership transfer.
Called by quic_h3:connect/3 once quic:set_owner_sync/2 returns so the H3 process can inspect the underlying QUIC connection (via quic:has_early_keys/1) and route to either the 0-RTT early_data path or the regular awaiting_quic wait.
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          -spec push(pid(), stream_id(), [{binary(), binary()}]) -> {ok, non_neg_integer()} | {error, term()}.


      


Initiate a server push (server only). Sends a PUSH_PROMISE on the request stream and allocates a push ID. Returns the push ID for subsequent send_push_response/send_push_data calls.
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          -spec request(pid(), [{binary(), binary()}]) -> {ok, stream_id()} | {error, term()}.


      


Send a request (client only). Returns the stream ID for tracking the response.
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          -spec request(pid(), [{binary(), binary()}], map()) -> {ok, stream_id()} | {error, term()}.
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          -spec send_data(pid(), stream_id(), binary()) -> ok | {error, term()}.


      


Send body data on a stream.
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          -spec send_data(pid(), stream_id(), binary(), boolean()) -> ok | {error, term()}.
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          -spec send_datagram(pid(), stream_id(), iodata()) -> ok | {error, term()}.


      


Send an HTTP Datagram (RFC 9297) associated with a request stream.
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          -spec send_push_data(pid(), non_neg_integer(), binary(), boolean()) -> ok | {error, term()}.


      


Send data on a push stream (server only).
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          -spec send_push_response(pid(), non_neg_integer(), pos_integer(), [{binary(), binary()}]) ->
                            ok | {error, term()}.


      


Send response headers on a push stream (server only).
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          -spec send_response(pid(), stream_id(), pos_integer(), [{binary(), binary()}]) -> ok | {error, term()}.


      


Send a response (server only).
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          -spec send_trailers(pid(), stream_id(), [{binary(), binary()}]) -> ok | {error, term()}.


      


Send trailers on a stream.
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          -spec set_max_push_id(pid(), non_neg_integer()) -> ok | {error, term()}.


      


Set the maximum push ID (client only). This enables server push up to the specified push ID.
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          -spec set_stream_handler(pid(), stream_id(), pid()) ->
                            ok | {ok, [{binary(), boolean()}]} | {error, term()}.


      


Register a handler process to receive stream data. The handler will receive {quic_h3, Conn, {data, StreamId, Data, Fin}} messages. Any data buffered before registration is returned.
See also: set_stream_handler/4.
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          -spec set_stream_handler(pid(), stream_id(), pid(), map()) ->
                            ok | {ok, [{binary(), boolean()}]} | {error, term()}.


      


Register a handler with options. Options: - drain_buffer: If true (default), returns buffered data instead of sending as messages
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          -spec start_link(pid(), binary(), pos_integer()) -> {ok, pid()} | {error, term()}.


      


Start an HTTP/3 connection as a client.
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          -spec start_link(pid(), binary(), pos_integer(), map()) -> {ok, pid()} | {error, term()}.


      


Start an HTTP/3 connection with options.
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          -spec unset_stream_handler(pid(), stream_id()) -> ok.


      


Unregister a stream handler. Future data will be sent to the connection owner.
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HTTP/3 frame encoding and decoding.
HTTP/3 frames use QUIC variable-length integer encoding for frame type and length fields.
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        decode(Data)

      


        Decode an HTTP/3 frame from binary. Returns {ok, Frame, Rest} | {error, Reason} | {more, N}.
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        Decode all frames from binary buffer.



    


    
      
        decode_settings_payload(Data)

      


        Decode SETTINGS frame payload to settings map.



    


    
      
        decode_stream_type(Data)

      


        Decode stream type from unidirectional stream.



    


    
      
        default_settings()

      


        Return default HTTP/3 settings.
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        Encode an HTTP/3 frame to binary.
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        Encode a CANCEL_PUSH frame.
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        Encode a DATA frame.
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        Encode a GOAWAY frame.
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        Encode a HEADERS frame.
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        Encode a MAX_PUSH_ID frame.
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        Encode a PUSH_PROMISE frame.
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        Encode a SETTINGS frame.



    


    
      
        encode_settings_payload(Settings)

      


        Encode settings map to SETTINGS frame payload.



    


    
      
        encode_stream_type(Type)

      


        Encode stream type for unidirectional streams.



    


    
      
        is_reserved_frame_type(Type)

      


        Check if a frame type is reserved (grease). Reserved types are 0x1f * N + 0x21 for any non-negative integer N.



    


    
      
        is_reserved_setting(Id)

      


        Check if a settings identifier is reserved (grease). Reserved identifiers are 0x1f * N + 0x21 for any non-negative integer N.



    





      


      
        Types


        


  
    
      
    
    
      frame/0



        
          
        

    

  


  

      

          -type frame() ::
          {data, binary()} |
          {headers, binary()} |
          {cancel_push, non_neg_integer()} |
          {settings, map()} |
          {push_promise, non_neg_integer(), binary()} |
          {goaway, non_neg_integer()} |
          {max_push_id, non_neg_integer()} |
          {unknown, non_neg_integer(), binary()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      decode(Data)



        
          
        

    

  


  

      

          -spec decode(binary()) -> {ok, frame(), binary()} | {error, term()} | {more, non_neg_integer()}.


      


Decode an HTTP/3 frame from binary. Returns {ok, Frame, Rest} | {error, Reason} | {more, N}.

  



  
    
      
    
    
      decode_all(Data)



        
          
        

    

  


  

      

          -spec decode_all(binary()) -> {ok, [frame()], binary()} | {error, term()}.


      


Decode all frames from binary buffer.

  



  
    
      
    
    
      decode_settings_payload(Data)



        
          
        

    

  


  

      

          -spec decode_settings_payload(binary()) -> {ok, map()} | {error, term()}.


      


Decode SETTINGS frame payload to settings map.

  



  
    
      
    
    
      decode_stream_type(Data)



        
          
        

    

  


  

      

          -spec decode_stream_type(binary()) ->
                            {ok,
                             control | qpack_encoder | qpack_decoder | push |
                             {unknown, non_neg_integer()},
                             binary()} |
                            {more, non_neg_integer()}.


      


Decode stream type from unidirectional stream.

  



  
    
      
    
    
      default_settings()



        
          
        

    

  


  

      

          -spec default_settings() -> map().


      


Return default HTTP/3 settings.

  



  
    
      
    
    
      encode(_)



        
          
        

    

  


  

      

          -spec encode(frame()) -> binary().


      


Encode an HTTP/3 frame to binary.

  



  
    
      
    
    
      encode_cancel_push(PushId)



        
          
        

    

  


  

      

          -spec encode_cancel_push(non_neg_integer()) -> binary().


      


Encode a CANCEL_PUSH frame.

  



  
    
      
    
    
      encode_data(Payload)



        
          
        

    

  


  

      

          -spec encode_data(binary()) -> binary().


      


Encode a DATA frame.

  



  
    
      
    
    
      encode_goaway(StreamId)



        
          
        

    

  


  

      

          -spec encode_goaway(non_neg_integer()) -> binary().


      


Encode a GOAWAY frame.

  



  
    
      
    
    
      encode_headers(HeaderBlock)



        
          
        

    

  


  

      

          -spec encode_headers(binary()) -> binary().


      


Encode a HEADERS frame.

  



  
    
      
    
    
      encode_max_push_id(PushId)



        
          
        

    

  


  

      

          -spec encode_max_push_id(non_neg_integer()) -> binary().


      


Encode a MAX_PUSH_ID frame.

  



  
    
      
    
    
      encode_push_promise(PushId, HeaderBlock)



        
          
        

    

  


  

      

          -spec encode_push_promise(non_neg_integer(), binary()) -> binary().


      


Encode a PUSH_PROMISE frame.

  



  
    
      
    
    
      encode_settings(Settings)



        
          
        

    

  


  

      

          -spec encode_settings(map()) -> binary().


      


Encode a SETTINGS frame.

  



  
    
      
    
    
      encode_settings_payload(Settings)



        
          
        

    

  


  

      

          -spec encode_settings_payload(map()) -> binary().


      


Encode settings map to SETTINGS frame payload.

  



  
    
      
    
    
      encode_stream_type(Type)



        
          
        

    

  


  

      

          -spec encode_stream_type(control | qpack_encoder | qpack_decoder | push | non_neg_integer()) -> binary().


      


Encode stream type for unidirectional streams.

  



  
    
      
    
    
      is_reserved_frame_type(Type)



        
          
        

    

  


  

      

          -spec is_reserved_frame_type(non_neg_integer()) -> boolean().


      


Check if a frame type is reserved (grease). Reserved types are 0x1f * N + 0x21 for any non-negative integer N.

  



  
    
      
    
    
      is_reserved_setting(Id)



        
          
        

    

  


  

      

          -spec is_reserved_setting(non_neg_integer()) -> boolean().


      


Check if a settings identifier is reserved (grease). Reserved identifiers are 0x1f * N + 0x21 for any non-negative integer N.

  


        

      


  

    
quic_h3_server 
    



      
HTTP/3 test server escript.
Usage: quic_h3_server --cert cert.pem --key key.pem [options]
Options: -p, --port PORT Listen port (default: 4433) --cert FILE Server certificate (PEM) - required --key FILE Server private key (PEM) - required --docroot DIR Document root for static files (default: .) --echo Echo mode: return request info as response -v, --verbose Show detailed output
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        main(Args)
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      main(Args)



        
          
        

    

  


  


  


        

      


  

    
quic_qpack 
    



      
QPACK header compression for HTTP/3 (RFC 9204).
This module provides QPACK encoding and decoding for HTTP/3 header compression. It supports both stateless (static table only) and stateful (with dynamic table) operation.
[bookmark: Quick_Start]Quick Start
Stateless encoding/decoding (static table only):
   Headers = [{<<":method">>, <<"GET">>}, {<<":path">>, <<"/">>}],
   Encoded = quic_qpack:encode(Headers),
   {ok, Headers} = quic_qpack:decode(Encoded).
Stateful encoding with dynamic table:
   State0 = quic_qpack:new(#{max_dynamic_size => 4096}),
   {Encoded, State1} = quic_qpack:encode(Headers, State0),
   {{ok, Headers}, State2} = quic_qpack:decode(Encoded, State1).

      


      
        Summary


  
    Types
  


    
      
        header/0

      


    


    
      
        headers/0

      


    


    
      
        state/0

      


    





  
    Functions
  


    
      
        clear_encoder_instructions(State)

      


        Clear pending encoder instructions after sending.



    


    
      
        decode(Data)

      


        Decode QPACK-encoded headers (stateless).



    


    
      
        decode(Data, State)

      


        Decode QPACK-encoded headers with state.



    


    
      
        encode(Headers)

      


        Encode headers using QPACK (stateless, static table only).



    


    
      
        encode(Headers, State)

      


        Encode headers using QPACK with state.



    


    
      
        encode(Headers, StreamId, State)

      


        Encode headers with stream tracking for section acknowledgment. This variant tracks the RIC per stream for proper section_ack handling.



    


    
      
        encode_insert_count_increment(Increment)

      


        Encode an Insert Count Increment for the decoder stream.



    


    
      
        encode_section_ack(StreamId)

      


        Encode a Section Acknowledgment for the decoder stream. StreamId should be the stream where headers were decoded.



    


    
      
        encode_stream_cancel(StreamId)

      


        Encode a Stream Cancellation for the decoder stream. Used when a stream is cancelled before headers are fully decoded.



    


    
      
        get_dynamic_capacity(Qpack)

      


        Get dynamic table capacity.



    


    
      
        get_encoder_instructions(Qpack)

      


        Get pending encoder instructions. These should be sent on the encoder stream.



    


    
      
        get_insert_count(Qpack)

      


        Get current insert count.



    


    
      
        get_known_received_count(Qpack)

      


        Get known received count (acknowledged by decoder).



    


    
      
        get_last_ric(Qpack)

      


        Get last Required Insert Count from encoding.



    


    
      
        new()

      


        Initialize QPACK state (static-only mode).



    


    
      
        new(Opts)

      


        Initialize QPACK state with options. Options: max_dynamic_size - Enable dynamic table with given max size (default: 0 = disabled) max_allowed_capacity - Negotiation ceiling (SETTINGS_QPACK_MAX_TABLE_CAPACITY) without enabling the table (default: max_dynamic_size). Used by an encoder to seed the ceiling while staying static until a capacity is negotiated via set_dynamic_capacity/2, so 0-RTT early-data requests remain static-only until the peer's real SETTINGS arrive (RFC 9114 §7.2.4.2).



    


    
      
        process_decoder_instructions(Data, State)

      


        Process decoder instructions from the peer's decoder stream. Updates known_received_count based on acknowledgments. Returns {ok, State} when all data is processed, {incomplete, RemainingData, State} when more data is needed, or {error, Reason} on error.



    


    
      
        process_encoder_instructions(Data, State)

      


        Process encoder instructions from the peer's encoder stream. Updates the dynamic table based on received instructions. Returns {ok, State} when all data is processed, {incomplete, RemainingData, State} when more data is needed, or {error, Reason} on error.



    


    
      
        set_dynamic_capacity(Capacity, Qpack)

      


        Set dynamic table capacity. This generates a Set Dynamic Table Capacity instruction for the encoder stream. RFC 9204 §4.3: the capacity MUST NOT exceed the peer-advertised maximum (max_allowed_capacity). Values above the max are clamped to the max so callers cannot produce a non-conformant instruction.
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      header/0



        
          
        

    

  


  

      

          -type header() :: {Name :: binary(), Value :: binary()}.


      



  



  
    
      
    
    
      headers/0



        
          
        

    

  


  

      

          -type headers() :: [header()].


      



  



  
    
      
    
    
      state/0



        
          
        

    

  


  

      

          -opaque state()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      clear_encoder_instructions(State)



        
          
        

    

  


  

      

          -spec clear_encoder_instructions(state()) -> state().


      


Clear pending encoder instructions after sending.

  



  
    
      
    
    
      decode(Data)



        
          
        

    

  


  

      

          -spec decode(binary()) -> {ok, headers()} | {error, term()}.


      


Decode QPACK-encoded headers (stateless).

  



  
    
      
    
    
      decode(Data, State)



        
          
        

    

  


  

      

          -spec decode(binary(), state()) ->
                {{ok, headers()} | {blocked, non_neg_integer()} | {error, term()}, state()}.


      


Decode QPACK-encoded headers with state.

  



  
    
      
    
    
      encode(Headers)



        
          
        

    

  


  

      

          -spec encode(headers()) -> binary().


      


Encode headers using QPACK (stateless, static table only).

  



  
    
      
    
    
      encode(Headers, State)



        
          
        

    

  


  

      

          -spec encode(headers(), state()) -> {binary(), state()}.


      


Encode headers using QPACK with state.

  



  
    
      
    
    
      encode(Headers, StreamId, State)



        
          
        

    

  


  

      

          -spec encode(headers(), non_neg_integer(), state()) -> {binary(), state()}.


      


Encode headers with stream tracking for section acknowledgment. This variant tracks the RIC per stream for proper section_ack handling.

  



  
    
      
    
    
      encode_insert_count_increment(Increment)



        
          
        

    

  


  

      

          -spec encode_insert_count_increment(non_neg_integer()) -> binary().


      


Encode an Insert Count Increment for the decoder stream.

  



  
    
      
    
    
      encode_section_ack(StreamId)



        
          
        

    

  


  

      

          -spec encode_section_ack(non_neg_integer()) -> binary().


      


Encode a Section Acknowledgment for the decoder stream. StreamId should be the stream where headers were decoded.

  



  
    
      
    
    
      encode_stream_cancel(StreamId)



        
          
        

    

  


  

      

          -spec encode_stream_cancel(non_neg_integer()) -> binary().


      


Encode a Stream Cancellation for the decoder stream. Used when a stream is cancelled before headers are fully decoded.

  



  
    
      
    
    
      get_dynamic_capacity(Qpack)



        
          
        

    

  


  

      

          -spec get_dynamic_capacity(state()) -> non_neg_integer().


      


Get dynamic table capacity.

  



  
    
      
    
    
      get_encoder_instructions(Qpack)



        
          
        

    

  


  

      

          -spec get_encoder_instructions(state()) -> binary().


      


Get pending encoder instructions. These should be sent on the encoder stream.

  



  
    
      
    
    
      get_insert_count(Qpack)



        
          
        

    

  


  

      

          -spec get_insert_count(state()) -> non_neg_integer().


      


Get current insert count.

  



  
    
      
    
    
      get_known_received_count(Qpack)



        
          
        

    

  


  

      

          -spec get_known_received_count(state()) -> non_neg_integer().


      


Get known received count (acknowledged by decoder).

  



  
    
      
    
    
      get_last_ric(Qpack)



        
          
        

    

  


  

      

          -spec get_last_ric(state()) -> non_neg_integer().


      


Get last Required Insert Count from encoding.

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          -spec new() -> state().


      


Initialize QPACK state (static-only mode).

  



  
    
      
    
    
      new(Opts)



        
          
        

    

  


  

      

          -spec new(#{atom() => term()}) -> state().


      


Initialize QPACK state with options. Options: max_dynamic_size - Enable dynamic table with given max size (default: 0 = disabled) max_allowed_capacity - Negotiation ceiling (SETTINGS_QPACK_MAX_TABLE_CAPACITY) without enabling the table (default: max_dynamic_size). Used by an encoder to seed the ceiling while staying static until a capacity is negotiated via set_dynamic_capacity/2, so 0-RTT early-data requests remain static-only until the peer's real SETTINGS arrive (RFC 9114 §7.2.4.2).

  



  
    
      
    
    
      process_decoder_instructions(Data, State)



        
          
        

    

  


  

      

          -spec process_decoder_instructions(binary(), state()) ->
                                      {ok, state()} | {incomplete, binary(), state()} | {error, term()}.


      


Process decoder instructions from the peer's decoder stream. Updates known_received_count based on acknowledgments. Returns {ok, State} when all data is processed, {incomplete, RemainingData, State} when more data is needed, or {error, Reason} on error.

  



  
    
      
    
    
      process_encoder_instructions(Data, State)



        
          
        

    

  


  

      

          -spec process_encoder_instructions(binary(), state()) ->
                                      {ok, state()} | {incomplete, binary(), state()} | {error, term()}.


      


Process encoder instructions from the peer's encoder stream. Updates the dynamic table based on received instructions. Returns {ok, State} when all data is processed, {incomplete, RemainingData, State} when more data is needed, or {error, Reason} on error.

  



  
    
      
    
    
      set_dynamic_capacity(Capacity, Qpack)



        
          
        

    

  


  

      

          -spec set_dynamic_capacity(non_neg_integer(), state()) -> state().


      


Set dynamic table capacity. This generates a Set Dynamic Table Capacity instruction for the encoder stream. RFC 9204 §4.3: the capacity MUST NOT exceed the peer-advertised maximum (max_allowed_capacity). Values above the max are clamped to the max so callers cannot produce a non-conformant instruction.

  


        

      


  

    
quic_qpack_huffman 
    



      
Huffman encoding and decoding for QPACK (RFC 9204).
RFC 7541 Appendix B defines the Huffman code table used by both HPACK (HTTP/2) and QPACK (HTTP/3). This module provides encoding and decoding functions.

      


      
        Summary


  
    Functions
  


    
      
        decode(Data)

      


        Decode a Huffman-encoded binary. Returns the decoded binary string. Note: This function does not validate EOS padding per RFC 7541 Section 5.2. Use decode_safe/1 for strict validation.



    


    
      
        decode_safe(Data)

      


        Decode a Huffman-encoded binary with strict validation. Returns {ok, Decoded} on success, {error, Reason} on failure. Per RFC 7541 Section 5.2: - Padding MUST be the most-significant bits of EOS symbol (all 1s) - Padding MUST NOT be more than 7 bits - A string literal containing EOS MUST be treated as decoding error



    


    
      
        encode(Data)

      


        Encode a binary string using Huffman coding. Returns the Huffman-encoded binary, padded with EOS bits.



    


    
      
        encoded_size(Data)

      


        Calculate the size in bytes of Huffman-encoded data. Useful for deciding whether Huffman encoding is beneficial.



    





      


      
        Functions


        


  
    
      
    
    
      decode(Data)



        
          
        

    

  


  

      

          -spec decode(binary()) -> binary().


      


Decode a Huffman-encoded binary. Returns the decoded binary string. Note: This function does not validate EOS padding per RFC 7541 Section 5.2. Use decode_safe/1 for strict validation.

  



  
    
      
    
    
      decode_safe(Data)



        
          
        

    

  


  

      

          -spec decode_safe(binary()) -> {ok, binary()} | {error, term()}.


      


Decode a Huffman-encoded binary with strict validation. Returns {ok, Decoded} on success, {error, Reason} on failure. Per RFC 7541 Section 5.2: - Padding MUST be the most-significant bits of EOS symbol (all 1s) - Padding MUST NOT be more than 7 bits - A string literal containing EOS MUST be treated as decoding error

  



  
    
      
    
    
      encode(Data)



        
          
        

    

  


  

      

          -spec encode(binary()) -> binary().


      


Encode a binary string using Huffman coding. Returns the Huffman-encoded binary, padded with EOS bits.

  



  
    
      
    
    
      encoded_size(Data)



        
          
        

    

  


  

      

          -spec encoded_size(binary()) -> non_neg_integer().


      


Calculate the size in bytes of Huffman-encoded data. Useful for deciding whether Huffman encoding is beneficial.

  


        

      


  

    
quic_lb 
    



      
QUIC Load Balancer Connection ID encoding and decoding.
This module implements RFC 9312 Connection ID encoding schemes that allow load balancers to route QUIC packets to the correct server based on server identity encoded in the Connection ID.
[bookmark: CID_Format]CID Format
The first byte contains: - CR (Config Rotation): 3 bits identifying the configuration - Length: 5 bits (CID length - 1, so 0-19 maps to 1-20 bytes)
   +--------+----------------+--------+
   | CR:3   | Server ID      | Nonce  |
   | Len:5  | (1-15 bytes)   | (4-18) |
   +--------+----------------+--------+
   
[bookmark: Algorithms]Algorithms
1. Plaintext: No encryption, server_id visible in CID 2. Stream Cipher: AES-128-CTR encrypts first octet + server_id 3. Block Cipher: AES-128-ECB with Feistel network for non-16-byte

      


      
        Summary


  
    Functions
  


    
      
        decode_server_id(CID, Lb_config)

      


        Extract the server ID from a CID.



    


    
      
        expected_cid_len(Lb_config)

      


        Calculate the expected CID length from configuration.



    


    
      
        generate_cid(Cid_config)

      


        Generate a CID using the configuration. Uses a random nonce.



    


    
      
        generate_cid(Cid_config, Nonce)

      


        Generate a CID with an explicit nonce.



    


    
      
        get_config_rotation(_)

      


        Get the config rotation bits from a CID's first byte.



    


    
      
        is_lb_routable(CID)

      


        Check if a CID is LB-routable (CR != 0b111).



    


    
      
        new_cid_config(Opts)

      


        Create a CID generation configuration from options map.



    


    
      
        new_config(Opts)

      


        Create a new LB configuration from options map.



    


    
      
        validate_config(Lb_config)

      


        Validate an LB configuration.



    





      


      
        Functions


        


  
    
      
    
    
      decode_server_id(CID, Lb_config)



        
          
        

    

  


  

      

          -spec decode_server_id(binary(),
                       #lb_config{config_rotation :: 0..6,
                                  algorithm :: plaintext | stream_cipher | block_cipher,
                                  server_id :: binary(),
                                  server_id_len :: 1..15,
                                  nonce_len :: 4..18,
                                  key :: binary() | undefined}) ->
                          {ok, binary()} | {error, term()}.


      


Extract the server ID from a CID.

  



  
    
      
    
    
      expected_cid_len(Lb_config)



        
          
        

    

  


  

      

          -spec expected_cid_len(#lb_config{config_rotation :: 0..6,
                                  algorithm :: plaintext | stream_cipher | block_cipher,
                                  server_id :: binary(),
                                  server_id_len :: 1..15,
                                  nonce_len :: 4..18,
                                  key :: binary() | undefined}) ->
                          pos_integer().


      


Calculate the expected CID length from configuration.

  



  
    
      
    
    
      generate_cid(Cid_config)



        
          
        

    

  


  

      

          -spec generate_cid(#cid_config{lb_config ::
                                   #lb_config{config_rotation :: 0..6,
                                              algorithm :: plaintext | stream_cipher | block_cipher,
                                              server_id :: binary(),
                                              server_id_len :: 1..15,
                                              nonce_len :: 4..18,
                                              key :: binary() | undefined} |
                                   undefined,
                               cid_len :: 1..20,
                               reset_secret :: binary() | undefined}) ->
                      binary().


      


Generate a CID using the configuration. Uses a random nonce.

  



  
    
      
    
    
      generate_cid(Cid_config, Nonce)



        
          
        

    

  


  

      

          -spec generate_cid(#cid_config{lb_config ::
                                   #lb_config{config_rotation :: 0..6,
                                              algorithm :: plaintext | stream_cipher | block_cipher,
                                              server_id :: binary(),
                                              server_id_len :: 1..15,
                                              nonce_len :: 4..18,
                                              key :: binary() | undefined} |
                                   undefined,
                               cid_len :: 1..20,
                               reset_secret :: binary() | undefined},
                   binary()) ->
                      binary().


      


Generate a CID with an explicit nonce.

  



  
    
      
    
    
      get_config_rotation(_)



        
          
        

    

  


  

      

          -spec get_config_rotation(binary()) -> 0..7.


      


Get the config rotation bits from a CID's first byte.

  



  
    
      
    
    
      is_lb_routable(CID)



        
          
        

    

  


  

      

          -spec is_lb_routable(binary()) -> boolean().


      


Check if a CID is LB-routable (CR != 0b111).

  



  
    
      
    
    
      new_cid_config(Opts)



        
          
        

    

  


  

      

          -spec new_cid_config(map()) ->
                        {ok,
                         #cid_config{lb_config ::
                                         #lb_config{config_rotation :: 0..6,
                                                    algorithm ::
                                                        plaintext | stream_cipher | block_cipher,
                                                    server_id :: binary(),
                                                    server_id_len :: 1..15,
                                                    nonce_len :: 4..18,
                                                    key :: binary() | undefined} |
                                         undefined,
                                     cid_len :: 1..20,
                                     reset_secret :: binary() | undefined}} |
                        {error, term()}.


      


Create a CID generation configuration from options map.
Options: - lb_config: #lb_config{} | undefined - LB configuration - cid_len: 1..20 (default: 8) - Target CID length - reset_secret: binary() - Secret for reset token generation

  



  
    
      
    
    
      new_config(Opts)



        
          
        

    

  


  

      

          -spec new_config(map()) ->
                    {ok,
                     #lb_config{config_rotation :: 0..6,
                                algorithm :: plaintext | stream_cipher | block_cipher,
                                server_id :: binary(),
                                server_id_len :: 1..15,
                                nonce_len :: 4..18,
                                key :: binary() | undefined}} |
                    {error, term()}.


      


Create a new LB configuration from options map.
Options: - server_id: binary() (required) - Server identifier (1-15 bytes) - algorithm: plaintext | stream_cipher | block_cipher (default: plaintext) - config_rotation: 0..6 (default: 0) - nonce_len: 4..18 (default: 4) - key: binary() - 16-byte AES key (required for cipher algorithms)

  



  
    
      
    
    
      validate_config(Lb_config)



        
          
        

    

  


  

      

          -spec validate_config(#lb_config{config_rotation :: 0..6,
                                 algorithm :: plaintext | stream_cipher | block_cipher,
                                 server_id :: binary(),
                                 server_id_len :: 1..15,
                                 nonce_len :: 4..18,
                                 key :: binary() | undefined}) ->
                         ok | {error, term()}.


      


Validate an LB configuration.
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